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What theory should we accept from the practical point of view, or accept as a basis for guiding our actions, if we don’t know which theory is true, and if there are too many plausible alternative theories for us to take them all into consideration?  This question is the theme of the first three parts of this dissertation.  I argue that the problem of theory acceptance, so understood, is a problem of practical rationality, and hence that the appropriate grounds for theory acceptance are practical considerations.  I argue for a number of principles of theory acceptance, and I explore the implications of these principles for the acceptance both of descriptive theories and evaluative theories. 

Throughout the discussion in the first three parts of the dissertation, I make use of various normative concepts.  I employ a distinction between subjective and objective reasons, as well as distinctions among decisive, sufficient and pro tanto reasons.  I also refer to rationality and to rational requirements.  In the last and longest part of this dissertation, I attempt to shed light on these notions.
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Part One:  Accepting and Rejecting Theories
1.  The Problem of Theory Acceptance

Philosophy begins with perplexity, and the practical branches of philosophy, such as ethics, begin with practical perplexity.  As decision makers, we often find ourselves in situations in which we don’t know which of our available options we should choose.  Some of these problems are moral: should you spend your money giving Billy the best education possible, or should you send him to a public school and give the thousands you save to Oxfam, thereby saving the lives of many children?  Some of these problems are prudential: should you complete your degree in actuary science, or should you pursue your lifelong passion for orthodontics?  And some of these problems are political: should we tax from the rich to give to the poor, or cut everyone’s taxes and let the poor fend for themselves?  When the answers to these questions are not obvious, we often turn to general theories for answers: moral theories, theories of the good life, normative political theories, and so on.  In general, we seek guidance from what we may call evaluative theories, or theories that enable us to evaluate alternatives in order to arrive at a decision.  

Unfortunately, there is often as much uncertainty concerning which evaluative theory is correct as there is concerning which practical option is most choiceworthy.  And so by moving from the level of particular practical problems to the level of general theory, our perplexity does not simply disappear but rather grows deeper.  Should we be impartial in relation to everyone’s interests, or are we required to give special weight to the interests of those who are near and dear?  Is the good life for an individual to be understood in terms of happiness, desire satisfaction, or objective criteria?  Is it the role of the state to redistribute resources, or simply to protect individual rights and liberties?  Different evaluative theories may provide different answers to these general questions, and hence they may provide different answers to our practical problems.  And so we are faced with the following problem: if, in choosing among practical options, we are to seek guidance from an evaluative theory, which theory should we turn to?  That is, if we don’t know which evaluative theory is correct, which one should we accept as a basis for decision making?

My primary aim in this dissertation is to provide a way on answering this question.  In order to do so, I will present a general normative account of theory acceptance.  This account will apply both to the acceptance of descriptive theories, or theories of the world, and to the acceptance of evaluative theories, and I will explore its implications in both domains.  But I will begin, in the present chapter, by defining the central concepts and the theoretical framework to be employed.  I will then respond to a number of objections.  And I will conclude by considering a problem faced by the approach I outline, namely the problem of intertheoretic value comparisons.
1.1.  Formulating the Problem

In deciding among a set of options, two sorts of theory are relevant.  First, we generally want to know what will result from each of the available options.  In deciding whether to go the beach or to the gym, it is relevant what the weather will be like, and hence whether going to the beach would result in getting a sun tan or in getting drenched.  And in deciding whether to redirect the train to the tracks on the right, it is relevant how many people are on each track, and hence how many people would die as a result of each of my options.  To answer this sort of question, we appeal to a conception of the way the world is (including the way we are), which we may call a descriptive theory.  
But to solve these practical problems, it is not enough to know what outcome would result from each of one’s options.  One also needs to know how we should evaluate these outcomes.  Would it be better to spend the afternoon pleasantly and unproductively beneath the sun, or to spend it productively but unpleasantly at the gym?  Should I choose an outcome one person’s dies as a result of my redirecting the train in her direction, or an outcome in which five people die without my intervention?  To answer questions of this kind, we need a conception of how outcomes are to be evaluated, which we may call an evaluative theory.

Some evaluative theories merely evaluate options in relation to one particular kind of consideration.  Thus, a theory of prudence may simply say what option would be best for the agent, or what option would be best from the prudential point of view, while a moral theory may simply say what option would be best from the moral point of view.  Other evaluative theories may be still more specialized, perhaps evaluating our options in terms of one aspect of our own good, or in terms of one sort of moral consideration.  However, there will often be several such particular factors that are relevant to any given decision problem.  And so in order to choose among our options, it is not enough to know how the various options compare in relation to each of the relevant factor taken individually.  We need, rather, to be able to evaluate our options in terms of which is best, or most choiceworthy, all things considered.  In what follows, I will be concerned with evaluative theories that yield such all things considered judgments.  

The principles I will offer, however, will also apply to the acceptance of more special evaluative theories.  Suppose I already have a background evaluative theory, TB, that enables me to evaluate all relevant considerations other than equality.  But I don’t know what normative theory of equality is correct, and I’m debating between which of two such theories, T1 and T2, to accept.  In this case, if I accept T1, then I will accept the conjunction of TB and T1, which we may call TB+1, whereas if I accept T2, I’ll will accept the conjunction of TB and T2, which we may call TB+2.  And TB+1 and TB+2 are both theories of the all things considered choiceworthiness of options.  Thus, my problem can be understood as one of deciding which theory of all things considered choiceworthiness to accept.  And so if I know how to solve the latter problem, I’ll know how to decide what theory of equality to accept.

I will be asking what sort of theories we should accept in practical reasoning.  The term “acceptance” is used in many ways by philosophers, but I will use it to refer to an attitude taken toward a theory or proposition in the course of practical reasoning or in the guidance of action.  By to accept a theory, in relation to a given decision problem, I mean to guide one’s decision on the basis of this theory.  More precisely, to accept a theory is to aim to choose whatever option this theory would recommend, or in other words, to aim choose the option that one would regard as best on the assumption that this theory is true.   For example, to accept utilitarianism is to aim to act in such a way as to produce as much total welfare as possible; to accept Kantianism is to aim to act only on maxims that one could will as universal laws; and to accept the Mosaic Code is to aim to perform only actions that conform to its ten commandments.

Now in general, if one reasons on the supposition that a theory is true then one will choose the option it recommends.  Thus, for example, one will choose the option that maximizes expected total welfare if, in deciding what to do, one supposes that utilitarianism is the correct ethical theory, and if one then carries out an action that one infers to be right on the basis of this supposition.  Thus, we may also say that to accept a theory, in a making a decision given, is to deliberate on the supposition that this theory is true, or to employ it as a premise in the reasoning bearing on this decision.  Similarly, we may say that one rejects a theory if one deliberates on the assumption that it is false, or adopts its negation as a premise in practical reasoning.
In some cases, it may be rational to accept the same theory as one believes.  For example, it may be rational for a person who believes that utilitarianism is the correct evaluative theory to aim to act in such a way as to produce as much welfare as possible, and hence to accept utilitarianism, and it may likewise be rational for the person who believes that Kantianism is the correct evaluative theory to aim to act only on maxims that she could will as universal laws, and hence to accept Kantianism.  If, however, one expects that more total welfare would result if one were to accept some other theory, say the Mosaic Code, rather than accepting utilitarianism, then utilitarianism would imply that one should accept the Mosaic code.  Thus, if one believed that utilitarianism is the correct evaluative theory, then it would be rational to aim to follow the Ten Commandments, and hence to accept the Mosaic Code.  Similarly, if one could not will as a universal law that everyone, in one’s circumstances, aim to act only in ways that they could will as universal laws, then Kantianism would imply that one should not accept Kantianism, and hence if one believed that Kantianism is the correct evaluative theory, it would be irrational for one to accept it.  More generally, self-effacing theories, or theories that imply that one should not try to follow them, are theories that it would be irrational to simultaneously believe and accept.
 

There are several familiar reasons for which a theory might be self-effacing.  First, it may be that accepting a given theory would have causal consequences that the theory in question regards as undesirable.  Thus, although accepting a theory will generally lead to performing the actions this theory advises, it may have other causal consequences, and some of these consequences may be regarded as bad by the theory in question.  For example, as has often been pointed out, it may be that if one were to accept a  hedonistic theory according to which all that one had reason to care about was one’s own happiness, one would not get nearly as much satisfaction from one’s projects and personal relationships, and so one would be unhappy.  Second, it may be that if one were to accept an overly demanding evaluative theory, one would be likely, through weakness of will, to lack the motivation to follow the very theory that one aims to follow, and hence to act badly.  For example, aiming to follow an evaluative theory that requires selflessness at all times and forbids any kind of indulgence may lead to a breakdown of resolve, and hence to a greater degree of indulgence than would have resulted from accepting a more moderate evaluative theory.  Third, just as there can be reason to accept an evaluative theory that is less demanding than the theory one believes to be correct, there can also be reason to accept an evaluative theory that is more demanding than the theory one believes to be correct.  For as Aristotle noted, we may have a natural tendency to do less than we aim to do whatever this may be, in which case there will be reason to aim to do more than we believe we should do.  Fourth, it may be that there are certain very tempting actions that would in fact be wrong according to a given theory, but that if we were to accept this theory we would be likely to rationalize these actions.  For example, if one were to accept a theory according to which one can break one’s promises when doing so would have the best consequences from an impartial point of view, it may be that whenever braking one’s promises would be to one’s own advantage one would be likely to convince oneself that braking one’s promises would be best impartially.  And this may give one reason to guide one’s actions by the supposition that it is always wrong to break one’s promises.  

Thus, if we have tendencies toward irrationality, such as weakness of will or rationalization, it may be rational for the theory one accepts, or aims to follow, to differ from the theory one believes to be true.  But in order for such a discrepancy between belief and acceptance to be justified, we need not have any tendency toward irrationality: it may be justified simply in virtue of the fact that our cognitive capacities are finite.  Suppose, for example, that the evaluative theory we believe to be correct is a highly pluralistic theory, TP.  It implies that there are many factors that are relevant to the values of our options, including: their compatibility with our personal obligations and with the rights of others; their effects on our own welfare, on the welfare of those who are near and dear, and on total welfare; their effects on the distribution of welfare; and their effects in relation to personal and impersonal perfectionist ends.  And suppose it implies that each of that many of these factors can be further subdivide, so that there are many relevant rights, personal relations and obligations, distributive factors and perfectionist ends.  Thus, this theory implies that in total, there are 814 factors that can be relevant to the values of one’s options.  

It would be senseless, in most contexts, to accept this theory, even if one believed it to be true.  For recall that to accept a theory, in the sense intended, is to aim to choose an option recommended by the theory, or on other words, to aim to choose one among the options to which this theory assigns the highest expected value.  But in order to find the option to which TP assigns the highest expected value, one would need to evaluate each of one’s options in relation to each of the many factors that TP regards as evaluatively relevant.  This would be tremendously costly, and by the time one figures out which option is recommended by TP, the time of action might be long past.  In such a case, it may be rational to guide one’s actions on the basis of a much simpler theory.  One might hold that in certain contexts, such as those in which one must choose between policies that would have a significant effect on a large number of people, utilitarianism comes pretty close to getting things right, and that in these contexts, it might be rational to guide one’s action the basis of utilitarianism, even if one knows that in doing so, one will be ignoring some relevant factors and so one is likely to choose a suboptimal option.  For it would be better to guide one’s actions on the basis of a rough and ready approximation to the true theory, thereby choosing an option that is somewhat suboptimal option, than to attempt to guide one’s actions on the basis of the true theory and fail to make any decision at all.

The rationality of accepting a rough and ready approximation to the theory one believes to be true applies as much to descriptive theories as to evaluative theories.  Suppose, for example, that one holds that the general theory of relativity is the correct theory of gravitation.  Even so, in practical contexts, such as in building a bridge, or firing a projectile, it may be rational to guide one’s actions on the basis of a much simpler, Newtonian theory of gravitation, as the mathematics involved in applying the relativistic theory may be prohibitively complicated.  Thus, when the folks at NASA employed Newton’s theory in plotting the trajectory of the Apollo rockets, they acted rationally.  It is true that if they employed Einstein’s theory, they would have plotted a trajectory that would have been ever so slightly different, and hence the voyage would have been slightly faster and more efficient.  But the loss of efficiency that would result from employing Einstein’s theory in planning the voyage would have far outweighed the gain in efficiency of the resulting voyage.

Thus, when the theory one believes to be true is very complicated, and when it would be very difficult to guide one’s actions on the basis of this theory, it can be rational to accept some other theory in the course of practical reasoning.  A similar discrepancy between belief and acceptance can also be rational when one regards a large number of theories as plausible, or in other words, when one’s credence is divided among a large number of theories, even when each of these individual theories is fairly simple.  Suppose one must plot the trajectory of a lunar rocket, and one wants the rocket to get to the moon as fast as possible.  Suppose there were ten competing theories of gravitation, each of which one regards as somewhat plausible, and each of which has slightly different implications concerning how long it would take to follow a given trajectory.  In this case, in choosing a trajectory, one would ideally take all ten of these theories into consideration.  For each possible trajectory, one would first estimate its duration using each of the ten competing gravitational theories; one would then multiply each of these estimates by the probability of the corresponding theory; and one would then add up all these products to arrive at an overall estimate of the duration.  After doing this for each trajectory, one would choose the one with the lowest expected duration.  But given our cognitive limitations, the computations involved in such a procedure would be very costly.  And so it might be rational to choose a trajectory on the basis of one of these ten theories, opting for whatever trajectory this theory regards as fastest.  Thus, it may be rational to accept a single theory, even though one does not fully believe that it is true, and to reject each of the remaining theories, even though one does not fully believe them to be false.

In what follows, I will be focusing on cases of this kind: cases in which our credence is divided among a large number of alternative theories, and in which it would not be feasible to take all of these theories into consideration in deciding how to act.  In discussing cases of this kind, it will be useful to introduce some terminology.  For any exhaustive set of mutually exclusive alternatives, let us call one’s assignment of degrees of belief, or of subjective probabilities, to these alternatives one’s credence distribution.  And let us call the assignment of probabilities to these alternatives by which one guides one’s choices one’s acceptance distribution.  Suppose, for example, that there were two theories of gravitation that one regarded as reasonably plausible; suppose one holds that each of these theories has a two in five chance of being true.  And suppose there are eight other contending theories that one regards as much less plausible; suppose one holds that each of these has a one in forty chance of being true.  In this case, it may be that the most rational thing to do would be to ignore the eight theories that one regards as unlikely, and guide one’s actions on the supposition that each of the first two theories has a one in two chance of being true.  In other words, it might be rational to aim to choose whatever option would have the highest expected value on the supposition that each of the first two theories has a subjective probability of .5 and that the rest have a subjective probability of 0.  In this case, one’s credence distribution is represented by the upper row of the following table, while one’s acceptance distribution is represented by the lower row:

	
	T1
	T2
	T3
	T4
	T5
	T6
	T7
	T8
	T9
	T10

	C
	.4
	.4
	.025
	.025
	.025
	.025
	.025
	.025
	.025
	.025

	A
	.5
	.5
	.0
	.0
	.0
	.0
	.0
	.0
	.0
	.0


Thus, the set of alternative theories in which one has a non-zero degree of acceptance will be a proper subset of the set of alternative theories in which one has a non-zero degree of credence.

The problem we are faced with may now be expressed in its most general form as follows: given a set of practical options, and given a credence distribution over alternative theories, what is the most rational acceptance distribution to have over these theories while choosing among these options.

So long as the notion of a theory is understood in the broadest possible sense, this general problem of theory acceptance will be ubiquitous for finite reasoners like us.  For any alternative conception of how things are in the world can be regarded as a descriptive theory, just as any alternative conception of how values are to be assigned to options can be regarded as an evaluative theory.  Thus, if I am uncertain as to whether it is raining, then we may say that my credence is divided between two descriptive theories, one according to which it is raining, and one according to which it is not.  And if I am uncertain as to whether I one is obligated to honor promises made while intoxicated, we may say that my credence is divided between two evaluative theories, one theory according to which one is obligated to honor such promises, and one theory according to which one is not.  

But nearly all of our decisions are riddled with uncertainty, and hence nearly every decision problem can be understood as involving a credence distribution over a number of alternative theories.  Suppose, for example, that I must decide between going to the beach and going to the gym.  In this case, I might construct my decision problem as follows:

	
	Sun 

(probability = 2/3)
	No Sun

(probability = 1/3)

	Gym
	get exercise 

(value = 15)
	get exercise 

(value =15) 

	Beach
	Get suntan 

(value = 18)
	No Suntan

(value = 3)


In this case, I may solve my decision problem using decision theory: I will thus favor going to the gym, whose expected value is 2/3 * 15 + 1/3 * 15 = 15, while the expected value of going to the beach is 2/3 * 18 + 1/3 * 3 = 13, and so in order to maximize expected value I must go to the gym.  It is very unlikely, however that the decision problem that I am actually faced with is nearly so simple.  For one thing, the state of the weather should be much more finely subdivided.  For if the sky is fully clear, then if I go to the beach I will tan to a high degree, whereas if it is only partly sunny, then if I go to the beach I will tan to a lesser degree.  Similarly, if there is no sun and no rain, I will stay dry, but if there is rain but no sun, then I will get wet.  Further, the state of the weather is not the only state of the world with a bearing on the value of going to the beach.  For this value would also depend on the availability of parking, on what beverages are available at the beverage stand, on whether the waters are infested with sharks, on whether there are hypodermic needles hidden beneath the sand, on whether the love of my life is waiting for me at the beach, etc.  And so it is clear that the above representation of my decision problem is inaccurate.  It is not the case that if it is sunny and I go to the beach then the outcome will be that I get a tan, for a value of 18.  Rather we should say: 

If the skies are clear and the drink stand sells lemonade and there are no infected needles beneath where I walk and … then I will tan to a high degree, and I will drink lemonade, and I will not contract hepatitis B, and … , and so the outcome will have a value of 18.  But if it is partly sunny and the drink stand sells ice tea and there is an infected needle beneath where I walk and … then I will tan to a low degree, and I will drink ice tea, and I will contract hepatitis B, and … , and so the outcome will have a value of -40.

And so on for the multitude of other possible states of the world that are relevant to the problem.

Thus, a true representation of my decision problem would involve a huge number of alternative states of the world (or “descriptive theories”) and hence a huge number of possible outcomes for each option, conditional on these various states of the world.  But represented in this manner, the solution to my decision problem would require an exceedingly complex calculation, one that I would be unlikely to complete in time to go to either the beach or the gym.

Descriptive uncertainty, or uncertainty concerning the state of nature, is well known and has been much discussed.  But for reflective individuals, evaluative uncertainty is equally ubiquitous, and yet it has received much less attention.  For we are generally uncertain, not only about the state of the world, and hence about the outcome that would result from any given action, but also about the manner in which values are to be assigned to these outcomes.  Suppose, for example, that I were descriptively omniscient, and that I knew exactly how the universe would unfold as a result of each of my available options.  Suppose I know that the weather will be beautiful, and so if I go the beach I will have a very enjoyable afternoon, but I will get little exercise, while if I go the gym I will have a less enjoyable afternoon, but will get a lot of exercise.  Even so, I may be uncertain as to whether I should go to the beach or the gym, for I may be uncertain about the relative importance of enjoyment and exercise.  

More generally, there may be a number of alternative evaluative theories, or ways of assigning values to outcomes, that I regard as at least minimally plausible, and these may differ in the values they assign to my options.  I have some credence in the view that only enjoyment is inherently valuable.  I also have some credence in the view that only perfectionist aims, such as physical fitness, have inherent value.  I have some credence in the view that both physical fitness and enjoyment have inherent value.  And I have some credence in a number of views according to which there are other factors besides enjoyment and exercise that are relevant to my choice, for example the view that communion with nature is inherently valuable and that involvement with modern technology is inherently disvaluable.  I even have some slight credence in views according to which enjoyment and exercise are inherently disvaluable, and we should be shunning pleasures or mortifying the flesh.  And yet if, deciding between going to the beach and going to the gym I tried to take all these alternative evaluative theories into account, the gym and the beach would probably both be closed before I could reach a decision.  If I am to reach a decision, I must exclude some of these evaluative conceptions from consideration.  Although I acknowledge that there is a remote possibility that the value of an option is an increasing function of the degree to which it makes me suffer, it is rational for me to ignore such possibilities in making my decision.

This is nearly always our situation as decision makers.  In making decisions, we cannot possibly take into account all that ways the world might be, and hence all the consequences that might result from our actions.  Nor can we take into account all of the alternative conceptions of the values of our actions that we regard as minimally plausible. Rather, we must guide our actions on the basis of a simplified conception of our decision problem, excluding from consideration many plausible descriptive and evaluative hypotheses.  In other words, we must treat certain hypotheses as having a probability of zero, even when our degree of credence in these hypotheses is non-zero.  Hence our acceptance distribution must differ from our credence distribution.

Thus, our credence is often divided among a large number of descriptive or evaluative theories, and in such cases, as the decision problem we are actually faced with is inordinately complicated, we must employ some sort of heuristic in order to render our problem tractable.  There are many conceivable heuristics that we might employ, but what we often do in practice is to ignore, or exclude from consideration, many of the alternative theories or hypotheses that we regard as having some degree of plausibility.  Thus, in deciding between the beach and the gym, I might take into account only the possibilities of sun and of rain, and exclude from consideration the possibility of an unanticipated solar eclipse, even though I have a non-zero degree of credence in this possibility.  Similarly, in deciding between sending the trolley to the left and sending it to the right, I might take into account only the ethical theories of Kant and of Mill, and exclude from consideration Schopenhauer’s ethical theory, even though I am not certain that the latter is false.  

Very often, we bypass probabilistic reasoning altogether by reasoning on the basis of a single theory or set of assumptions, even though there are alternative theories or sets of assumptions in which we have credence.  For example, in deciding whether to go to the beach or to the gym, rather than assigning probabilities to each possibility for each relevant factor, I may simply reason on the basis of certain assumptions, e.g., that it will be sunny, that the beach will be more crowded than the gym, and that parking will be scarce in either location.  Similarly, in deciding where to send the trolley, rather than assigning probabilities to various alternative sets of normative assumptions that I find plausible, I may simply suppose one such set of assumptions.  That is, I may suppose that a certain set of considerations are relevant--say, the number and the age of the people on either track-- and that these considerations are to be weighted in a certain manner, even though I acknowledge the plausibility of many alternative conceptions of what considerations are relevant and of how they are to be weighted.  

So long as the idea of a “theory” is construed sufficiently broadly to encompass any of the alternative sets of assumptions, or conceptions of the relevant factors, that we might adopt in practical reasoning, what I have described as the heuristic of theory rejection is one that we employ all the time in practical reasoning.  For in the course of such reasoning, we almost always reject, or exclude from consideration, many of the alternative descriptive or evaluative conceptions in which we have a non-zero degree of credence.  However, we seldom reflect on the question of which among these alternative conceptions it is rational to reject.  

If to accept a theory in choosing among a set of options is to guide one’s choice among these options on the basis of this theory, then it would seem that the theory we have most reason to accept is the theory that we should expect to give us the best guidance.  Or in other words, if to accept a theory is to aim to choose the option recommended by this theory, then it would seem that the theory we should accept is the theory we expect to recommend the best option.  More generally, if to adopt a credence distribution in choosing among a set of practical options is to guide one’s choice on its basis, then it would seem we should adopt whatever credence distribution we expect to guide us to choose the best option.

These statements are not quite accurate.  For as we saw at the beginning of this section, there are many factors relevant to theory acceptance other than the expected value of the option one would choose if one were to accept the theory.  Thus, the acceptance of some theories, such as the general theory of relativity, will involve greater cognitive costs than others, such as Newton’s theory of gravity.  And the acceptance of some theories may have valuable or disvaluable side effects, e.g., the acceptance of hedonism may result in depression.  And there are some theories such that even if we were to accept them in choosing among alternative courses of action, weakness of will would be likely to prevent us from carrying out the chosen course of action; this may be true of some overly demanding evaluative theories.  Hence, in addition to having reason to accept a theory that we expect would recommend a good option, we also have reason to accept a theory whose acceptance would involve low cognitive costs, and whose acceptance would have only positive side effects, and such that we would be likely to carry out the choices made on its basis.  

However, in what follows, I will be setting aside all of these considerations.  That is, I will be assuming that the theories under consideration do not differ in their cognitive costs or in the side effects of accepting them, and that we will in fact carry out whatever course of action is recommended by the theory we accept.  Given these simplifying assumptions, the most rational acceptance distribution will be the one we expect to guide us toward the best option.  More precisely, in deciding among a given set of options, the most rational acceptance distribution is the one such that the expected value of the option we would choose on its basis is highest. And where one is to accept a single theory, the theory one has most reason to accept is the theory such that the expected value of the option we would choose on its basis is highest.

Now if a theory recommends a single option, then, given our simplifying assumptions, this is the option we would choose were we to accept it.  If, however, a theory regards a plurality of options as equal-best, then were we to accept this theory we would choose arbitrarily among these options.  Thus, in general, the expected value of accepting a theory will be the average of the expected values of the options recommended by this theory.  Thus, we have reason to accept a theory such that the average expected value of the options recommended by this theory is greatest.

Note that “the expected value of the option recommended by a theory, T” refers not to the value assigned to this option by t, but rather to the unconditional expected value of this option.  For where our credence is divided among a number of theories, the expected value of an option will not depend solely on the value assigned to it by t, but will rather be the weighted average of the values assigned to it by all the alternative theories in which one has credence.  And while the values recommended by t will all be assigned the same (maximal) expected value by t, they may be assigned different values by the other theories in which one has credence, and so they may differ in their unconditional expected values.
Now if the average unconditional expected value of the options recommended by a theory is high, then the fact that a theory recommends an option is a good indicator that this option has a high unconditional expected value, other things being equal.  Thus, we want to accept a theory such that the fact that this theory recommends a given option is a good indicator that this option has a high unconditional expected value.  We may call this the indicator principle.  

One way to figure out whether a theory’s recommendations are a good indicator of high unconditional expected value is to first figure out what options a theory recommends, and then calculate the unconditional expected values of these options by evaluating these options in relation to each of the theories in which one has credence, and then calculating the weighted average of the assigned values.  Thus, for example, in order to determine which evaluative theory would guide us to choose the best tax code, we could first figure out which tax code is assigned the highest value by each of the evaluative theories under consideration, and we could then determine the overall expected value of each of these highest ranking tax codes by performing a probabilistic calculation involving all the evaluative theories in which one has credence.  Whatever theory’s top ranking option had the highest expected value would be the theory we had most reason to accept.  The problem with this approach, however, is that it requires us to evaluate each of the practical options using each of the alternative theories in order to determine which theory would be best to accept; but the whole point of accepting a single theory in the first place is to avoid the cognitive costs involved in evaluating all one’s options on the basis of each of the theories in which one has credence.  Thus, in order to provide a satisfactory solution to the problem of theory acceptance, we need a way of estimating which theory, or which acceptance distribution, would result in the selection of the best option, without first identifying which option we would select on the basis of each theory or each acceptance distribution.

And this is precisely what I shall provide.  Over the next chapter, I will be providing a number of principles to be employed in determining, for any set of practical options under consideration and any set of alternative theories, which of these theories we should expect to guide us to choose the best option.  And in Appendix C, I will provide a general formula for estimating the expected value of the option one would choose on the basis of a given theory, given certain basic information about the theories under consideration.

1.2.  Objections Concerning the Problem of Theory Selection
I will now consider several objections to my formulation of the problem of theory selection. 

Objection 1:  What you call the general problem of theory selection is uninteresting, for given the simplifying assumptions you are making, the solution to the problem is obvious.  For the more confidence we have in a theory, the more confident we should be that this theory would provide good guidance, and hence the better we should expect to do if we accept this theory.  Thus, one should reject all the theories in which one’s degree of credence is very low, and one should have partial acceptance only in those theories that one regards as reasonably plausible.  And if one is to fully accept a single theory and reject all the rest, then one should accept the theory that one regards as most plausible, or in which one has the highest degree of credence.  Thus, in deciding what theory or theories one has most reason to accept, we need only to attend to the epistemic considerations that determine the likelihood that each of the contending theories is true.

This proposed solution may seem obvious, but as I will show in the coming chapters, it is false.  Though one’s degree of credence in a theory is one of the factors relevant to how worthy it is of acceptance, it is not the only such factor, as there are others that are equally important.

Objection 2:  The fact that there may be practical reasons favoring certain theories over others is of little interest.  For what we really care about are epistemic reasons.

It is true that in relation to belief, what we care most about are epistemic reasons.  For one things, it is only epistemic reasons that justify beliefs, or make them rational.  Thus, for example, the only considerations that can make it rational for me to believe that it will be sunny tomorrow are considerations that make it likely that it will be sunny tomorrow, e.g., evidence gleaned from the weather forecast.  If, all the evidence suggest that it will be overcast, then regardless of how much it might benefit me to believe that it will be sunny tomorrow, this belief would be irrational.  Further, it is generally only epistemic considerations that effectively motivate beliefs.  Thus, if I hear on the weather forecast that it is sure to be overcast, I will be hard pressed to believe that it will be sunny tomorrow, even if I believe that having this belief would be advantageous.

But the situation is very different in relation to the attitude of acceptance, for which practical considerations are both justifying and motivating.  If, in selecting a trajectory for a lunar voyage, it would be extremely difficult to make the necessary calculations on the basis of the general theory of relativity, and would be much easier to do so on the basis of Newton’s theory of gravity, this not a reason to believe that Newton’s theory is true, but it is a genuine reason to accept Newton’s theory, in the sense defined, in selecting the trajectory.  And the knowledge that accepting Newton’s theory would be much easier and would yield a similar result is likely to motivate one to accept Newton’s theory, though not to believe it.  Similarly, if one’s credence is divided among a very large number of evaluative theories, this will both justify, and motivate, the exclusion of some of these theories from consideration in making certain decisions, though it will neither justify, nor motivate, a change in one’s degrees of belief in these theories.

Now when what we accept differs from what we believe, then what we do depends more directly on the theory we accept than on the theory we believe.  Thus, if I believe Einstein’s theory of gravity but accept Newton’s, it is the latter that will determine which trajectory I choose.  Therefore, since we should care about the practical question of how we are to act, we should also care about the practical question of what theory we are to accept, and so we should care about the practical reasons bearing on this question.

Objection 3:  The theory selection problem only arises if we suppose that in deciding what to do, we are guided by theories.  But that is seldom how decision making works.  Rather than appealing to grand, systematic theories, we simply take into account the various considerations that we regard as relevant to the problem at hand.

What I am calling the general problem of theory acceptance will arise whenever one is uncertain what considerations are relevant to the problem at hand, or uncertain as to how these considerations are to be weighted.  Whenever we make a decision on the basis of a certain set of considerations, even while granting that there are others that might be relevant, we exclude from consideration certain conceptions of how our options are to be evaluated, even though we are not certain that these conceptions are incorrect.  And if we are to proceed in this manner, the question arises as to which evaluative conceptions we should reason on the basis of, and which we should exclude from consideration.  Thus, the problem under discussion is indeed very general.

Objection 4:  It will only be necessary to reject, or exclude form consideration, some of the evaluative theories that we regard as plausible if our credence is divided among a large number of such theories.  But for most of us, there are only a small number of evaluative theories that we regard as plausible, and so we should be able to take them all into account in decision making.  Thus, there will be no need for our acceptance distribution to differ from our credence distribution.  

The first premise of this objection is correct.  It is generally only when our credence is divided among a large number of theories, so that it would be difficult or unfeasible to take all of these theories into consideration in deciding what to do, that it makes to exclude some of these theories from consideration.  Ideally, we would want our acceptance distribution to coincide with our credence distribution.  For the unconditional expected value of a given option is the weighted average of the values assigned to it by all the theories in which one has credence theories, weighted by their probabilities.  Thus, if cognitive costs were not an issue, then the best way to ensure that one chooses the option with the highest expected value would be to use take into account all the theories in which one has credence, thereby determining the unconditional expected value of each option, and then choose the option whose unconditional expected value is highest. 

I believe, however, that the second premise of the objection is mistaken.  At least upon reflection, most of us would find that we regard a large number of alternative evaluative theories as having some plausible.

For one thing, even if there are only a small number of types of evaluative theory that one regards as plausible, each of these theory types will generally allow of a number of alternative specifications, each of which will have some plausibility.  Suppose, for example, that I am certain that the right evaluative theory to be employed in making a given decision is either act consequentialism or contractualism.  I will still be faced with a number of questions: if consequentialism is correct, is the correct version of consequentialism act- or rule- based, or based on some other evaluative focal point?  Is it utilitarian or non-utilitarian?  If it is utilitarian, then is it total utilitarian, average utilitarian, negative utilitarian, or what?  And how is utility to be measured, in terms of pleasure, desire-satisfaction, or what?  If it is non-utilitarian, then what values other than utility should it recognize, and how are these to be measured?  If, on the other hand, the correct evaluative theory is contractualism, which of the many versions of contractualism is it?  Hobbes’ version, Kant’s version, Rawls’ version, Gauthier’s version, Scanlon’s version, or what?  For each of these question, it is unlikely that one will be certain which is the right answer.  Thus, it is likely that on reflection, one will realize that the number of alternative evaluative theories one regards as plausible is very large.

Further, when I say that we regard a large number of theories as having some plausibility, I simply mean that there is a large number of theories that we are not certain are false, or in other words there is a large number of theories in which our degree of credence is greater than zero.  And it is widely believed that there are few theories or hypotheses, if any, besides those involving logical contradiction, in which our degree of credence should be zero.  I might, for example, think that it is extremely unlikely that Gauthier’s version of contractualism is correct.  But to determine whether I am certain that this theory is correct, I can pose to myself the following thought experiment.  Suppose there were a genie who knew for certain which evaluative theory is correct, and this genie offered me two choices: I can either have a million dollars, or I can enter a lottery, in which I will receive a million dollars if Gauthier’s theory is false, and million years of agony if Gauthier’s theory is true.  Unless I would be indifferent between these two options, my degree of credence in Gauthier’s theory is non-zero.

Objection 5:  You are assuming that evaluative theories can be true or false, and that we can regard them as more or less likely to be true or false.  Thus, the problem you are discussing presupposes a cognitivist meta-ethics, and the non-cognitivist should have no interest in this problem.

If non-cognitivism claims to provide an adequate interpretation of our ordinary evaluative discourse and reasoning, then it must make sense of concepts we employ therein.  And in this discourse, we often speak of an evaluative theory’s being true or false, and we sometimes speak of an evaluative theory as having some degree of probability.  Thus, one might say “maybe you’re right that animals have the same rights as human beings, but I find that highly unlikely”; or “I’m not sure which version of utilitarianism is right, but I find rule utilitarianism more plausible than act utilitarianism”; or “since there is a reasonable chance that a fetus has a right to life, one should not have an abortion.”  Thus, if non-cognitivism is to be an adequate meta-evaluative theory, it must make sense of these expressions.

Even if the noncognitivist grants this, she might object to the distinction I draw between degrees of credence and degrees of acceptance.  In other words, she might object to the distinction between regarding a theory has having a certain degree of probability, and treating it as though it had this degree of probability in the practical reasoning, or aiming to do what would be rational if one held that it had this degree of probability.  For she might claim that on a noncognitivist interpretation, to regard a theory as having a certain probability simply is to treat it as though it had this probability in the course of practical reasoning.  But if noncognitivism cannot make sense of this distinction, then so much the worse for noncognitivism.  For it seems clear that in making a decision we can accept an evaluative theory, or treat it as though it had a probability of 1, even though we are not certain that this evaluative theory is true.  It also seems clear that we can guide one decision on the basis of one evaluative theory, and guide another decision on the basis of another, incompatible, evaluative theory, without changing our mind concerning how likely it is that each of these theories is true.

1.3.  Objections Concerning the notions of Value and Maximization

Having considered some problems that concern the very problem of theory selection and its application to evaluative theories, let us now consider objections to the manner in which I have proposed to solve this problem, namely in terms of the notion of maximizing expected value.

Objection 6:  Even if we grant that the problem of theory selection is intelligible and important, the way you propose to solve it is clearly question begging, at least in relation to the acceptance of evaluative theories.  For in stating that one should accept the theory such that the expected value of the option one would choose on its basis is highest, you are assuming that decision theory provides the correct account of how to choose among one’s options.  But how to choose among one’s options is precisely the question at issue.
Decision theory is not an evaluative theory, for an evaluative theory, in the sense defined above, is a theory that evaluates outcomes, or possible states of affairs, while decision theory is silent concerning how outcomes are to be evaluated.  Decision theory concerns rather the values of gambles: it tells us that the value, or degree of choiceworthiness, that we should assign to a gamble is equal to its expected value.  Thus, since we are generally uncertain what would result from any given action, to choose an action is to choose a gamble, and so decision theory implies that the most choiceworthy action is the action with the highest expected value.

Admittedly, by accepting a decision theoretic framework, I am accepting a theory about which many people, including me, have some doubts.  In other words, I have chosen to accept a theory even though I am not certain that it is true.  But it would be unfeasible, in the course of writing this dissertation, to try to take into account every possible conception of the relationship between the values of actions and the values of outcomes.  And so the present case is simply one of the many cases in which the heuristic of theory acceptance is rational.

Not all of the arguments I present require all the machinery of decision theory.  Some of the arguments are based on a principle of dominance, which is a much weaker supposition. 

Objection 7:  But the very assumption that the values of actions are to be derived from the values of outcomes is itself question-begging, regardless of what theory one employs in making this derivation.  For it begs the question against deontological theories, according to which the rightness or wrongness of an action is not a function of its consequences.
It is useful to distinguish between outcomes and consequences.  A consequence can be identified with set of possible worlds, and it can be represented by a that-clause involving no indexicals.  For example, that Pinocchio is telling a lie at noon on Oct 11, 2005 is a consequence, and so is that there is a flood at 66 St. George St in 2006.  An outcome, by contrast, is a set of worlds centered around an agent at a time.  It can be represented by a that clause of the form “that the agent is now such that . . .”  For example, that the agent is now such that he is telling a lie is an outcome, and so is that the agent is now such that her house will flood in the next year.  Evaluative theories assign values to outcomes, not to consequences.

Therefore, evaluative theories can be deontolotical.  For what deontolotical theories deny is that the values of actions are determined by their consequences.  Such theories need not, however, deny that the values of actions are determined by their outcomes.  Consider a deontological theory according to which there is a prima facie duty not to lie.  This can be represented as an evaluative theory according to which outcomes in which the agent is such that she now tells a lie are, ceteris paribus, less valuable or choiceworthy than outcomes in which the agent is such that she does not now tell a lie.  Similarly, a deontological theory according to which there is an absolute prohibition against torturing babies can be represented as an evaluative theory according to which outcomes in which the agent is such that she now tortures babies are never equal-best outcomes in any choice situation.

One might worry that if outcomes are understood in this manner, as centered on an agent and a time, it will be impossible to represent a time-neutral theory, according to which how choiceworthy something is does not depend on when it is being chosen.  One might similarly worry that it will be impossible to represent an agent-neutral theory, or a theory according to which how choiceworthy something is does not depend on who is choosing it.  But there is no real problem.  A time-neutral theory can be represented as evaluating outcomes in a manner that disregards their temporal indexicals.  Such a theory will assign the same value to an outcome in which the agent is such as to be in agony tomorrow as to an outcome in which the agent is such as to be in agony a year from now, other things being equal.  Similarly, an agent-neutral theory will evaluate outcomes in a manner that disregards their agent-referring indexicals.  Such a theory will assign the same value to an outcome in which the agent is such that five people, including the agent, tell lies, and an outcome in which five people, excluding the agent, tell lies, other things being equal.

Another worry may be that while a consequentialist will hold that an action would be right or wrong because its outcome would be valuable or disvaluable, a deontologist may deny this, and may even say the opposite, namely, that an outcome would be valuable or disvaluable because it would be the result of right or wrong action.  But in asserting that we should choose the action with the best outcome, we need not take any side in this dispute concerning the explanatory priority of the right and the good.

At this point I should make an important note about terminology.  Throughout this dissertation, whenever I speak of the value of an outcome for an agent, I am referring to its degree of choiceworthiness of an agent, and not to the degree to which it would promote this agent’s welfare.  If egoism is true, then the degree of choiceworthiness of an outcome for an agent will coincide with its degree to which it would promote the agent’s welfare, but if egoism is false, then these will sometimes come apart.  Suppose there is a context in which an agent ought to act in a manner that would not maximize her own welfare.  Suppose Green ought to sacrifice her leg to save Black’s life, or that Black ought to Sacrifice his life to save the lives of five others.  In this case, I will say that an outcome in which Green’s loses her leg in saving Black’s life is more valuable for green than an outcome in which Green keeps her leg and Black dies, and I will likewise say that an outcome in which Black dies in saving five others is more valuable for Black than on in which Black keeps his life and the five others die.

Objection 8:  Even if deontological theories can be represented as assigning values to outcomes, the values they assign will be categorical (right, wrong) or ordinal (better, worse).  They will not, however, assign, cardinal values to outcomes.  But the approach of maximizing expected value requires cardinal values.  Thus, if one has any credence in a deontological theory, or in any other theory that fails to assign cardinal values to outcomes, the approach to theory selection you propose will be unworkable. 
Any theory that can serve as an adequate basis for action must tell us what to do in cases in which the outcomes of our actions are uncertain. For example, it is not enough to know that it is prima facie wrong to cause suffering to humans, and that it is prima facie wrong to cause suffering to animals; one must also know what to do in a situation in which every available action has a certain probability of causing suffering either to humans or to animals.  And it follows from Ramsey’s representation theorem that for any theory that tells us what to do in such cases of uncertainty and that satisfies certain minimal coherence conditions, we can construct a value function that indicates not just the ordinal values of one’s options, but also ratios among the value intervals between them.
  For example, if a theory implies that we should choose an option that has a probability of x of causing pain to an animal in preference to an option that has a probability of y of causing the same amount of pain to a human, when and only when x is less than ten times y, we may infer that according to this theory, the difference between causing pain to a human and causing no pain to anyone is ten times as great as the difference between causing the same amount of pain to an animal and causing no pain to anyone.

There may appear to be tension between this response and the response I gave to the third objection, where I argued that in the theory acceptance problem, the theories being decided among need not be grand, systematic, universal theories of value, but may instead be more local conceptions of what is relevant to the problem at hand.  For one might hold that it will only be possible to specify a value function for an evaluative theory if the latter is complete, in the sense that it provides a ranking of all possible outcomes, whereas a more local conception of how to evaluate what is at issue in the problem at hand will not be complete in this sense.  For such a more local conception, it will be impossible to specify a complete value function.  However, we have no need to specify such a complete value function; all we need us to be able to assign cardinal values to the options under consideration.  And we will be able to do this, so long as the evaluative theory under consideration is sufficiently rich to tell us what to do when faced with arbitrary gambles involving the outcomes that figure in the decision problem at hand.

1.4.  The Problem of Intertheoretic Value Comparisons

There is a final objection to the framework I will be employing that requires careful consideration.  This objection may be stated as follows:


In order to employ decision theory in deciding how to act under evaluative uncertainty, it is not sufficient that the value theories in which one has credence each assign values on an interval scale.  It is also necessary that these scales be commensurable.  Suppose, for example, that your credence is divided evenly between two moral theories: Peter Singer’s moral theory and the traditional moral view you were raised with.
  And suppose you are faced with a choice between ordering a veal cutlet and ordering a veggie wrap.  In order to decide between these options, it is not enough to know that Singer’s theory implies one should order the veggie wrap, and that traditional theory implies one should order the veal cutlet in order to support the local farmers.  You must also know whether which option you choose matters more according to Singer’s theory or according to the traditional moral view.  Thus, you need to be able to compare value intervals across evaluative theories.  But such comparisons are unintelligible.  It is possible to compare value differences only within a theory, not across theories.  It makes sense to say that according to Peter Singer’s moral theory, the difference in value between causing and preventing pain to an animal is equal to the difference in value between causing and preventing the same amount of pain to a human; and it likewise makes sense to say that according to a traditional moral theory, the former value difference is smaller than the latter.  But it does not make sense to say that the difference in value between causing and preventing pain to an animal is greater according to Singer’s moral theory than it is according to traditional morality.  For there is no common value scale shared by both theories.
 

In response to this objection, it should first be noted that the claim that one cannot compare value intervals across evaluative theories has very counter-intuitive implications.  As an illustration, consider the following argument:

I don’t know whether Singer’s moral theory is correct or whether the traditional morality I was raised with is correct.  They both seem about equally plausible.  I have a choice between ordering a veal cutlet and ordering a veggie wrap.  If Singer’s moral theory is correct, then I should order the veggie wrap so as not to contribute to a system that causes great suffering to animals.  On the other hand, if the traditional theory is correct, then I should order the veal cutlet so as to support the local farmers.  But if Singer’s theory is correct, then ordering the veggie wrap would be much better than ordering the veal cutlet, while if the traditional theory is correct, then ordering the veal cutlet would be only slightly better.  And so given my uncertainty, I should order the veggie wrap.

This seems like a perfectly good argument.  But if intertheoretic value comparisons were impossible or unintelligible, then we would have to reject this argument, and it is difficult to see how a rational choice could be made between our options.
  

Moreover, the impossibility of rational choice in situations of this kind would have serious consequences.  For I have argued that if intertheoretic value comparisons are impossible, then the only options one could rationally rule out would be options that are worse according to some theories in which one has credence and better according to none.  But I have also argued that where one has credence in a sufficiently broad range of evaluative theories, we should not expect there to be many options that can be eliminated on this ground.  Thus, given the epistemic situation most of us find ourselves in, the denial of the possibility of intertheoretic value comparisons would imply that among most of our options there is no basis for rational choice.  In other words, it would imply the near-impotence of practical reason.

Fortunately, intertheoretic value comparisons are no more difficult to explicate than intratheoretic value comparisons.  The latter can be explicated in terms of their practical implications.  To say, for example, that according to Singer’s moral theory, a given amount of human suffering is equally bad as the same amount of animal suffering is to say, among other things, that according to Singer’s theory, we should be indifferent between producing a given amount of human suffering and producing the same amount of animal suffering, other things being equal.  Likewise, to say that according to the traditional moral theory, human suffering is a thousand times as bad as animal suffering is to say, among other things, that we should be indifferent between a probability of p that a given quantity of animal suffering is produced and a probability of p/1000 that the same quantity of human suffering is produced, other things being equal.  In other words, intratheoretic value comparison can be explicated in terms of claims about what choices would be rational on the assumption that the theory in question is true.

Similarly, we can explicate intertheoretic value comparisons in terms of claims about what choices would be rational assuming that the evaluative theories in question had certain subjective probabilities.  Thus, to say that the difference in value between ordering the veal cutlet and ordering the veggie wrap is one hundred times as great according to Singer’s theory as it is according to the traditional moral theory is to say, among other things, that if one’s credence were divided between these two theories, then it would be more rational to order the veggie wrap than the veal cutlet if and only if one’s degree of credence in Singer’s theory exceeded .01.

If we can explicate value comparisons in terms of what they imply about rational choice under uncertainty, then we can figure out what we take the correct value comparisons to be by asking ourselves what sorts of choices we would regard as rational.  Employing this method, we can figure out the implicit value ratios that obtain both within and across the evaluative theories in which we have credence.  Thus, if I have credence in a particular evaluative theory that I have never explicitly formulated in quantitative terms, and if I want to determine what this theory implies about the relative disvalues of human and animal suffering, then I can simply ask myself what choices I would regard as rational over gambles involving human and animal suffering, assuming I had a degree credence of 1 in this theory.  Likewise, if I have credence in Singer’s theory and in a traditional moral theory, and if I have already determined the value comparisons that obtain within each of these theories, then I can figure out how to commensurate the value scales of the two theories by asking myself what choices I would regard as rational given certain probability assignments to the two theories. 

 It appears, therefore, that since the inter- and intratheoretic value comparisons are susceptible to similar forms of analysis, the former should be regarded as no more mysterious than the latter.  It may often be impossible to make intertheoretic value comparisons with precision, especially when the evaluative theories in question are very different from one another.  Likewise, it may often be impossible to make intratheoretic value comparisons with precision, especially when the options or outcomes being compared are very different from one another.  But fortunately, for most practical purposes, we don’t require perfect precision in either kind of comparison.

There are some cases in which the task of commensurating two alternative evaluative theories will be greatly facilitated.  These are cases in which, for some pair of options, we know that the difference between their values is the same according to both evaluative theories.  This will obtain whenever there is a pair of options that do not differ in relation to any of those factors about which the two theories disagree.  Suppose, for example, that I am uncertain what the correct theory of rights is.  My credence is divided between two alternative theories of rights, T1 and T2.  Suppose, however, that I have a background theory, TB, which evaluates my options in relation to all considerations other than those deriving from rights.  And suppose I am fully confident that this background theory is true.  Thus, my credence is divided among two complete evaluative theories, the first, which we may call TB+1, consisting in the conjunction of TB and T1, and the second, which we may call TB+2, consisting in the conjunction of TB and T2.  Now suppose there is a pair of options, i and j, such that, according to both T1 and T2, no one’s rights are at stake in the choice between i and j (i and j might, for example, be the options of giving either of two alternative gifts).  Since no rights are at issue, TB alone will suffice to evaluate these options, and so TB+1 and TB+2 will agree concerning their values.  Therefore, these alternative evaluative theories will agree concerning the difference between the values of these options.  We may now define one unit of value as the magnitude of this difference.  And having thus defined a common unit of value for the two theories, it will follow that so long as we can compare the values of options within each of these theories, there will be no difficulty in comparing values between the two theories.

When choice under evaluative uncertainty is at issue, the scale of a value function matters, but not the baseline.  This can be seen from the following argument.  The expected value of an option, i, is the weighted average of the values of i conditional on the various theories in which one has credence, weighted by their subjective probabilities.  Formally,
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where X represents the standard deviation among the values assigned to one’s options by 
[image: image5.wmf]X

V

, and X represents the mean.  Thus, 
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And from this it follows that for any two options, i and j, the difference between their expected values is this:
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Thus, one should choose i over j just when this difference is positive.  Note that although the standard deviations of the various theories (
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), which vary with the scales of their value functions, figure in this expression, the means, which vary with their baselines, do not.  Thus, under conditions of evaluative uncertainty, the scales of the value functions of the theories in which we have credence matter, their baselines do not. 

       These baselines may, however, have a bearing on other normative issues.  For value is normative not only for action, but also for a number of attitudes.  Hence two evaluative theories can have the very same implications for action, even under evaluative uncertainty, and yet differ in their implications concerning what attitudes are warranted.  Consider two uniform theories.  Both theories imply that every possible outcome is equally good.  They differ, however, concerning how good they take every outcome to be.  One implies that all is vanity, that everything worthless, that nothing could possibly warrant appreciation or esteem, and that regardless of what contingent facts might obtain, the appropriate attitude toward reality is one of abhorrence.  The other implies that everything is necessarily splendid, perfect, without blemish, and that whatever contingent facts might obtain, the appropriate attitude to have toward reality is one of wonder and delight.  These two theories do not differ, we may suppose, in their descriptive modal claims concerning what states of affairs are possible, but only in terms of what attitudes it would be appropriate to have toward these states of affairs.  We may assume, further, that neither theory implies that we have practical reason to try to acquire the attitudes it regards as warranted.  The first theory implies that since everything is vain and futile, a state of affairs in which one has warranted attitudes toward reality is just as worthless as any other, and so one has no particular reason to bring it about.  And the second theory implies that since everything is immeasurably wonderful, a state of affairs in which one has unwarranted attitudes would be no less wonderful than any other, and so one has no reason to prefer any other.  These theories, though agreeing in all their practical implications, disagree in other normative implications, and so must be regarded as non-equivalent.  This non-equivalence results from a difference in their baseline.

I have argued that the baseline of the value function associated with an evaluative theory has implications concerning warrant for attitudes, and that the scale of such a value function has implications concerning how one should act.  But the scale of a value function is also relevant to warrant for attitudes.  And while the implications of scale for how one should act arise only in cases involving evaluative uncertainty, the implications concerning warrant for attitudes obtain even under evaluative certainty.  Consider, for example, disappointment.  Disappointment is warranted whenever the actual outcome of an action turns out to be worse that the expected value.  And the degree of disappointment that is warranted is proportional to the difference between the expected and actual values.  Two linearly equivalent evaluative theories can disagree concerning the magnitude of this difference, and so they can disagree concerning the degree of disappointment that is warranted.

Consider, for example, two theories: bona fide utilitarianism and tie-breaking utilitarianism.  According to bona fide utilitarianism, we have reason to care about other people’s welfare as it matters as much as our own, and we should look on the prospect of happiness or suffering for a stranger in the same light that we would ordinarily look on the prospect of the same amount of happiness or suffering for ourselves.  On this view, outcomes in which there is much more total welfare are much better than outcomes in which there is much less.  According to tie-breaking utilitarianism, considerations of total utility have only tie-breaking significance.  That is, when all else is equal, one should break ties by choosing the option with the greatest expected utility.  In other words, total utility matters just enough to make it the case that in such cases, maximizing utility makes more sense than rolling dice to decide among one’s options.  What is peculiar about tie-breaking utilitarianism is that it implies that we are always in this position.  For it implies that nothing other than total utility matters at all.  It implies that if there were anything that mattered significantly, it would have lexical priority to total utility.  But since nothing really matters, and every possible outcome is pretty much on par with every other possible outcome, one should break ties by choosing the option that maximizes total utility.

These two theories will always have the same practical implications.  But because they disagree concerning the scale of value differences, they disagree concerning what attitudes are appropriate.  According to bone fide utilitarianism, it is appropriate to strongly hope that high-utility outcomes arise, and to be very glad when they do.  It is likewise appropriate to have strong apprehension at the prospect of low-utility outcomes, and to be strongly disappointed when they arise.  But according to tie-breaking utilitarianism, all such attitudes would be unwarranted, and the appropriate attitude is one of universal equanimity.

Thus, the scales of value functions are relevant to the choices one should make under evaluative uncertainty, and are also relevant to the attitudes we should have, with or without evaluative uncertainty.  But there is an important difference.  In relation to the choices we should make under evaluative uncertainty, all that matters are the comparisons among the scales of the various value theories.  For all that matters are the ratios among the value intervals assigned by these various theories.  But the absolute or non-comparative magnitudes of these value intervals makes no difference from the practical point of view.  Consider, for example, two people who each have evaluative uncertainty.  First there is earnest Earnest.  His credence is divided evenly between a high dispersion version of utilitarianism (according to which all that matters is maximizing utility, and this matters a lot) and a high dispersion version of deontology (according to which all that matters is obeying certain agent-relative requirements, and this matters a lot).  Second there is nonchalant Nancy.  Her credence is divided between a low dispersion version of utilitarianism (according to which all that matters is maximizing utility, and this matters little) and a high dispersion version of deontology (according to which all that matters is obeying certain agent-relative requirements, and this matters little).  Suppose the high and low dispersion versions of utilitarianism are linearly equivalent and differ only in that the high dispersion version has a dispersion that is one hundred times as great as that of the low-dispersion version.  And suppose the two versions of deontology stand in the same relation.  

In this case, since the theories in which Earnest and Nancy have credence are linearly equivalent with one another, and since the ratios among their degrees of credence are the same, the very same actions will be rational for both agents.  That is, the fact that in absolute terms, the theories in which Earnest has credence have greater dispersions than the theories in which Nancy has credence—this fact has no bearing on which options they ought to choose.  It does, however, have a bearing on the attitudes that would be warranted for the two individuals.  Higher degrees of hope and apprehension, gladness and disappointment are warranted for Earnest than are warranted for Nancy.

To sum up, contrary to a widely held belief, cardinal value assignments are meaningful, and the popular view that both the scale and the baseline of a value function are meaningless is mistaken.  Since the approach to theory acceptance I will be arguing for requires intertheoretic value comparisons, it requires value functions with more structure than such functions are normally thought to possess.  But since it does not require identifying the baseline of a value function, nor does it require identifying the scale of a value function in absolute or non-comparative terms, it requires much less structure than a value function could meaningfully possess.
2.   The Principles of Theory Acceptance
“If buccaneers and buried gold

And all the old romance retold

Exactly in the ancient way

Can please, as me they pleased of old

 . . . so be it!”

–Robert Louis Stevenson, Treasure Island
The present chapter provides the outlines of a general theory of theory acceptance.  I argue that in deciding what theory to accept, there are four fundamental factors that are relevant.  For each of these four factors, I argue that there is pro tanto reason to accept a theory that has this factor to a greater degree, in preference to a theory that has it to a lesser degree.  I also discuss the question of how these factors are to be weighed against one another when they conflict.    
Further discussion of these issues can be found in the Appendices.  Throughout this chapter, I take if for granted that the set of options under consideration has already been defined.  In appendix A, I take up the issue of how this set is to be defined, and argue that the set of options under consideration must not be identified with the set of all available options.  In appendix B, I extend results from this chapter from the more special problem of selecting a single theory to be accepted in deliberation to the more general problem of selecting a subset of theories to be taken account of in deliberation.  I show that the two principles of theory selection that will be employed in later chapters of this dissertation, namely the probability principle and the dispersion principle, apply equally to the more general problem of selecting a subset of theories for inclusion in deliberation.  And in appendix C, I give formal proofs of each of the four principles of theory acceptance argued for in this chapter.  I also demonstrate a formula that specifies the manner in which the four fundamental factors combine in determining the expected value of accepting a theory.
2.1.  The Probability Principle
Let us begin with the most obvious principle of theory selection: there is pro tanto reason to accept theories that one regards as more probable in preference to theories that one regards as less probable.  We may call this the probability principle.  It follows from this principle that if one is to accept a single theory from a set of contending theories, then, all else being equal (and this qualification is crucial), one should accept the theory in which one has the highest degree of credence. 

The probability principle follows from the indicator principle, according to which we should accept the theory whose recommendations provide the best indicator of unconditional expected value.  For the unconditional expected value of an option is equal to the weighted average of the values assigned to this option by all the alternative theories in which one has credence, weighted by their subjective probabilities.  Thus, the greater the subjective probability of a theory, the greater a role it will play in determining the unconditional expected value of an option, and hence the better it will serve as an indicator of unconditional expected value.
For a formal proof of the probability principle, see Theorem 5 in appendix C.

2.2.  The Typicality Principle

We may say that a theory is typical, in relation to set of options, if it evaluates the options in a manner that is generally similar to the manner in which they are evaluated by the other contending theories in which one has credence.  When choosing among a set of options, there is reason to accept a theory that is more typical, in relation to these options, in preference to a theory that is less typical.  We may call this the typicality principle.

The typicality principle can be derived from the indicator principle, according to which we should accept a theory whose recommending an option is a good indicator that this option has a high unconditional expected value.  For the unconditional expected value of an option is the weighted average of the values assigned to it by all the theories in which one has credence.  Thus, the more similar a theory’s evaluations are to the other theories in which one has credence, the more we should expect the values it assigns to one’s options to be similar to the unconditional expected values of these options.  And the more we expect the values a theory assigns to one’s options to resemble their unconditional expected values, the more we should expect that the options recommended by this theory to have a high unconditional expected value.

As an illustration, suppose your credence is divided among ten alternative theories, and that you have a degree of credence of .1 in each.  And suppose the first nine of these theories all evaluated one’s options in a similar manner, but that the tenth theory is an outlier, evaluating your options in a very idiosyncratic way.  In this case, it seems clear that if you are to accept one of these theories in choosing among your options, you should accept one of the first nine theories rather than the tenth.  For there is a probability of .9 that one of the first nine theories is correct, and if any one of these theories is correct, then by accepting any one of the first nine theories, you will be accepting a theory that is similar to the true theory.  Thus, you are likely to make a fairly good decision.  If, on the other hand, you accept the tenth theory, then there will be a probability of .9 that the true theory does not resemble the theory you accept, in which case it is likely that you will choose a bad option.  Thus, there is strong reason to choose one of the nine typical theories, rather than the one atypical theory.

And this would be true even if the atypical theory were considerably more likely to be true than any of the typical theories taken individually.  Suppose, for example, that each of the typical theories had a probability of 1/12, and the atypical theory had a probability of ¼.  In this case, it might still be more rational to accept one of the typical theories, since in doing so you would stand a ¾ chance of accepting a theory that resembles the true theory, and under this condition you would be likely to choose a fairly good option.

For a formal proof of the typicality principle, see Theorem 8 of Appendix C.  Here I define a theory’s typicality, in relation to a set of options, in terms of the correlation between the values it assigns to these options and the values assigned to these options by the other theories in which one has credence.  And I show that, other things being equal, the greater is the correlation between the values assigned to one’s options by a given theory, t, and the values assigned to these options assigned by the other theories in which one has credence, the greater is the expected value of accepting T.

However, in order for a theory to count as typical in the relevant sense, it is more important that its value assignments resemble those of certain theories than others.  For in order for the values a theory assigns to one’s options to be a good indicator of the unconditional expected values of these options, what matters is that the theory’s value assignments resemble those of the other theories that play a significant role in determining the unconditional expected values of these options.  And we have seen that the greater a theory’s subjective probability, the greater role it will play in determining the unconditional expected values of one’s options.  We have also seen that the greater a theory’s dispersion, the greater a role this theory will play in determining the unconditional expected values of one’s options.  Therefore, in order for a theory to count as typical in the relevant sense, what matters most is that its value assignments resemble those of the other theories that have a high probability or a high dispersion or both.

It is possible to provide an overall measure of the typicality of a given theory, TX, by lumping together all the theories in which one has credence other than TX into a single probabilistic theory, 
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, which we may call the complementary theory of TX.  Thus, for any theory, TX, which is among the alternative theories among which one’s credence is divided, one can always treat one’s credence as being divided between only two theories, TX and 
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.  And we can thus define the typicality of TX relative to a given set of options, s, as the correlation between the values assigned to the options in s by TX and the values assigned to these options by 
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.  Thus, on this measure, the degree of typicality of a theory can range anywhere from -1 to 1.  We may refer to this measure of a theory’s typicality as its complementary correlation.
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 is fairly easy to construct.  First, define TX’s complementary set, which we may denote 
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, as the set of all the theories in which one has credence other than TX.  Now for any two mutually exclusive theories, TA and TB, the probability of TB conditional on TA being false is the unconditional probability of TB divided by (1 minus the unconditional probability of TA).  Thus, the probability of each of the theories in 
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 (i.e., each of the theories in which one has credence other than TX,), conditional on the falsity of TX, is the unconditional probability of the former multiplied by (1 minus the unconditional probability of TX).  Thus, for any theory, TX, it’s complementary theory, 
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 a probability equal to its unconditional probability divided by (1 minus the unconditional probability of TX).
2.3.  The Selectiveness Principle

To a first approximation, may say that a theory is highly selective in relation to a set of options if it implies that the good options are rare.  To arrive at a second approximation, we may begin by defining a theory’s value range, in relation to a set of options, as the range of values it assigns to these options.  We may then say that a theory is highly selective if it assigns to most options values that are near the top of this value range, and that a theory is highly unselective if it assigns to most options values that are far from the top of this value range.  Thus, the distribution of value assignments for a highly selective theory will be bottom-heavy, while the distribution of value assignments for a less selective theory will be top-heavy.  The selectiveness principle states that in choosing among a set of options, there is pro tanto reason to accept a theory that is more selective in relation to these option in preference to a theory that is less selective in relation to these options.

As an illustration of the selectiveness principle, the following example.  Suppose you are on board a pirate ship, and you are going to be taken to the Mysterious Archipelago.  The Mysterious Archipelago consists of twenty-six islands, conveniently labeled A through Z.  The pirates will be dropping you off on one of these islands and returning to pick you up one hour later.  You must choose to which island you will be taken.  In making this choice, there are two incompatible theories or accounts of the archipelago that are available for your consultation, but you are only allowed to consult one.  You know that one of the two accounts is accurate, and you regard them as equally probable.  

You know that the first account, the Mostly Blackfly Account indicates that 25 of the 26 islands contain only blackflies, and the remaining islands contain only cannibals, and it indicates which islands are which.  And you know that the other account, the Mostly Cannibal Account, implies that 25 of the 26 islands contain only cannibals, and the remaining island contains only blackflies, and it indicates which islands are which.
Since you must rely on one or other of these accounts in deciding what island to be taken to, which should you rely on?

In this case, the Mostly Cannibal Account will be highly selective.  For it implies that there are twenty-five bad options (options that would result in being eaten by cannibals) and one comparatively good option (an option that would result merely in being bitten by blackflies).  Thus it implies that most of one’s options are near (indeed, at) the bottom of the value range.  By contrast, the Mostly Blackfly account will be highly unselective, for it implies that there are twenty-five comparatively good options and only one bad one, so that most of the options are near the top of the value range.

It seems clear that in this case one should accept the Mostly Cannibal account.  For if this account is true, then there is only one comparatively good island, and so unless one accepts the true account that indicates which island this is, it is very likely that one will be misled into choosing an island that is in fact inhabited by cannibals, and thus become lunch.  Thus, if the Mostly Cannibal account is true, then it would be much better to accept this account than to accept the Mostly Blackfly account.  If, on the other hand, Mostly Blackfly Account is true, then almost all the islands would be comparatively very good, and so one will probably choose a good island regardless of what theory one accepts.  That is, if the Mostly Blackfly Account is true, then most of the islands contain only blackflies, and so even if one accepts the wrong theory, one will probably end up choosing an island that contains only blackflies.  Thus, if the Mostly Blackfly account is true, then one should not expect accepting this account to be much better than accepting the Mostly Cannibal Account.  Thus, since one should expect to do much better by accepting the Mostly Cannibal account if it is true, and one should not expect to do much worse by accepting it even if it is false, there is strong reason to accept it, rather than the Mostly Blackfly account.

What we need now is a way of measuring a theory’s selectiveness.  I have said that a theory is selective, in relation to a given set of options, to the extent that it assigns to most options values that are relatively far from the top of the value range.  In other words, a theory is selective, in relation to a set of options, to the extent that the top if its value range is relatively far from the values that it assigns to most of these options.  The relative distance of the maximum value from the mean value may be measured by the number of standard deviations by which the maximum value exceeds the mean value.  In statistics, this is called the standard score, or the z-score, of the maximum value; we may call it the standardized maximum for short.  Thus, for any theory and any set of options, we may say that the theory is highly selective in relation to these options if we expect the maximum value it assigns to these options to exceed the mean value it assigns to them by many standard deviations.  And we may say that it is selective to a low degree if we expect that the maximum value it assigns to these options exceeds the mean value by a small number of standard deviations.

Note that a theory’s standardized maximum is related to its standard deviation by a simple formula: a theory’s standardized maximum is equal to the difference between the maximum and mean values it assigns, divided by its standard deviation

One might suppose, therefore, that as a theory’s dispersion increased, its standardized maximum would decrease, and vice versa.  But this is not the case, for when the standard deviation of a set of values increases, so, typically, does the difference between the maximum and mean value.  Thus, if we take a theory’s value assignments and ‘stretch them out’ by multiplying them by a constant factor, x, greater than 1, the theory’s dispersion will increase by a factor of x, but its standardized maximum will be unaffected.  And this makes sense, given that the standardized maximum is to serve as a measure of selectiveness, and the selectiveness of a theory depends on whether its value assignments are top-heavy or bottom-heavy.  For the top-heaviness or bottom-heaviness of a set of values is not affected by stretching them out or compressing them by a constant factor.

For a formal proof of the selectiveness principle, see Theorem 7 in Appendix C.

2.4.  The Dispersion Principle:  Comparative Version
The principle of theory acceptance that will play the greatest role in this dissertation, and which I will therefore discuss in greatest detail, is what I will call the dispersion principle.  This principle states that in deciding among a set of practical options, there is reason to accept a theory according to which there is a higher dispersion among the expected values of these options, in preference to a theory according to which the dispersion among the expected values of one’s options is lower.  In other words, there is reason to accept a theory such that the expected values it assigns to one’s options are widely divergent, as opposed to a theory that assigns similar expected values to all one’s options.  Or more simply stated, there is reason to accept theories of higher dispersion in preference to theories of lower dispersion.
The dispersion principle follows directly from the indicator principle.  For according to the latter principle, we should accept a theory whose recommendations provide a good indicator of high unconditional expected value.  But if a theory has a very high dispersion, then the values it assigns to one’s options will have a large impact on the relations among their unconditional expected values.  For the greater a theory’s dispersion, the greater we should expect the difference between the values it assigns to any two options to be.  But for any theory t in which one has credence, and any two options, A and B, the greater the difference between the values t assigns to A and B, the more likely it will be that the order among the unconditional expected values of these options will be the same as the order among the values assigned to them by T.  Thus the greater is T’s dispersion, the more one should expect the order among the unconditional expected values of one’s options to resemble the order among the values assigned to them by T.  Therefore, other things being equal, greater T’s dispersion, the greater will be the extent to which T’s recommendations serve as an indicator of high unconditional expected value.  

Suppose, once again, that you are on board a pirate ship, and you are going to be taken to the Mysterious Archipelago.  Once again, you must choose which island to be taken to, and in doing so you may consult either of two incompatible and equally probable accounts of the Archipelago, one of which it true.  This time, however, the two accounts are different.  You know that the first account, the Cannibal Account, says that half the islands are occupied only by cannibals and the other half are empty, and you know that it indicates which islands are which.  You also know that the second account, the Blackfly Account, says that half the islands are occupied only by blackflies and the other half are empty, and you know that it indicates which islands are which.  Since you must rely on one or other of these accounts in deciding what island to be taken to, which should you rely on?

It seems clear that you should rely on the Cannibal Account.  For suppose the Cannibal Account is true, and hence that half the islands are occupied by cannibals.  If you rely on the Cannibal Account, you will choose one of the islands that it indicates to be empty.  And since we are assuming that this account is true, you will thereby choose an island that really is empty, and so you will avoid being eaten.  If, on the other hand, you rely on the Blackfly Account, you will choose one of the islands that it indicates to be empty.  But since we are assuming that this account is false, the island you thereby choose might not be empty, but might instead be occupied by cannibals, and so you might end up being eaten.  Suppose, on the other hand, that the Blackfly Account is true.  In this case, if you rely on the Blackfly Account, you will choose one of the empty islands, and so you will avoid being bitten by blackflies.  But if you rely on the Cannibal Account, and thus choose one of the islands it indicates to be empty, you may end up on an island infested with blackflies, and so you may end up being bitten.  However, being eaten by cannibals is much worse than being bitten by blackflies.  Thus, on the assumption that the Cannibal Account is true, accepting this account would have a much greater expected value than accepting the Blackfly Account; whereas on the assumption that the Blackfly Account is true, accepting the Blackfly Account would have only a moderately greater expected value than accepting the Cannibal Account.  Therefore, so long as you regard the two accounts as equally probable, you should accept the Cannibal Account.  Moreover, it would surely be more rational to accept the Cannibal Account even if the Blackfly Account were slightly more probable.  Indeed, on reflection, it seems clear that it would be more rational to accept the Cannibal Account unless the Blackfly Account had a much greater probability, one close to certainty.

Thinking about the above example, one might initially suspect that where it is rational to accept the less probable of two theories, this is because we are risk-averse, and we want to accept a theory that will steer us away from the worst possible outcome.  But we can see the falsity of this assumption if we consider a modified version of the case.  Suppose the two available accounts of the Mysterious Archipelago are the Treasure Account and the Coconut Account, and you know that one or other of these accounts is true.  The Treasure Account says that half the islands contain only treasure and the other half are empty, and it indicates which islands are which, while the Coconut Account says that half the islands contain only coconuts and the other half are empty, and it likewise indicates which islands are which.  Once again, you know that the pirates will be returning to pick you up one hour after dropping you off, and this time you know that they will permit you to keep whatever you find on the island.  

In this case, it seems clear that you should follow the Treasure Account unless you regard the Coconut Account as much more probable.  And this is not based in a desire to avoid the worst possible outcome, for in this case, this outcome, namely ending up empty-handed, is equally likely whichever theory you accept.  To see why you should accept the treasure account, it will be useful to discuss the case quantitatively.  

So far we have been considering cases involving the acceptance of descriptive theories, but the dispersion principle applies equally to the acceptance of ethical or evaluative theories.  Consider a simple illustration in which our credence is divided between two evaluative theories.  The first is a time-neutral theory according to which we should be equally concerned about the welfare of individuals regardless of when they will live.  And the second is a time-relative theory according to which we should be concerned only about the welfare of our contemporaries.  Suppose we want to accept one of these two theories in the course of making a political decision among a number of alternative proposals for reforming social security.  Suppose, finally, that all of these proposals would have very similar consequences in the short run, so that none of our contemporaries will be affected significantly by our choice; but in the long run, the consequences of these different proposals would diverge dramatically, as the different proposals would impact future generations in very different ways.

 In this case, the stakes are likely to be much higher according to the time-neutral theory than according to the time-relative theory.  For since the various proposals will have very different consequences for future generations, it is likely that the time-neutral theory will imply that it matters a great deal which of these proposals we adopt.  But since the various proposals will have very similar consequences for our contemporaries, it is likely that the time-relative theory will imply that it matters little which proposal we adopt.  Thus, if the time-neutral theory is true, then we could end up adopting a much worse proposal if we accept the time-relative theory than if we accept the time-neutral theory.  But if the time-relative theory is true, then we are likely to adopt a proposal of similar value regardless of which theory we accept.  Therefore, unless we regard the time-relative theory as much more probable than the time-neutral theory, it would be more rational to accept the latter than the former in choosing among our options.

For a formal proof of the dispersion principle, see Theorem 6 in Appendix C.  Here I employ standard deviation as the measure of dispersion, and I demonstrate that, other things being equal, the greater is the standard deviation among the values a theory assigns to one’s options, the greater is the expected value of accepting this theory.  (See definition D12, in Appendix C, for a definition of standard deviation.)  

The reason that dispersion is measured in terms of the standard deviation among the expected values a theory assigns to one’s options, is that the actual value of a given option will often be indeterminate, even on the assumption that a given evaluative theory is true.  For on most plausible evaluative theories, the value of a given option will depend at least in part on features of the option about which one can be uncertain.  For example, if one is uncertain about the amount of happiness a given option would produce, then a classical utilitarian evaluative theory will not assign a definite value to the option in question, but will instead assign an expected value based on one’s credence function over the possible quantities of happiness it might produce.  Likewise, if one is uncertain concerning whether a defendant is guilty, then a theory according to which only the guilty should be punished will not assign a definite value to the option of punishing the defendant, but rather an expected value.

Although standard deviation is the ideal measure of dispersion for purposes of theory selection, it does not always serve as an appropriate criterion for theory selection, for often it will be difficult to estimate the standard deviation among the values a theory assigns to one’s options.  Often, we will have a better idea of a theory’s expected range, or of the expected difference between the highest and lowest values it assigns to any of one’s options.  So often the best available measure of a theory’s dispersion is its expected range.

These two measures of dispersion are related, in that expected range places an upper bound on standard deviation.  More precisely, for any set of quantities, its standard deviation can never exceed one half its expected range.  For the standard deviation for a set of quantities is a measure of the expected difference between any one of these quantities and the mean.  Thus, for any set of quantities, if the standard deviation exceeded one half the expected range, then if one knew of two of these quantities that first was greater than the mean and the second was less than the mean, then one would expect the difference between their values to exceed the range for this set of quantities.  But this is impossible, since the range is defined as the maximum difference between any two quantities in the set.

And since expected range places an upper bound on dispersion, it follows that any theory that has a low range, in relation to a set of options, will also have a low dispersion.  Therefore, since there is reason to reject theories of low dispersion, there is also reason to reject theories of low range.  We may call this the range principle.  This principle will prove useful in later arguments.

2.5.  The Dispersion Principle:  Categorical Version
I have argued for the comparative dispersion principle, which implies that there is pro tanto reason to reject theories conditional on which one’s options differ comparatively little in their expected values.  But the limiting case of a theory conditional on which one’s options differ little in their expected value is a theory conditional on which one’s options differ not at all in their expected value.  These are theories according to which there is no option that one should expect to be any better than any other option.  We may call such theories non-discriminating.  I will now argue that it is rational to reject such theories regardless of how probable one takes them to be.  Since this is a generalization of the dispersion principle, and since it implies the existence of sufficient reasons for theory rejection rather than pro tanto reason for theory rejection, we may call it the categorical dispersion principle.  

Suppose I think that a non-discriminating theory, TN, is probably true, but I’m not absolutely certain, as I think there is a small chance that some discriminating theory may be true.  We may suppose that I have a degree of credence of .99 in a non-discriminating, TN, and a degree of credence of .01 in some discriminating theory, TD.  Now suppose I’m trying to decide whether to send a trolley to the left, which would result in ten deaths, or to the right, which would result in five deaths.  Suppose that conditional on TD, I should expect sending the trolley to the right to be much better than sending it to the left.  And since TN is non-discriminating, it follows that conditional on TN, I should expect either option to be equally good.  I could therefore reason as follows: 

Given one possibility (that TD is true), I should expect to do better by sending the trolley to the right, and given the alternative possibility (that TU is true), I should expect either option to be equally good.  Thus the option of sending the trolley to the right dominates the option of sending it to the left, and the former will have a higher expected value regardless of the probabilities of the two theories.  Therefore, I should send the trolley to the right.  

And this is the same conclusion I would arrive at if I deliberated on the basis of TD alone.  Whenever I have credence in two theories, one discriminating and one non-discriminating, the conclusion I would come to on the basis of the former theory alone will be the same as the conclusion I would come to by taking into account both theories and reasoning probabilistically.  Therefore, no harm is done by excluding the non-discriminating theory from consideration and accepting the discriminating theory.

So far I have argued that we may harmlessly reject non-discriminating theories in simple cases in which our credence is divided between one discriminating and one non-discriminating theory.  But the same is true in the more general case in which our credence is divided among any number of discriminating theories and any number of non-discriminating theories.  In any such case, none of the non-discriminating theories will do any work in determining which option we should choose.  And so they can all be rejected, or excluded from consideration, without affecting the conclusion of our deliberation.  And this is an important result, since it is generally only in cases in which our credence is divided among a large number of theories that the heuristic of theory rejection is necessary. 

2.6.  Combining the Factors

So long as the theories under consideration for acceptance differ only in relation to one of the four factors discussed in the previous sections, the task of theory selection will be fairly straightforward.  Thus, if the theories differ only in relation to probability, but not in relation to dispersion, typicality, or selectiveness, then one should accept the theory with the highest probability.  And similarly, if the theories differ only in relation to dispersion, but not in relation to any of the other three factors, then one should accept the theory with the highest dispersion.  And the same goes, mutatis mutandis, if the theories differ only in relation to typicality or selectiveness.  Things become more complicated, however, if the theories under consideration differ in relation to several of these factors, and if there is no theory that scores highest in relation to all of them.  In such cases, the four principles we have just considered will pull in opposing directions.  The question thus arises as to how these four factors combine in determining how worthy a theory is of acceptance, all things considered.

I take this problem up in Appendix C, where I derive a general formula for the expected value of accepting a given theory (see Theorem 1.)  Unfortunately, the formula is rather complicated.  But as I go on to show in Theorem 2, most of this complexity disappears if we make the simplifying assumption that the values assigned to one’s options by the various theories in which one has credence are independent of one another.  In other words, things become much simpler on the assumption that the values assigned to one’s options by any one theory in which one has credence provides no information concerning the values assigned to these options by any of the other theories in which one has credence.  Given this simplifying assumption, the expected value of accepting a theory will vary with the product of the first three of the factors we considered above, namely the theory’s probability, dispersion, and selectiveness, where a theory’s standard deviation is employed as the measure of its dispersion, and its standardized maximum is employed as a measure of its selectiveness.

But recall that a theory’s standardized maximum is equal to the expected difference between the maximum and mean values it assigns to one’s options, divided by its standard deviation.  Therefore, the product of a theory’s standard deviation and standardized maximum will be equal to the expected difference between the maximum and mean values it assigns to one’s options.  We may refer to this difference as the theory’s disparity.  It follows that, given the simplifying assumption introduced in the previous paragraph, the expected value of accepting a theory will vary with the product of its probability and disparity.  

As a simple illustration of the manner in which probability and disparity combine in determining the expected value of accepting a theory, let us consider the Treasure/Coconut case, but this time let us do so quantitatively.  Suppose, once again, that you must choose between the Treasure Account and the Coconut Account in choosing which island to be taken to in the Mysterious Archipelago.  I argued earlier that, unless one regards the Coconut Account as much more probable than the Treasure Account, one should accept the Coconut Account.  But how much more probable must the Coconut Account be in order for its acceptance to be as rational as the acceptance of the Treasure Account?  To answer this question, we must first assign values the possible outcomes.  Let us assign a value of 0 to finding nothing, a value of 2 to finding coconuts, and a value of 1000 to finding treasure.  Recall that according to both accounts, half the islands in the archipelago contain goods, and the other half are empty.  It follows that the mean value assigned by the Coconut Account is 1, and the mean value assigned by the Treasure Account is 500.  And since the maximum value assigned by the Coconut Account is 2, its disparity will be 1 (the difference between the maximum and mean values it assigns).  Similarly, since the maximum value assigned by the Treasure Account is 1000, its disparity will be 500.  Thus, the disparity of the Treasure Account is 500 times that of the Coconut Account.

Prior to accepting a given theory, however, you have no idea what it says about where the goods are located, and so for any given island you have a credence of .5 that it implies that there are goods on this island.  Assume, further, that the Treasure Account and the Coconut Account are independent, in the sense that knowing what one account says provides you with no information about what the other account says.  Thus, even if you know that one account implies that there are goods on a given island, your degree of credence that the other theory implies the same will remain .5.  Let p represent the subjective probability of the Treasure Account.  Since you are certain that either the Treasure Account or the Coconut Account is true, the subjective probability of the latter is 1 – p.

Suppose you accept the Treasure account.  There is a probability of p that it is true, and if it is, then you will find treasure, which has a value of 1000.  But there is a probability of 1 – p that the Coconut account is true, and in this case, by accepting the Treasure Account, you stand a .5 chance of finding coconuts, which would have a value of 2, and a .5 chance of finding nothing, which would have a value of 0.  Thus, the expected value of accepting the Treasure account, on the condition that the Coconut Account is true, is 1.  And so the unconditional expected value of accepting the Treasure Account is
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.  And thence it can be shown that the expected value of accepting the Treasure Account will exceed that of accepting the Coconut Account if and only if p, which is the subjective probability of the Treasure Account, is greater than 
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, and so the Coconut Account is 500 times as probable as the Treasure Account.  Thus, it will be more rational to accept the Treasure Account than the Coconut Account unless the latter is at least 500 times as probable as the former.  And 500 is precisely the ratio by which the disparity of the Treasure Account exceeds that of the Coconut Account.  More generally, we should accept the Treasure Account so long as the product of its probability and disparity exceeds the product of the probability and disparity of the Coconut Account.

I have argued under simple conditions, we should accept the theory such that the product of its subjective probability and expected disparity is greatest, and that this will be the theory such that the product of its subjective probability, dispersion and selectiveness is greatest, given the appropriate measures of dispersion and selectiveness.  Thus, under simple conditions, probability, dispersion and selectiveness will combine multiplicatively in determining the expected value of accepting a theory.  And if they combine multiplicatively, it follows that none of these factors has lexical priority over any other.  Thus, when deciding which of two theories to accept, a great enough difference in any one of these factors can outweigh any differences in the other two factors.  And so, for example, even if a first theory is much more probable, and much more selective, than a second theory, accepting the second theory will be more rational, so long as the second theory has a sufficiently high dispersion.  

And so none of the first three factors we have considered has lexical priority over the others.  But what about typicality?  It is clear that typicality does not have lexical priority over any of the other factors.  Consider once more the case in which our credence is divided among ten theories, such that the first nine are very similar to one another and the tenth is an outlier.  I argued that even if the outlier were twice as probable as any of the typical theories, it might well be more rational to accept one of the typical theories.  Thus, probability does not have lexical priority over typicality.  But suppose the outlier were overwhelmingly probable.  Suppose, for example, that the outlier had a probability of 9/10, and each of the typical theories had a probability of 1/90.  In this case it seems clear that, other things being equal, it would be more rational to accept the atypical theory.  Thus, typicality does not have lexical priority over probability.  

Indeed, it is clear from the general formula for the value of accepting a theory (Theorem 1 of Appendix C) that none of the four factors we have considered has lexical priority over any other.  They must all be taken into account and weighed against one another.

We are now able to take up an objection that is commonly raised in relation to the dispersion principle. 

This dispersion principle seems to imply that it is rational to accept a crazy or fanatical theory.  For since this theory tells us we should accept theories of high dispersion, it seems to give us reason to accept nutty descriptive theories according to which some of our available options would have incredibly good outcomes, and others would have incredibly bad outcomes, for these will be the descriptive theories with the highest dispersion.  For example, if I am deciding between ordering soup or a sandwich for lunch, the dispersion principle gives me reason to accept a descriptive theory according to which the soup is poisoned and would kill me, whereas the sandwich is magical and would give me supernatural powers.  Similarly, if the descriptive consequences of my actions are known, then the dispersion principle seems to give me reason to accept nutty or fanatical evaluative theories, which assigns extremely high values to the known consequences of some of my actions, and extremely low values to others.  Thus, if I know that the sandwich would be slightly tastier, but the soup would have fewer calories, the dispersion principle seems to give me reason to accept an evaluative theory according to which eating something tasty would be the worse outcome imaginable, worse than the destruction of the world, while eating a low calorie meal would be the best outcome imaginable, better than perpetual peace and happiness for all.

The response to this objection is now clear.  A theory’s disparity is simply one factor to be taken into account in determining a theory’s choiceworthiness.  Another is probability.  Since, in simple cases, these factors combine multiplicatively in determining a theory’s worthiness of acceptance, it follows that that no matter how high we a theory’s dispersion to be, it will be unworthy of acceptance if its subjective probability is sufficiently low.  And if we regard a theory as nutty or fanatical, this indicates that the probability we assign to it is low, and this may make it unworthy of acceptance in spite of its high dispersion.

More serious problems arise, however, when we consider theories with infinite dispersion, or what we may call ultra-fanatical theories.  So long as the degrees of probability and selectiveness of this theory are positive and, non-infinitesimal, the product of this theory’s probability, typicality and dispersion will be infinite, and so, according to what I have said, it will be more worthy of acceptance than any theory for which these factors all have finite values.
  And this Pascalian conclusion may seem counter-intuitive.

One way to dismiss this conclusion is to respond that the standard decision-theoretic framework does not apply in cases involving infinite values.  It may be, however, that we should simply accept this Pascalian conclusion, however counter-intuitive it may seem at first.  For suppose one’s credence is divided between a single ultra-fanatical theory, TF, and a number of non-fanatical theories.  In this case, the differences among the values TF assigns to one’s options will be immeasurably greater than the corresponding difference for any of the other theories in which one has credence.  Thus, in determining the unconditional expected values of one’s options, and hence in determining what option one has most reason to choose, the contribution made by TF will swamp those made by all the other theories in which one has credence.  Thus the option to which TF assigns the highest value is likely to be the option with the highest overall expected value.  And so it is likely that if one were to accept TF, one would choose the same option that one would if one were to take into account all the theories in which one has credence.  Therefore, we should expect that including the other theories in deliberation would simply make one’s decision problem more difficult without much affecting what one ultimately decides.  Since the aim of accepting a single theory is to simplify one’s cognitive task while arriving at the best decision possible, it follows that in the present case it would be rational to accept TF.  If, therefore, one is subject to rational criticism in this case, it is not in choosing to accept TF, but rather in having a positive, non-infinitesimal degree of credence in an ultra-fanatical theory.

Part Two:  Theories We Should Reject

3.  The Rejection of Skepticism
3.1.  The Practical Problem of Skepticism

Skeptical arguments are arguments with the conclusion that we don’t know something that we ordinarily take ourselves to know.  Often, these arguments employ skeptical scenarios or skeptical hypotheses, such as the hypothesis that one is dreaming or that one is a brain in a vat.  The skeptic argues that we are not justified in believing that these hypotheses are false, and on this basis she argues that many of our ordinary beliefs are unjustified.

Skeptical arguments are intended, in the first instance, to challenge our claims to knowledge, and more generally to epistemic rationality.  But they also present a challenge to our claims to practical rationality.  For in our ordinary practical reasoning, we assume that the various skeptical hypotheses are false: we assume that the external world exists, that the future will resemble the past, and so on.  But if the skeptic is right, then it would seem that these are unwarranted assumptions, and hence that it is irrational for us to deliberate on the basis of these assumptions.

This practical problem raised by skepticism has received little attention among recent philosophers, but earlier skeptics were aware of it, and they responded to it differently.  One possible response is to give up on ordinary practical reasoning entirely.  Story has it that Pyrrho of Elis adopted this response.  He is said to have accepted skepticism not only in theory but “in his actual way of life, avoiding nothing and taking no precautions, facing everything as it came, wagons, precipices, dogs, and entrusting nothing whatsoever to the senses . . .  But he was looked after by his disciples, who accompanied him.”
  Most skeptics weren’t so lucky as Pyrrho, and didn’t have a retinue of disciples to attend to their every practical need.  Most skeptics, therefore, have had to deliberate on the basis of those very assumptions that their skepticism has called into question: the existence of the external world, the uniformity of nature, the reliability of the senses and of memory, etc.  Most skeptics have been content, to quote Sextus Empiricus, to “hold to appearances” and live “in accord with the ordinary regimen of life.”
  Similarly, David Hume notes that he finds himself “absolutely and necessarily determin'd to live, and talk, and act like other people in the common affairs of life.” “My natural propensity,” he said, “and the course of my animal spirits and passions reduce me to this indolent belief in the general maxims of the world.”
 But this presents a serious problem: if our ordinary beliefs are unjustified, how can we be justified in deliberating on their basis? If we have no reason to regard skeptical hypotheses as false, how can be justified in excluding them from consideration in deciding how to act?  
In the present chapter I will present a response to this practical problem of skepticism.  I will argue that we can indeed establish it for a rule that the worries raised by many prominent skeptical hypotheses ought to have no influence on us from the practical point of view, even if we take them very seriously from the theoretical point of view.  I will be arguing that it is practically rational to reject skeptical hypotheses from the practical point of view, or in other words to deliberate on the supposition that they hypotheses are false.  Before presenting this argument, however, I will briefly consider another practical argument for the rejection of skepticism, specifically of inductive skepticism, presented by Hans Reichenbach.  

3.2.  Reichenbach’s Argument

Reichenbach’s aim is to vindicate induction in response to Hume’s challenge.  The inductive rule that Reichenbach aims to vindicate is the following rule, known as the straight rule.   

If the proportion of observed As that are Zs is m/n, then assume that as the number of observed As approaches infinity, the proportion that are Zs approaches a value close to m/n.

Suppose, for example, that I live in a universe with an infinite number of stars, and I want to know the proportion of these that have planets.  I have a powerful telescope that enables me to see whether distant stars have planets.  So far I have pointed this telescope at 100 stars, and I have found that ten of these have planets.  Following the straight rule, I should conclude that as I observe more and more stars, the proportion of observed stars with planets will approach a value close to 1/10.  Of course, this proportion may never converge on any limit.  It may be that the next hundred stars I observe will all have planets, that the thousand stars after that will all be planetless, that the ten thousand stars after that will all have planets, and so on, and in this case there will be no limiting frequency.  Acknowledging this possibility, Reichenbach says:

How do we know that there is a limit of the frequency?  Of course, we have no proof for this assumption.  But we know: if there is one we shall find it by the inductive method.  So if you want to find a limit of the frequency, use the inductive inference—it is the best instrument you have, because, if your aim can be reached, you will reach it that way.  If it cannot be reached, your attempt was in vain; but then any other attempt must also break down.

Thus, Reichenbach vindicates the straight rule of induction on the grounds that if any rule works, the straight rule will.  And since in practice we must make predictions, we must employ some rule for making these on the basis of observations, and so we should employ the straight rule.

There are several problems with this argument.  The first of these problems is very familiar, and Reichenbach himself was aware of it.  This is that the straight rule of induction is not the only rule that will converge on the correct limit, assuming that there is a limit.  Instead, there is a class of infinitely many rules, known as “asymptotic rules,” that share this property.  Asymptotic rules are rules according to which our estimates for limiting frequencies should differ from observed frequencies by a correcting factor, but where this correcting factor approaches zero as the number of observations approaches infinity.  Many asymptotic rules seem rather crazy.  For example, there is an asymptotic rule according to which, if we observe a billion stars and all of them have planets, we should conclude that as the number of stars we observe approaches infinity, the proportion of observed stars with planets approaches zero.  Since Reichenbach’s argument for the straight rule is that this rule will converge on the limit of the frequency if there is such limit, and since this property is shared by infinitely many nutty rules, Reichenbach’s argument gives us no reason to prefer the straight rule to any of the nutty rules.

Reichenbach’s justification for accepting the straight rule in preference to the asymptotic rule is that it is simpler.  But this answer is not very satisfying.  Is the simplicity of the straight rule supposed to provide epistemic or a practical reason for its acceptance?  The former claim would require defense: why should we expect simpler rules to make better predictions than more complex rules?  And the latter claim would be questionable: what practical reason is there to adopt simpler rules?  The slightly more complicated asymptotic rules may in fact be easier to use, since they may not require us, in the foreseeable future, to update our expectations in light of evidence, and hence they may enable us to dispense with the costs of belief revision. 

Wesley Salmon has attempted to provide an alternative argument for ruling out the asymptotic rules.  He tries to show that any acceptable rule must satisfy certain conditions of coherence and linguistic invariance, and that of the rules that are guaranteed to converge on the limit (if there is a limit) only the straight rule satisfies these conditions.  However, Ian Hacking has argued that in order to rule out the asymptotic rules, further conditions must be imposed on acceptable rules, conditions that are difficult to defend.  And in light of this objection, Salmon has conceded that his “attempt to vindicate Reichenbach’s rule of induction cannot be considered successful.”

The straight rule is a rule according to which we should expect limiting frequencies to approximate observed frequencies.  And asymptotic rules are rules according to which, after making a limited number of observations, we should expect limiting frequencies to diverge from observed frequencies.  In the long run, as the number of observations we have made approaches infinity, the conclusions of all these rules will converge.  But in the short run, their conclusions will diverge.  If the future will resemble the past, then in the short run we will make better predictions if we adopt the straight rule.  But if the future will not resemble the past, then in the short run we will make better predictions if we adopt some asymptotic rule.  And so unless we have reason to expect the future to resemble the past, we will have no reason to have greater confidence in conclusions derived from the straight rule than in conclusions derived from any of the asymptotic rules.

But suppose this problem could be solved.  Suppose, having observed a finite number of As, we could be certain that the frequency of observed As that are Zs approaches a limit, and that this limit is approximately equal to the observed frequency.  Suppose, for example, that having observed a hundred stars and found that ten of them have planets, I could be certain that as the number of stars I observed approached infinity, the proportion of observed stars with planets approaches roughly 1/10.  Even if Reichenbach could establish all this, this still would not amount to the vindication of our inductive practice for which he aims, or to an adequate response to the kind of skepticism concerning induction that is relevant from the practical point of view.  He states that the point of engaging in inductive inference is in order to guide our actions.  We engage in such inference, he says,

because we want to act, and he who wants to act cannot wait until the future has become observational knowledge.  To control the future—to shape future happenings according to a plan—presupposes predictive knowledge of what will happen if certain conditions are realized; and if we do not know the truth about what will happen, we shall employ our best posits in the place of truth.  Posits are the instruments of action where truth is not available; the justification of induction is that it is the best guide to action known to us.

But in order to guide our actions, what we need are not estimates of the limits of frequencies within infinite series.  For our plans generally concern finite, not infinite, series of events.  What we care about is not how frequently events will occur in the infinitely long run, but rather what events will occur in during the future interval of time that concerns us practically.  If, for example, I want to know whether to pack an umbrella, I need to know how likely it is to rain today, not how frequently it is likely to rain in the infinitely long run.
 

Thus, even if I were entitled to infer that the limiting frequency of rainy days is 10%, there would remain the question of how likely it is to rain today.  On Reichenbach’s view, these values should coincide: my degrees of belief that a given A will be B should be equal to my estimate of the limiting frequency of As that are B (so the class of As constitutes a sufficiently fine-grained class).  And my expectations concerning the proportion of As that are Zs among the next n observed As should likewise be equal to the limiting frequency.  But he fails to justify these assumptions.  Only if these assumptions could be justified would he succeed in vindicating our practical employment of inductive inferences.

To sum up, Reichenbach’s argument does not provide an adequate response to the skeptical worry that the long run future may fail to resemble the past.  And even if it did adequately address this worry, there would still remain the worry that the near future may fail to resemble the long run future, and hence that the near future may fail to resemble the past.  And since, for practical purposes, what matters are our predictions concerning the relatively near future, not the infinitely long run, Reichenbach doesn’t provide an answer to the kind of skepticism that is relevant from the practical point of view.

I will now argue, however, for another kind of practical response to skepticism.  And I will argue that this response applies not only to skepticism concerning induction, but to a broad range of skeptical hypotheses.

3.3.  Skeptical Hypotheses and their Consequences

The skeptical hypotheses I will consider are summarized in the Appendix D.  I will begin by briefly discussing these hypotheses and the theoretical and practical problems to which they give rise, and I will then present an argument for their rejection from the practical point of view.  (For the moment, when considering Appendix D, please ignore the symbols enclosed in square brackets.  Their meanings will become clear later in this chapter.)

The hypotheses in the table are divided into the metaphysical, listed in the left-hand column, and the epistemological, listed in the right-hand column.  The metaphysical hypotheses deny the existence of some putative domain of reality, while the epistemological hypotheses deny that we have epistemic access to some domain of reality.  Let us begin by considering the metaphysical skeptical hypotheses.  The most familiar skeptical hypotheses call into doubt our descriptive beliefs.  These include the solipsistic view that only one’s own mind exists, and hence that there is neither any physical reality nor any other minds.  A weaker hypothesis, calling into doubt a narrower range of our descriptive beliefs, is the view that while the physical world exists, there are no other minds, and all other human beings are mindless automata.  A third such descriptive skeptical hypothesis is the view that past is an illusion, and that the universe came into existence either just now or very recently.  And a fourth such hypothesis is the view that there will be no future, and that the universe will cease to exist either immediately or in the near future.

There are other skeptical hypotheses that are practical, in that they deny the reality not of objects or events, but of reasons for action.  One of these is general practical nihilism, by which I mean the view that there are no objective or fact-given reasons for action, or that no option is by its nature more choiceworthy than any other.  By a fact-given or objective reason for action, I mean a reason for action provided by the nature of the options under consideration.  Thus, for example, if I want to drink a thirst-quenching beverage, and if a first glass contains water and a second glass contains bleach, then I will have objective reason to drink the contents of the first glass rather than of the second.  If, however, I believe that first glass contains bleach and the second contains water, then I will have a subjective or belief-given reason to drink the contents of the second glass.  In what follows, I will be arguing for the rejection of nihilism concerning objective, not subjective, reasons for action.  That is, I will be concerned with a nihilistic view that implies that nothing is better of more choiceworthy than anything else, but that allows that if someone mistakenly believed that one option was better or more choiceworthy than another, this could give her subjective reason to choose it.

A weaker skeptical hypothesis concerning reasons for action does not deny that there are any objective reasons for action, but simply denies that there are objective moral reasons for action.  We may call this view moral nihilism.  According to this view, while we may have prudential reasons to promote our own well-being, we don’t have any moral reasons for action.  A view of this kind will imply that either the concepts of the morally obligatory, permissible, supererogatory, and so on have no application, or else, although certain actions may be obligatory, supererogatory, or the like, these facts provide no reasons for action.  Since the view in question concerns objective moral reasons for action, it is compatible with, for example, the view that if someone mistakenly believed that a certain actions was morally obligatory and that this provided overriding reason for performing the action, this false belief would provide a subjective reason for performing the action.

Thus, the metaphysical skeptical hypotheses can be divided into the descriptive, the broadly practical, and the specifically moral.  And corresponding to each metaphysical hypothesis that denies reality to some domain, there is an epistemological hypothesis that grants that this domain may be real, but denies that we have epistemic access to this domain.  Thus, corresponding the hypothesis that there is no external world, there is an hypothesis according to which, although an external world may exist, we have no epistemic access to this world, since our senses are completely unreliable and hence uninformative.  And corresponding to the view that there are no other minds, there is a view according to which, although there may be other minds, we have no epistemic access to other minds, since human behaviors and other observable phenomena do not give us any reason for attributing mental states.  Corresponding to the hypothesis that there is no past is the hypothesis that our memories have all been implanted, so we have no epistemic access to the past.  Corresponding to the view that there will be no future is the view that we have no epistemic access to the future, as past events provide no basis for predicting future events.  And corresponding to the hypotheses that there are no objective reasons for action at all, or that there are no objective moral reasons for action, are the hypotheses that we have no epistemic access to objective reasons for action in general, or to objective moral reasons for action on particular.  This latter hypothesis might arise in response to the cultural diversity of moral beliefs, and to the debunking explanations that have been offered for their origin.

Each of the twelve views in the table is a skeptical hypothesis, in the sense that it can figure in a skeptical argument.  Each of these hypotheses has the feature that if we are not justified in believing that it is false, this could call into question many of our knowledge claims.  But the severity of the threat presented by these hypotheses depends on how plausible one regards them as being.  

First, it might be thought that we don’t know that the skeptical hypotheses are false.  This premise can have can have very troubling consequences, especially where the skeptical hypotheses in question are of the metaphysical kind.  The argument for this conclusion employs a closure principle, according to which, if we are justified in believing something, we are justified in believing whatever directly follows from it.  By contraposition, this implies that if we are not justified in believing something, we are not justified in believing anything from which it directly follows.  But for each of the metaphysical skeptical hypotheses we are considering, its negation directly follows from many of our ordinary beliefs.  For example, from my belief that there is a table in front of me, it follows that there is an external world.  From my belief that the sun will rise tomorrow, it follows that there will be a future.  And from my belief that I have objective moral reason not to threaten my questioners with a poker, it follows that I have moral reasons for action.  If, therefore, I am not justified in believing that there is an external world, that there will be a future, and that there are objective moral reasons for action, then it follows from the closure principle that I am not justified in believing that there is a table in front of me, that the sun will rise tomorrow, and that it would be objectively wrong for me to threaten my questioners with a poker.

Thus, if we don’t know that the metaphysical skeptical hypotheses are false, this will call into question many of our first order beliefs.  Our not knowing the falsity of the epistemological skeptical hypotheses would raise a different problem: it would call into question our second order beliefs, or our beliefs about the justification of our first order beliefs.  Not only do I believe that there is a table in front of me, that the sun will rise tomorrow, and that threatening my questioners would be wrong—I believe that these beliefs are justified.  But if I had no epistemic access to the external world, then my belief that there is a table in front of me would not be justified.  And similarly, if I had no epistemic access to the future, or to moral reasons for action, then my beliefs that the sun will rise tomorrow, and that threatening my questioners with a poker would be wrong, would not be justified.  Thus, my ordinary second-order beliefs concerning the justification of my ordinary first-order beliefs directly imply the negations of epistemological skeptical hypotheses. And so, by the closure principle, if I am not justified in believing the latter, then I am not justified in believing that my first order beliefs are justified.  This is not quite as unsettling as the conclusion that my ordinary first-order beliefs are unjustified, but it is unsettling nonetheless.

Fortunately, it is generally (though not always) our first order beliefs that matter from the practical point of view.  In order for me to be justified in setting my glass of water down here, or in forbearing from threatening my questioners with a poker, it is sufficient that I be justified in believing that there is a table in front of me, and that threatening my questioners would be wrong; I need not be justified in believing that these beliefs are justified.  Thus, based on what I have said so far, the metaphysical skeptical hypotheses appear to be more worrisome from the practical point of view than the epistemological skeptical hypotheses.

However, if we increase the degree of plausibility we ascribe to the skeptical hypotheses, then both the metaphysical and the epistemological hypotheses will raise practical problems.  Suppose, for example, that one holds that although it is rationally permissible to regard the skeptical hypotheses as probably false, it is equally rationally permissible to regard them as probably false.  One might hold that since all the available evidence is compatible with both the skeptical hypotheses and their negations, reason does not favor a low degree of credence in these hypotheses, a low degree of credence, or any degree in between.  In this case, one might conclude although it is rationally permissible, in the course of deliberation, to assume that the world will continue to exist long into the future, it is equally permissible to assume that the world is about to cease to exist, and hence to act as though the present moment is your last.  Similarly, one might hold that it is rationally permissible to have either a high or a low degree of credence in the epistemological hypothesis that we have no access to the external world, and from this one might conclude that although it is rationally permissible to assume, in the course of practical reasoning, that our senses are reliable and that the external world is roughly the way it appears to be, it is equally rationally permissible to disregard the senses, as Pyrrho is said to have done.  Thus, if one holds that it is rationally permissible to have a high degree of credence in skeptical hypotheses, then although this will not imply that the actions we perform are irrational, it might imply that courses of action that appear to be manifestly irrational are in fact perfectly rational.  Someone could leap from a window, and in justifying his action he could say that he’s always wanted to experience free-fall, and since he thinks the universe is about to end, he doesn’t think jumping from the window will decrease his life expectancy.  Or he could justify his actions by saying that he enjoys jumping, and since he doesn’t trust his senses, he has no reason to believe that he has a long way to fall.  A satisfying vindication of the rationality of our actions would have to show not only that our actions are rationally permissible, but also that they are more rational than alternatives that seem patently crazy.  And the view that a high degree of credence in skeptical hypotheses is rationally permissible would appear to block any such satisfactory vindication.

Even greater problems result is we assume that we are rationally required to hold that the skeptical hypotheses are probably true.  For in this case, it would appear to be clearly irrational to deliberate on the supposition that the skeptical hypotheses are false, and to assume, as we all do, that the external world exists, that the senses are reliable, that torturing babies is wrong, and so on.  And so if we conclude that we ought to regard the skeptical hypotheses are more plausible than their negations—perhaps on the ground that they posit fewer entities or fewer regularities—then it would seem to follow that all of us in fact deliberate irrationally.

In what follows, I will argue that even if we make this third and strongest assumption, namely that we are rationally required to hold that the skeptical hypotheses are probably true, it will still generally be rational for or us to reject these hypotheses in the course of our practical reasoning.  If this argument succeeds, then it will follow that it is generally rational to reject these hypotheses from the practical point of view if one of the weaker assumptions concerning the plausibility of the skeptical hypotheses is correct.  That is, it will follow that we should reject these hypotheses from the practical point of view if it is merely the case that we are rationally permitted to have a high degree of belief in the skeptical hypotheses, or if it is merely the case that our belief in the negations of these hypotheses falls short of knowledge.

3.4.  Corollaries of the Comparative Dispersion Principle 

The dispersion principle will be the key to the argument I will present for the rejection of skeptical hypotheses.  To anticipate, I will argue that many of the skeptical hypotheses listed in the table are hypotheses conditional on which our options do not differ at all in their expected values, and so it is always rationally permissible to reject them; and that the remaining hypotheses are ones conditional on which our options will generally differ comparatively little in their expected values, and so it will generally be strong reason to reject these other skeptical hypotheses.

But to facilitate this argument, it will be useful to derive some corollaries of the comparative dispersion principle.  The first is the following:

C1:  
There is reason to reject hypotheses conditional on which your options differ only in relation to comparatively unimportant factors.

For if, conditional on an hypothesis, one’s options differ only in relation to comparatively unimportant factors, then one should expect the dispersion among the expected values of one’s options, conditional on this hypothesis, to be comparatively low.  

As an illustration, suppose I know I will have one month leave from my work over the next year, but I don’t know when this will be.  I want to spend this month on vacation, and I must decide right away where to go, before knowing when the vacation will be, in order to make some necessary preparations.  Suppose there are several factors that I consider relevant to the choiceworthiness of vacation spots.  Some of these I consider very important (cultural events, night life, safety, weather, etc.) and others I consider to be of lesser importance (absence of crowds, absence of litter, presence of foliage, etc.).  And suppose that in each location, each of these factors varies from month to month.  Thus, the weather is good in Anchorage during the summer months but not during the winter months; Trois Rivieres, Quebec is a great place for cultural events during February when Carnavale occurs, but less so at other times, etc.  Suppose, however, that I have limited time in which to decide where to go, and that figuring our how good each location would be at each month would take more time than I have.  To keep the example simple, suppose I have enough time to consider how good each location would be for eleven months of the year, but I must exclude one month from consideration.  In this case, which month should I exclude?

From the probability principle, it follows that I have pro tanto reason to exclude from consideration months when I think the vacation is unlikely to occur.  But from the dispersion principle, I also have pro tanto reason to exclude from consideration months in which the dispersion among the expected values of the possible destinations is low.  Suppose that I know that in the month of October, the locations under consideration will be equally good with respect to the factors I care about most (cultural events, safety, etc.) and will differ only in relation to the factors I care less about (litter, foliage, etc.).  It follows that if the vacation occurs in October, it will make relatively little difference which location I go to, since the best location will differ from the worst location only in relation to factors that I care relatively little about.  Thus, by the comparative dispersion principle, in deciding where to go on vacation, I have reason to exclude from consideration the possibility that the vacation will occur in October.

The second corollary of the comparative dispersion principle may be stated as follows:

C2:  
There is reason to reject hypotheses conditional on which your options differ in relation to comparatively few important factors.

Suppose I know that in the month of May, the destinations I am considering differ only in relation to one factor I really care about, namely weather, whereas in the month of August, they differ in relation to numerous factors I care about, say weather, safety, cultural events, and nightlife.  In this case, assuming I think it is equally likely that my vacation will be occurring in either of these two months, it follows from the comparative dispersion principle that it would be more rational for me to exclude from consideration the hypothesis that it will be occurring in May than the hypothesis that it will be occurring in August.  For if the vacation occurs in May, then the difference in value between the best and the worst options will be, at most, the difference in value between good weather and bad weather.  If, however, the vacation occurs in August, then the best options may be better than the worst options in relation to many important factors: the best options may have not only better weather, but also better cultural events, night life, etc.  Thus, I should expect my options to differ more in their values in August than in May, and so it would be more rational for me to exclude from consideration the hypothesis that the vacation will be occurring in May.

The third corollary of the comparative dispersion principle may be stated as follows:

C3:  
There is reason to reject hypotheses conditional on which your expectations differ over your options only in relation to comparatively unimportant factors.

Suppose I know a great deal about what the various destinations will be like in June, but I know little about what they will be like in January.  Suppose I expect that during each month, my options will differ in relation to many of the factors I care most about.  But since I have very little information about what these destinations are like in January, I have no reason to expect any one location to be better than any other, for the month of January, with respect to those factors I care most about (safety, cultural events, etc.).  The only information I have about these locations for the month of January concerns those factors I care little about (foliage, litter, etc.)  By contrast, for the month of June, I am well informed about the important factors, and so I have reason to expect certain locations to be safer than other, certain locations to have more cultural events than others, and so on.  In this case, although I may expect the locations to differ in their actual values just as much in January as in June, they will differ more in their expected values in June.  Thus, by the comparative dispersion principle, I have reason to exclude from consideration the hypothesis that my vacation will be occurring in January, in preference to the hypothesis that it will be occurring in June.

The fourth and final corollary of the comparative dispersion principle may be stated as follows:

C4:  
There is reason to reject hypotheses conditional on which your expectations differ over your options in relation to comparatively few important factors.

Suppose, once again, that I think the destinations under consideration differ in relation to many important factors each month.  However, for the month of September, I only have information concerning one of these factors, and so only in relation to one of these factors do I have reason to expect any one location to be better than any other location.  Suppose, however, that for the month of December I have information concerning all of these factors.   In this case I may expect my options to differ in their actual values just as much during September as During December, but my options will differ more in their expected values during December, and so I have more reason to exclude September from consideration, other things being equal.

3.5.  Rejecting Standard Skeptical Hypotheses
Let us now return to the twelve skeptical hypotheses listed in appendix D.  I believe that we can infer, on the basis of the two dispersion principles, that we generally have reason to reject each of these hypotheses from the practical point of view.  In the table, for each skeptical hypothesis, I have indicated in square brackets the principle or principles from which it follows that we have reason to reject the hypothesis in question.  In some cases, I indicate a disjunction of two principles, indicating that there are different versions of the skeptical hypotheses that differ in the grounds for their rejection.  (Note that in this chart, D refers to the categorical version of the dispersion principle.)  For the sake of brevity, I will not discuss the reasons for rejecting each of these twelve skeptical hypotheses, but will limit myself to a very brief discussion of five of them.

First, consider practical nihilism.  This is a view according to which there are no fact-given reasons for action.  This hypothesis clearly implies that no option is better than any other (for if any one option were better than another, this fact would be a reason to choose it—or, if you are a buck-passer about value, this fact would imply the existence of some other fact that provides a reason to choose it).  Therefore, by the categorical dispersion principle, it is rational to reject practical nihilism, regardless of how probable one regards it as being.

Next, consider metaphysical skepticism concerning the future existence of the universe.  Consider, in particular, the hypothesis that the universe will cease to exist in thirty seconds.  Conditional on this hypothesis, although my options may differ somewhat in their expected values, they will not differ significantly in their expected values.  The best I could do is to make the next thirty seconds go well, and the worst I could do is to make the next thirty seconds go poorly.  By contrast, if the skeptical view is false, and the universe will continue to exist long into the future, then a wise choice I make now could have good consequences long into the future, whereas a bad choice I make now—say, giving a stupid answer during question period—could have bad consequences long into the future.  Thus, my options will generally differ much more in their expected value conditional on the hypothesis that the universe will continue to exist long into the future than conditional on the hypothesis that it will very soon come to an end.  And so, by the comparative dispersion principle, I have strong reason to reject the latter hypothesis from the practical point of view.

Third, consider the skeptical hypothesis that there is no external world and only my mind exists.  Conditional on this hypothesis, my options may indeed differ in their expected values.  For I may expect some of my options to result in better mental states for myself than other options.  Still, conditional on the view w that only my own mind exists, my options will differ only in relation to one important factor, namely their consequences for the quality of my own mental life.  By contrast, conditional on the hypothesis that the external world, including other minds, exists, my options will differ in relation to many important factors.  Not only will they differ in terms of their consequences for the quality of my own mental life, but they may also differ in terms of their consequences for my knowledge, for my objective success in my projects, for my interpersonal relations, for the welfare of those who are near and dear to me, for the total welfare of humankind, for social justice, for cultural and scientific progress, for the flourishing of plant and animal life, etc., etc.  And since I am not a hedonistic egoist, I care very much about many of these other factors.  Since my options can differ in far more respects that I care about conditional on the hypothesis that the external world exists than conditional on the hypothesis that it does not, it follows from C2 (the second corollary of the dispersion principle) that I have reason to reject the latter hypothesis from the practical point of view.

Next, let us consider an epistemological skeptical hypothesis, namely the hypothesis that our senses provide us with no information about the external world, and that we have no other mode of epistemic access to the external world.  Suppose, once again, that I want to drink a refreshing beverage, and there appear to be two glasses in front of me.  To my left, there appears to be a glass of water, while to my right there appears to be a glass of bleach.  Now conditional on the hypothesis that my senses are reliable, the option of going for what appears to be the glass of water will have a much higher expected value than the option of going for what appears to be a glass of bleach.  But conditional on the hypothesis that my senses provide me with no information about the external world, I will not regard the fact that to my left there appears to be a glass of water and to my right there appears to be a glass of bleach as any reason to think that there really is water to my left and bleach to my right.  Conditional on this hypothesis, I should think it just as likely that what appears to be water is bleach and that what appears to be bleach is water.  Thus, I will have no reason to regard either option as better than the other.  Thus, it follows from the categorical dispersion principle that in deciding what drink to go for, I have decisive reason to reject skepticism concerning the senses.  And this will be true quite broadly, for at least in a wide variety of contexts, any reasons we may have for regarding any one option as better than any other will presuppose reliance on the senses, and so in all such cases, conditional on skepticism concerning the senses, our options will not differ in their expected values, 

Now suppose, once again, that I must choose between the glass on my left and the glass on my right, but this time what troubles me is not skepticism concerning my epistemic access to the external world, but rather skepticism concerning my epistemic access to the future.  Suppose my credence is divided between the common sense view that the future will resemble the past, and a skeptical view according to which the past provides no basis for forming predictions about the future.  On the non-skeptical view, I will expect the option of drinking the glass of water to quench my thirst, and the option of drinking the bleach to corrode my digestive system.  Thus, on the non-skeptical view, my options differ significantly in their expected values.  But on the skeptical view, the fact that in the past water has been thirst-quenching and bleach has been corrosive is no reason to expect the same to be true in the future.  And assuming I have no a priori reason to expect drinking water to be better than drinking bleach, it follows that, conditional on the hypothesis that the past is no guide to the future, I should not expect either option to be better than the other.  Thus, by the categorical dispersion principle, I should reject the skeptical view, regardless of how probable I take it to be.

Consider, finally, metaphysical moral skepticism.  Specifically, consider a case in which my credence is divided between a commonsensical view according to there are genuine moral requirements and a skeptical view according to which there are none.  Suppose that on the skeptical view, my only reasons for action are prudential, whereas on the non-skeptical view, in addition to my prudential reasons for action, I also have reasons provided by the fact that some actions morally obligatory and some are morally impermissible.  

In this case, it follows from C2 that I have reason to reject the skeptical view.  For the skeptical view, in denying that I have moral reasons for action, implies that my options differ in relation to fewer important factors.  But the conclusion that I should reject the skeptical view may also follow from C1 (the first corollary of the dispersion principle).  For suppose I hold that it belongs to the concept of a moral requirement that the reasons it provides are extremely weighty.  Thus, I hold that if there were moral requirements, then these would provide particularly strong reasons for action, reasons that would generally outweigh any countervailing prudential reasons.  In this case, I will regard the denial that there are moral requirements as the denial of the existence or instantiation of a particularly important kind of reason for action.  And since, by C1, I have reason to reject hypotheses conditional on which my options differ only in relation to comparatively unimportant factors, it follows that in the case described, I will have reason to reject the skeptical view of morality.

In conclusion, even if, in the face of skeptical challenges, we cannot vindicate our claims to rational belief, either in the descriptive domain, in the moral domain, or in both domains, we may still be able to vindicate our claims to rational action.  For suppose we are not justified in having a low degree of belief in the skeptical hypotheses we have considered.  Suppose we are not justified in believing that the external world exists, that the future will resemble the past, that we have moral reasons for action, and so on, and suppose we are therefore not justified in believing that there is a table in front of us, that there are about to be questions, and that it would be wrong for me to threaten you with a poker.  Even so, I have argued, it may still be perfectly rational for us to deliberate on the supposition that the skeptical hypotheses are false and that the ordinary beliefs are true.  In Kantian language, practical reason may entitle us to make postulates that extend beyond anything warranted on theoretical grounds.  And common sense may consist of such postulates.

3.6.  Rejecting Differentiating Skeptical Hypotheses
The following is a version of an objection from Jason Stanley:
You have argued that many skeptical hypotheses have low dispersions, and that this gives us reason to reject them.  But there are many skeptical hypotheses that have high dispersions, and your arguments provide no reason to reject these.  Indeed, there are many skeptical hypotheses that have higher dispersion than commonsensical hypotheses.  Suppose I am faced with what appears to be a glass containing water and what appears to be a glass containing bleach.  One skeptical hypothesis is that the apparent physical world is illusory, and that all that really exists outside my mind is an evil demon, and that this evil demon will reward me with eternal bliss if I try to drink what appears to be the glass of bleach, and punish me with eternal torment if I try to drink what appears to be the glass of water.  This seems like a skeptical theory, and yet its dispersion, relative the problem at hand, is enormous.  Far from implying that one should reject this skeptical hypothesis, your view implies that we have strong reason to accept it.
Now in most contexts, I could reply that the reason one should reject this hypothesis is that it is so incredibly implausible, and so its low probability more than compensates for its high dispersion.  But this reply is not available to me in the present context, for I am attempting to offer an argument for the conclusion that we should reject skeptical hypotheses even if we take them to be highly plausible.

One response I could give would be to concede the point, and simply state that I have no ambitions of providing an argument for the rejection of every skeptical hypothesis, but only for the rejection of an important class of skeptical hypotheses, a class of hypotheses that have been historically important in our philosophical tradition.  Many of these hypotheses are ones that philosophers have given arguments for believing.  Thus there are arguments in the writings of Berkeley, as well as in the writings of many Indian thinkers, that the external physical world does not exist, and there are views of the early Wittgenstein that suggest an even more radical solipsistic view.  There are moral nihilists who hold that there are no moral reasons for action, and many of the arguments supporting moral nihilism support a more radical form of nihilism concerning reasons for action in general.  Likewise, there are well-known arguments for the conclusion that we have no epistemic access to the future, or to other minds.  There aren’t, however, positive arguments for belief in the kind of skeptical hypotheses that figure in Stanley’s objection.  And the less reason there is to believe an hypothesis, the less need there is for an argument for rejecting it.

I believe, however, that a better argument can be given for the rejection of the kind of skeptical hypothesis that figures in Stanley’s objection.  But before presenting this argument, I should define more precisely the class of hypotheses in question.
First consider the skeptical hypotheses we have already discussed.  These share an important feature.  They differ from common-sense in the following way: in some respect in which common-sense differentiates among our options, they fail to differentiate among our options.  For this reason, they may be called non-differentiating.  Thus, while common sense implies that our options can differ in their effects on other minds, metaphysical skepticism concerning other minds denies this, since it implies that none of our options have any effects on other minds.  And while common sense often implies that we should have differing expectations concerning the effects of our actions on other minds, epistemological skepticism concerning other minds denies this.  Similarly, while common sense implies that our options can differ in their moral values, metaphysical skepticism concerning morality denies this.  And while common sense implies that we should often have differing expectations concerning the moral values of our options, epistemological moral skepticism denies this.
By contrast, we may define a differentiating skeptical hypothesis as follows.  H is a differentiating skeptical hypothesis if and only if:

There is some important respect in which H differs radically from common sense

This departure from commonsense is unmotivated, in that it is not supported by evidence or argument

In the respect in which, H differs from common sense, it differentiates among one’s options.
The first condition is necessary to distinguish between skeptical hypotheses and ordinary hypotheses.  The third condition is necessary to distinguish between differentiating skeptical hypotheses and the more standard, non-differentiating hypotheses that can be rejected on the basis of their low dispersion.  And the second condition is necessary to distinguish between skeptical hypotheses and hypotheses that are counterintuitive but nonetheless well supported, such as quantum mechanics.  Differentiating skeptical hypotheses are thought to be problematic not because we have positive reason to believe that they are true, but only because it is argued that we lack sufficient reason to believe that they are false, in that for all we know they might be true.

 Differentiating skeptical hypotheses can be either metaphysical or epistemological.  A differentiating metaphysical skeptical hypothesis is one according to which there is some important dimension along which our options differ, but not in anything like the way we ordinarily take them to differ.  Consider, for example, the view that things aren’t made of what they appear to be made of, and that, in particular, every liquid to your left is an elixir of youth and every liquid to your right is molten lead. (I won’t fill in all the details, but assume this hypothesis has similarly strange implications concerning non-liquids.)  According to this view, our options can differ in their effects on our health, but the difference among them is nothing like what it appears to be.  This view implies that since the glass containing what appears to be bleach is on the left, it contains an elixir of youth, and since the glass containing what appears to be water is on the right, it contains molten lead.  And so this view implies that drinking what looks like bleach would be much better for one’s health than drinking what appears to be water.  Thus it is a differentiating skeptical hypothesis.  
Other differentiating skeptical hypotheses concern the past or future rather than the present.  Consider the view that while things are currently made of roughly what they appear to be made of, the constitution of each object will soon change, and in particular, every liquid to one’s right will turn into molten lead, and every liquid to one’s left will turn into an elixir of youth.   Further, some differentiating skeptical hypotheses are evaluative rather than descriptive.  Consider, for example, the view that the value of an action is determined by the phonological properties of the shortest English description that succeeds in picking out that action, and that, in particular, actions whose English descriptions rhyme with “shrinking peach” are extremely good while actions whose English description rhymes with “blinking daughter” are very bad. (Once again, I won’t fill in all the details, but assume this hypothesis specifies the values of actions rhyming with all other sounds.) This evaluative view clearly implies that drinking bleach would be very good, and drinking water would be very bad.  And so it implies that our options differ in their value, but in nothing like the way we would expect. 

A differentiating epistemological hypothesis is one according to which there is some dimension along which we should expect our options differ, but not in anything like the way we normally think our expectations should differ.  Consider the view that we ought rationally to believe the constitutions of things to be very different from their apparent constitutions, and that, in particular, we ought rationally to believe that any liquid to our right is molten lead, and any liquid to our left is an elixir of youth.  Hence, we ought rationally to expect drinking from the glass on the left to be much better than drinking from the glass on the right.  Or consider the view that while the value of an action is not determined or explained by the phonological properties of its shortest English description, the latter is a reliable indicator of the value of an action, and, in particular, if the shortest English description of an action rhymes with “shrinking peach,” we ought rationally to expect it to be very good, and if the shortest English description of an action rhymes with “blinking daughter,” we ought rationally to expect it to be very bad.  These are clearly views according to which our expectations should differ over our options, but not in anything like the way dictated by common sense.
Note that differentiating metaphysical skeptical hypotheses are similar to the standard metaphysical skeptical hypotheses we considered earlier, in that if we are not justified in disbelieving them, then many of our ordinary, first-order beliefs are unjustified.  Thus, just as I am justified in believing that there is a glass of water in front of me only if I am justified in denying that there is no external world—so I am justified in believing that there is a glass of water in front of me only if I am justified in disbelieving the differentiating skeptical hypothesis according which things aren’t made of what they appear to be made of, and what appears to be water is really molten lead. Further, differentiating epistemological skeptical hypotheses are similar to the standard epistemological skeptical hypotheses we considered earlier, in that if we are not justified in disbelieving them, then many of our ordinary second-order beliefs are unjustified.  Thus, just as I am justified in believing that I am justified in believing that there is a glass of water in front of me only if I am justified in disbelieving the view that I have no way of knowing what is in front of me—so I am justified in believing that I am justified in believing that there is a glass of water in front of me only if I am justified disbelieving any bizarre theory of justification according to which I should believe that there is a glass of molten lead in front of me.  And so what I am calling “differentiating skeptical hypotheses: should be considered genuinely skeptical, in that they can play the same sort of role in skeptical arguments that are normally played by more standard skeptical hypotheses.
Having defined and illustrated the notion of a differentiating skeptical hypothesis, I will argue for the rejection of such hypotheses.  
Suppose, once again, that one is deciding between drinking the contents of what appears to be a glass of water on the right, and drinking the contents of what appears to be a glass of bleach on the left.  I want to show that in making this decision, it is rational to accept the commonsense view that the glasses really contain what they appear to contain, and on this basis to choose the glass on the right.  And so I must show that it is rational to reject the various skeptical hypotheses to the contrary.  In particular, I must show that it is rational to reject the hypothesis that every liquid to my right is really molten lead and every liquid to my left is really an elixir of youth.  Call this hypothesis H1.  How can I show this, without assuming that this hypothesis has a very low probability?
The important thing to note is that while H1 implies that it would be much better to choose the glass on the left, it has a mirror image or doppelganger hypothesis, which we may call H1′, that implies precisely the opposite.  H1′ is the hypothesis that every liquid to the left is really molten lead and that every liquid to the right is really an elixir of youth.  Now recall that it is a defining feature of a differentiating skeptical hypothesis that one has no positive reason to regard it as true.  It is plausible only inasmuch as there is no positive reason to rule it out.  But if there is no reason to rule out H1, then there is equally no reason to rule out H1′.  Both are equally arbitrary.  Perhaps I should regard them both as implausible, or perhaps I should regard them both as rather plausible.  But since there is no reason to favor one over the other, whatever attitude I should have toward one I should have toward the other, and so I should regard them as equally probable.      

But H1 implies that I should choose the glass on my left, and H1′ implies that I should choose the glass on my right.  And the degree to which it would be better to choose the glass on the left, conditional on H1, is identical to the degree to which it would be better to choose the glass on the right, conditional on H1′.   Thus, if I regard the two hypotheses as equally probable, then conditional on the disjunction of these two hypotheses, the two options will have the same expected value.  Thus, with respect to this decision problem, the disjunction of H1 and H1′ will be non-discriminating, that is, it will have a dispersion of zero.  Thus, in the course of making my decision, it is rational for me to reject this disjunction, since taking it into consideration would have no effect on my decision.  But to reject a disjunction is to deliberate on the supposition that the disjunction is false, and hence that both of the disjuncts are false.  Therefore, in deciding between my options, it is rational for me to reject both H1 and H1′.

Let us now generalize.  Differentiating skeptical hypotheses are arbitrarily constructed conceptions of how things might be.  As such, every differentiating skeptical hypothesis has a doppelganger or mirror-image hypothesis that one should regard as equally plausible.  And given that one so regards them, it follows that conditional on the disjunction of a differentiating skeptical hypothesis and its doppelganger, one’s options all have the same expected value.  Thus, for any differentiating skeptical hypothesis, it is rational to reject both it and its doppelganger.  It would not, however, be rational to reject the one but not the other.  For each individual differentiating skeptical hypothesis may have a high dispersion taken on its own, and so to reject one such hypothesis but not its doppelganger could easily have a significant effect one’s choice.
In the case involving a choice between two glasses of liquid, it is very clear how to construct a doppelganger for the differentiating skeptical hypothesis that every liquid to the right is really molten lead and every liquid to the left is really an elixir of youth.  But in more complex cases, it isn’t always so obvious how doppelgangers are to be constructed.  However it can be shown that it is always possible to generate mapping of theories onto their theories, so that every possible theory is paired with exactly one other theory that has the properties of a doppelganger.  Indeed, it can be shown that there are infinitely many ways in which such a one-to-one mapping can be generated.  But I will not include the proofs of these claims here.
One objection to the foregoing argument is that it seems to assume that if there is no reason to regard one hypothesis as more plausible than another, then one ought to regard the two hypotheses as equally plausible.  I believe that this assumption is reasonably plausible.  It is much more plausible than the stronger claim that if there is no empirical reason to regard one hypothesis as more plausible than another, then one should regard them as equally plausible.  For my assumption is compatible with the possibility that there could be a priori reasons for regarding some hypotheses as more probable than others (e.g., that there can be a priori reason to regard simpler and more elegant hypotheses as more probable than complicated, gerrymandered ones).  Nor does it lead to the paradoxes that arise from many indifference principles (e.g., from the view that one should regard any two quantities for any given magnitude as equally probable.)  
Still, one might deny this assumption.  This would be denied, for example, by a subjective Bayesian who holds that the only rational requirements on belief are requirements of consistency, and that no set of priors is any more rational than any other.  And so to be more cautious, I should say the following:  If my assumption is correct, then we should regard differentiating skeptical hypotheses and their doppelgangers as equally plausible, and we will be rationally required to have degrees of belief on the basis of which it is rational to reject differentiating skeptical hypotheses.   Suppose, however, that my assumption is incorrect.  Still, one cannot deny that if there is no reason to regard one hypothesis as more probable than another, then it is rationally permissible to regard them as equally probable.  And so in this case, it will be rationally permissible to have degrees of belief on the basis of which it is rational to reject differentiating skeptical hypotheses.  Thus, on either view, the rejection of differentiating skeptical hypotheses will be rationally permissible.  In the arguments that follow, however, I will be assuming either that it is a requirement of rationality that one regard the differentiating skeptical hypotheses and their doppelgangers as equally probable.
(Note that theological views involving great rewards and punishments in an afterlife can harmlessly rejected for this same reason: although these views have very high dispersions, their doppelgangers are as plausible as they are, and so the disjunction of such a view and its doppelganger has a dispersion of zero, and may thus be rejected.
)

At this point I should consider an objection that I owe to Kit Fine, which may be stated as follows:

According to the skeptic, just as there are no positive reasons favoring any particular differentiating skeptical hypothesis, so there are no positive reasons supporting common sense.  Common sense is just one arbitrary differentiating hypothesis with no greater warrant than any other.  Thus, we should regard common sense as having the same degree of plausibility as its doppelganger.  After all, common sense is a differentiating hypothesis, implying that some of our options are better than others, and so we can construct a mirror image theory implying that our options differ in an opposing manner.  And since, on the skeptical view, we should regard common sense and its doppelganger as equally likely, it follows that, conditional on the disjunction of these two hypotheses, we should assign the same expected values to all our options.  Therefore it will be rational to reject both common sense and its doppelganger.

This objection does not threaten my central claim, which is that it is rational to reject all the differentiating skeptical hypotheses.  Rather, it shows that this claim can be endorsed from a plurality of points of view.  If one holds that differentiating skeptical hypotheses are no more plausible than their doppelgangers but that commonsense is more plausible than its doppelganger, then one will hold that one can rationally reject all the differentiating skeptical hypotheses.  And if one holds that all differentiating hypotheses, including commons sense, have the same degree of plausibility as their doppelgangers, then one will agree that one can rationally reject all the differentiating skeptical hypotheses, but one will add that one can also rationally reject common sense.  Either way, the conclusion will stand that the differentiating skeptical hypotheses can rationally be rejected.
But this response is not very satisfactory.  For what I want is not just a justification for the rejection of skeptical hypotheses, but also a justification for the acceptance of common sense.  Now if one should have the same degree of credence in common sense and in its doppelganger, then it would be rationally permissible to reject both; and, apart from considerations of cognitive economy, it would also be rationally permissible to take into account both common sense and its doppelganger, and to give equal consideration to each.  It would not, however, seem rational to do what we all do, namely to accept common sense and to reject its doppelganger.  

One might, however, attempt to justify this practice as follows: 

Since every theory is equally plausible, no option is any more rational than any other, and so every option is rationally permissible.  And if every option is rationally permissible, then any option recommended by common sense is likewise rationally permissible.  And if any option recommended by common sense is rationally permissible, then it is rationally permissible to accept common sense.
But this is hardly a satisfactory defense of the acceptance of common sense, for it applies equally well any theory, including skeptical theories.  What we want is an argument for the conclusion that it is more rational to accept common sense than it is to accept any skeptical theory.

In order to reply to Fine’s objection, I will need to make use of what I call the epistemic principal principle:

For any agent, s, and any proposition, p, and any real number x, s ought rationally to be such that, if she has a nonzero degree of credence in the proposition that the epistemic probability of p for s is x, then her conditional degree of credence in (p given that the epistemic probability of p for s is x) is x.

(By the epistemic probability of the proposition for an agent, I mean the degree of credence that it would be most rational for the agent to have in this proposition.  When it is rationally permissible for an agent to have any of several alternative degrees of belief in a proposition, the epistemic probability of the proposition for the agent in question will have no unique value, and so we must instead speak of an epistemic range, consisting in the set of all permissible degrees of belief.  The smallest degree of belief in this range may be called the minimal epistemic probability, and the greatest may be called the maximal epistemic probability.)  I will clarify and defend the epistemic principal principle in the final section of this dissertation.
Now suppose I have spent the last few days in the Classics Library reading The Complete Works of Skepticus Equiprobabilius.  Skepticus Equiprobabilius argues that one ought rationally to have an equal, infinitesimal degree of credence in every maximally specific hypothesis (a maximally specific hypothesis is any hypothesis that is not identical to the disjunction of any two consistent and non-equivalent hypotheses).  I am completely persuaded by his arguments, and I come to believe with certainty that I ought rationally to have an equal, infinitesimal degree of credence in each maximally specific hypothesis.  It follows from the epistemic principal principle that if I believe this, then I am rationally required to have an equal, infinitesimal degree of credence in each such hypothesis.  For let i be the infinitesimal degree of credence that I believe I ought to have in each maximally specific hypothesis.  It follows from the epistemic principal principle that, for any maximally specific hypothesis, h, my conditional degree of credence in (h given that epistemic probability of h for me is i) is required to be i.  And since I believe with certainty that the epistemic probability of h for me is i, it follows that my degree of credence in h is required to be i.
Suppose, therefore, that upon reading the works of Skepticus Equiprobabilius, I not only come to believe that I ought rationally to have an equal, infinitesimal degree of belief in each maximally specific hypothesis, but I also come to have such degrees of belief.  In this case, I will regard the maximally specific hypotheses that are compatible with common sense as no more plausible than their doppelganger, nor as any more plausible than any other maximally specific skeptical hypothesis.  Thus, I will have no more reason to accept the disjunction of the maximally specific hypotheses that are compatible with common sense (and hence to accept common sense) than I have to accept the disjunction of the doppelgangers of these maximally specific hypotheses.
But this should not surprise us.  For in the case just described, although I have only an infinitesimal degree of credence in each maximally specific hypothesis concerning the nature of the world, I have a degree of credence 1 in a skeptical epistemological hypothesis, namely the skeptical theory of rationality propounded by Skepticus Equiprobabilius.  But the arguments I have presented for the rejection of skepticism are not meant to be applicable to those who are utterly convinced of the truth of any skeptical hypothesis; rather, they are meant only to apply to those who have some degree of credence short of certainty in one or more skeptical theories.

So now let us suppose that, upon reading The Complete Works of Skepticus Equiprobabilius, although I find his arguments extremely persuasive, I am not utterly convinced by them.  Suppose I have a degree of credence of .99 that Skepticus is right, and that I ought rationally to have an equal, infinitesimal degree of credence in every maximally specific hypothesis concerning the nature of the world.  But suppose I retain a degree of credence of .01 in a more commonsensical epistemological view, according to which I ought rationally to a higher degree of credence in commonsensical hypotheses concerning the world than in their doppelgangers.  And suppose that the commonsensical epistemological hypothesis also implies that for any two differentiating skeptical hypotheses that are doppelgangers of one another, I ought rationally to have the same degree of credence in each.
It follows that if I comply with the epistemic principal principle, then my degree of credence in commonsensical hypotheses concerning the world conditional on the truth of the commonsensical epistemological hypothesis will be greater than my degree of credence in their doppelgangers conditional on the truth of the commonsensical epistemological hypothesis.  But my degree of credence in commonsensical hypotheses concerning the world conditional on the truth of Skepticus’ epistemological hypothesis will be equal to my degree of credence in their doppelgangers conditional on the truth of Skepticus’ epistemological hypothesis.  Therefore, my unconditional degrees of credence in the commonsensical hypotheses must be greater than my unconditional degrees of credence in their doppelgangers.  Moreover, for any two differentiating skeptical hypotheses that are doppelgangers of one another, my degree of credence in each will be the same conditional on either the truth of the commonsensical epistemological hypothesis or of Skepticus’ epistemological hypothesis.  Therefore, for any two such skeptical hypotheses, my unconditional degrees of credence is rationally required be the same in each.
But if, for every pair of differentiating skeptical hypotheses that are doppelgangers of one another, I have the same degree of credence in each, then it will be rational for me to reject both members of each of these pairs.  And if, for every commonsensical hypothesis concerning the world, I have a greater degree of credence in it than in its doppelganger, then it will be rational for me to reject its doppelganger.  (Systematically rejecting the doppelgangers of every commonsensical hypothesis concerning the world will have the effect of increasing the dispersion among the expected values of my options, but it will not affect the order among their expected values, and so it will not affect my decisions.)  And since every differentiating skeptical hypothesis is either the doppelganger of a commonsensical hypothesis or else it is the doppelganger of another differentiating skeptical hypothesis, it follows that it will be rational for me to reject every differentiating skeptical hypothesis.  Having done so, then only differentiating hypotheses that remain will be the commonsensical ones.  And since I have already argued that it is rational to reject every standard or non-differentiating skeptical hypothesis, it follows that it is rational to reject, from the practical point of view, every hypothesis that is not commonsensical, and retain only the commonsensical hypotheses.
To sum up, if I am utterly convinced in the truth of the skeptical epistemological view according to which I ought rationally to have the same degree of credence in every maximally specific hypothesis, then it will not be rational to accept common sense from the practical point of view, or at least doing so would be no more rational than accepting a differentiating skeptical hypothesis.  But if, in spite of having a very high degree in this skeptical epistemological view, my confidence in this hypothesis is not absolute, and my remaining credence is in a commonsensical epistemological view according to which I ought rationally to have a higher degree of credence in commonsensical hypotheses concerning the world than in differentiating skeptical hypotheses, then it will be rationally permissible for me to accept only the commonsensical hypotheses, but it will not be rationally permissible for me to accept only differentiating skeptical hypotheses. 

4.   The Rejection of Subjectivism

In this chapter, I will discuss subjectivist theories of value, as well as subjectivist theories of objective practical reasons.  By a subjectivist theory of value, I mean a theory according to which the value or degree of objective choiceworthiness of an outcome for an agent is a function of, and is to be explained in terms of, this agent’s actual or hypothetical attitudes.  By a subjectivist theory of objective practical reason, I mean a theory according to which what an agent ought objectively to do depends on, and is to be explained in terms of, this agent’s actual or hypothetical attitudes.

Subjectivist theories differ in terms of the nature of the attitudes by which they account for value or for practical reasons.  In this chapter, I will begin by considering theories in to which this explanatory role is played by an agent’s actual or hypothetical desires.  I will then consider theories in which this explanatory role is played by an agent’s beliefs, or, more precisely, by her belief or credence in evaluative theories or propositions.  And I will conclude by considering theories according to which this explanatory role is played by the agent’s acceptance of evaluative theories or propositions.
4.1.  Two Kinds of Desire-based Theory
According to desire-based theories of practical reason, the more an action would result in the agent’s actual or hypothetical desires being satisfied, the more reason the agent has to perform the action.  Or more precisely, a desire-based theory of objective practical reason implies that the greater the degree to which an agent’s actual or hypothetical desires would in fact be satisfied as a result of an action, the more objective reason she has for performing it.  And an a desire-based theory of subjective practical reason implies that an agent has more subjective reason for performing an action the greater is this action’s prospect for satisfying her actual or hypothetical desires, where an action’s prospect for satisfying an agent’s actual or hypothetical desires is determined by the agent’s degrees of belief, or by what her degrees of belief ought rationally to be given her evidence.  I will be concerned only with desire-based theories of objective practical reason.  If I can show that one should reject desire-based theories of objective practical reason, it will follow that one should reject desire-based theories of subjective practical reason, for one cannot coherently accept the latter while rejecting the former.
Further I will be concerned with theories according to which an agent has more objective reason to perform an action the more this action would result in the satisfaction of the agent’s current desires, or of the desires that the agent would currently have under certain idealized conditions.  I will not, in this chapter, be considering the prudential theory according to which an agent has more objective reason to perform an action the more this action would result in the satisfaction of the desires that the agent will have in the future over the course of her life, or the more this action will promote the total degree of satisfaction of her future desires.  I will argue for the rejection of this prudential theory in chapter 6.
I will consider two kinds of desire-based theory of practical reason.  According to what we may call the actual desire-based theory, one has more reason to perform an action at t the more it would promote the desires one actually has at t.  And according to what we may call the idealized desire-based theory, one has more reason to perform an action at t the more it would promote the desires one would have at t if one’s desires had been revised by a process of informed rational deliberation.

Now recall that as I am employing the notion of value, one outcome is more valuable than another for an agent at a time just in case the agent has more objective reason to perform an action with the former outcome than to perform an action with the latter outcome.  It follows that the actual desire-based theory of objective practical reason is equivalent to the actual desire-based theory of value, according to which an outcome is more valuable for an agent at a time the more it would satisfy the desires of the agent at that time.  Similarly, the idealized desire-based theory of objective practical reason is equivalent to the idealized desire-based theory of value, according to which an outcome is more valuable for an agent at a time the more it would satisfy the desires she would have at that time if her desires had been revised by a process of informed rational deliberation.  Therefore, if I can show that we should reject both of these theories of value, then I will have shown that we should reject the corresponding theories of objective practical reason.  In the next section, I will argue for the rejection of the actual desire-based theory of value, and in the subsequent section, I will argue for the rejection of the idealized desire-based theory of value.
4.2.  The Actual Desire-based Theory

If a theory contributes nothing to the expected values of one’s options, then it can be harmlessly rejected, since doing so will have no effect on one’s choices.  In this section I will argue that the actual desire-based theory is a theory of this kind, and hence that it can be harmlessly rejected.

Suppose you and a stranger are trapped in a cave, and you are deciding among a number of options.  Some of these options would involve some probability of your losing a leg, and others would involve some probability of the stranger losing his life.  No option involves a chance that both these outcomes occur, nor does any option involve no chance that either will occur.  Thus, in order to decide among your options, you need to compare the disvalues of your losing a leg and the stranger’s losing his life.  If you hold that, for you, the disvalue of the stranger’s losing his life is five time’s greater, then it will be rational for you to choose an option involving a chance of your losing a leg in preference to an option involving a chance of the stranger’s losing his life so long as the former chance is not more than five times as great as the latter.

Now suppose your credence is divided between two alternative evaluative theories, the actual desire-based theory, TA, and a non-subjectivist theory, TB, according to which the value of an outcome for an agent is independent of her desires and other attitudes toward this outcome.  And suppose that initially, you care more about your own leg than about the stranger’s life.  Thus, you would prefer to take a big risk with the stranger’s life than a small risk with your own leg.  Let P1, which we may call your initial preference ratio, represent the indifference point.  That is, let P1 represent the ratio of the risk to the stranger’s life divided by the risk to your own leg at which you would be indifferent between the two options.  We are assuming that initially this ratio is quite large.  Since TA implies that the choiceworthiness of an outcome is an increasing function of the degree to which one desires it, TA will imply that the most choiceworthy outcome is whatever outcome you most desire.  And TA, in conjunction with decision theory, will imply that so long as your preferences satisfy the axioms of decision theory, the most choiceworthy gamble over outcomes will be whatever gamble you most desire.  For decision theory implies that the value of a gamble is equal to its expected value, and if your preferences satisfy the axioms of decision theory, you will always prefer the gamble with the greatest expected value.  Thus, TA will imply that a given risk to the stranger’s life should be chosen in preference to a given risk to your own leg just in case you prefer the former to the latter.  In other words, according to TA, the choiceworthiness ratio coincides with your preference ratio.  Let 
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 represent the initial choiceworthiness ratio conditional on TA (i.e., the ratio between the risk of the stranger’s losing his life and your losing your leg at which the actual desire-based theory implies that you ought to be indifferent between the two gambles).  It follows that
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Assume, however, that the alternative evaluative theory in which you have credence, TB, implies that the death of the stranger would be much worse than the loss of your leg.  Assume, therefore, that 
[image: image26.wmf]B

T

C

1

, the initial choiceworthiness ratio conditional on TB, is quite small.  Since your credence is divided between TA and TB, it follows that the ratio of the risk to the stranger’s life and the risk to one’s own leg at which it would be rational to be indifferent between the two risks will be somewhere in between 
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.  To be precise, it will be the weighted average of the choiceworthiness ratio conditional on TA  and the choiceworthiness ratio conditional on 
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And (H1) and (H2) imply:
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But if one is rational, then one will prefer the rational option.  Thus one must revise one’s preference ratio so that it coincides with the unconditional choiceworthiness ratio.  Thus one’s revised preference ratio, which we may call P2, will be equal to C1.  That is,
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And recall that according to TA, the choiceworthiness ratio coincides your preference ratio.  And since your preference ratio has been revised and is now P2, the new value of the choiceworthiness ratio conditional on TA, which we may call 
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, will coincide with P2.  That is,
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Note that (H4) and (H5) imply:
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And now our unconditional choiceworthiness ratio, 
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But recall that according to TB, the values of outcomes, and hence of gambles over outcomes, does not depend on one’s attitudes toward these outcomes or gambles, and so the change in one’s preferences will not result in any change in the choiceworthiness ratio conditional on TB.  Thus,
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And (H7) and (H8) imply:
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Further, (H6) and (H9) imply:

(H10)
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In other words, the revised unconditional choiceworthiness ratio will be the weighted average of the old unconditional choiceworthiness ratio and the choiceworthiness ratio conditional on 
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This process iterates indefinitely.  Each time, the revised unconditional choiceworthiness ratio comes closer and closer to the choiceworthiness ratio conditional on 
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 is a non-subjectivist theory, it implies that the choiceworthiness ration does not depend on our attitude toward the outcomes, and so choiceworthiness ratio conditional on this theory remains constant throughout the revision.  At the limit of this process, the unconditional choiceworthiness ratio will coincide with the initial choiceworthiness ratio conditional on 
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 says you should make.  That is, what you will do if you take into account both TA and TB is the same as what you will do if you reject TA and deliberate on the basis of TB alone.  And so you may harmlessly reject TB.
This argument can be generalized in two ways.  First, it applies to choices over any set of options.  For any choice can be thought of as a choice over gambles, so long as gambles are understood to include the limiting case of gambles in which one outcome is certain.  And one gamble, G1, is preferred to another gamble, G2, just in case, where W is some outcome dispreferred to all the other outcomes in question, one would be indifferent between a gamble between G1 and W and a gamble between G2 and W when the chance of getting outcome W is greater in the latter gamble than in the former.  Therefore, if taking into account TA has no bearing on what one concludes concerning the choiceworthiness ratios among gambles, then it will have no bearing on what one concludes concerning the comparative choiceworthiness of gambles.  And if every choice among options, including choices under certainty, can be thought of as choices among gambles, it follows that taking into account TA will no bearing on any choice among options.
The second way in which this argument can be generalized is to cases in which one’s credence is divided between TA and any number of non-subjectivist theories of value.  Simply let TB represent the negation of TA, and hence the disjunction of all these alternative non-subjectivist theories.  It can be shown that in this case, as one rationally revises one’s preferences, what is most choiceworthy unconditionally will approach ever more closely to what is most choiceworthy conditional on the negation of TA.  At the limit, the two will coincide.  And so taking into account TA will have no effect on what it is rational for one to choose, and so it can harmlessly be rejected.
4.3.  The Idealized Desire-based Theory

According to the idealized desire-based theory of value, the value of an outcome for an agent at a time is an increasing function of the degree to which it would satisfy the desires she would have at that time if her desires had been revised by a process of informed rational deliberation.  I will argue that on one conception of the relevant sense of being ‘informed’, the idealized desire-based is similar to the actual desire-based theory, in that taking it into account in deliberation will have no effect on one’s choices.  Hence, like the actual desire-based theory, it can be harmlessly rejected.  I will then argue that on alternative conception of the relevant sense of being ‘informed’ that avoids this difficulty, the idealized desire-based theory is incoherent.
On the first conception, being informed just involves being descriptively informed.  Thus, an agent who has false evaluative beliefs, or who has positive credence in false evaluative theories, can still count as informed.  And so on this conception, the desires that one would have as a result of informed rational deliberation are desires one would have as a result of rational deliberation if one were well informed concerning descriptive matters of fact, but retained one’s current evaluative beliefs, so long as the latter are not themselves derived from false descriptive beliefs.  And given this conception of informed rational deliberation, the idealized desire-based theory will imply that the value of an outcome for an agent at a time is proportional to the degree to which it would satisfy the desires she would have if she were to deliberate rationally on the basis of true descriptive beliefs, while retaining her current degrees of belief in evaluative theories (so long has her credence in these evaluative theories is not itself the result of her having credence in false descriptive views).  Call the resulting view the descriptively informed desire-based theory.
Now suppose I am deciding whether to save my life or a stranger’s leg.  My credence is divided between two theories: the descriptively informed desire-based theory and a consequentialist theory.  According to the latter, an outcome in which I save the stranger’s life is more valuable than an outcome in which I save my own leg.  And assume that my credence in the consequentialist theory is not the result of false descriptive beliefs.  It can be shown that if I satisfy the axioms of decision theory, and if, in the course of deliberatively revising my desires, I retain my credence in the consequentialist theory, then as a result of such rational deliberation, my desires will come to line up with the evaluations of the consequentialist theory in which I have credence.  In other words, I will come to prefer whatever outcomes or gambles are most highly valued by the consequentialist theory.  (The argument for this conclusion is very similar to the one given in the preceding section, so I’ll omit it.)  

Now the descriptively informed desire-based theory, in conjunction with decision theory, implies that the most valuable outcomes and gambles are whichever outcomes and gambles I would most desire as a result of such a process of rational desire revision, retaining my degrees of belief in evaluative theories.  Therefore, the descriptively informed desire-based theory will agree with the consequentialist theory concerning which outcomes and gambles are most choiceworthy.  Hence the two theories will agree concerning which options I should choose.  Hence I can harmlessly reject the descriptively informed desire-based theory, and deliberate on the basis of the consequentialist theory alone.  (Note that in this argument, nothing hangs on the fact that the alternative theory is consequentialist.  All that matters is that the alternative theory is not desire-based.)

So let us now consider an alternative conception of what is involved in being informed in the relevant sense, according to which it involves being both descriptively informed and evaluatively informed.  That is, just as an informed rational deliberator must believe only what is true concerning descriptive matters of fact, and can have no credence in false descriptive theories, so an informed rational deliberator must believe only what is true about value, and can have no credence in false evaluative theories.  Correspondingly, the idealized desire theory will imply that the value of an outcome for an agent is an increasing function of the degree to which that outcome would satisfy the desires she would have if she were to deliberate rationally on the basis of true descriptive beliefs and true evaluative beliefs.  Call the resulting view the completely informed desire-based theory.  
Now every theory implies that it is itself true.  Thus, the completely informed desire-based theory of value implies that the true theory of value is the completely informed desire based theory of value.  It follows that the completely informed desire-based theory of value implies that the value of an outcome for an agent is proportional to the degree to which that outcome would satisfy the desires she would have if she were to deliberate rationally on the basis of true descriptive beliefs in conjunction with the completely informed desire-based theory of value.

Now the degree to which one will desire an outcome as a result of a process of rational deliberation will depend on the conception of value or conception of the good that informs one’s deliberation.  For to set one’s degree of desire for an outcome deliberatively is to evaluate this outcome, and to form a degree of desire for this outcome that is proportional to one’s evaluation of it.  Correspondingly, to set one’s preferences over outcomes through deliberation is to ask oneself which of these outcomes is better or more choiceworthy, and thereby to come to prefer the outcomes that one views as better or more choiceworthy.  Thus, if one has an impartial conception of the good, and one reflects both on the outcome in which one’s own leg is saved and on the outcome in which the stranger’s leg is saved, and one forms one’s preferences over these outcomes through rational deliberation, then one will come to prefer the outcome in which the stranger’s leg is saved.  If, however, one deliberates on the basis of an agent-relative conception of the good, one might form the opposite preference.  Similarly, if one regards the welfare of animals as no less important than the welfare of humans, then if one reflects both on an outcome in which one eats a veal cutlet and on an outcome in which one eats a vegan wrap, and one forms one’s preferences through rational deliberation, one will come to prefer the latter outcome; but if one has a conception of the good in which animal suffering is of little significance, one may come to form the reverse preference.
But now suppose one forms one’s preferences or degrees of desire on the basis of the conception of the conception of the good provided by the completely informed desire-based theory of value.  Then one will come to prefer whatever outcomes are best according to this theory.  But there is a problem.  It is impossible to guide the deliberative formation of desire on the basis of the completely informed desire-based theory of value.  For this theory implies that outcome A is better than outcome B just in case one would rationally come to prefer A to B were one to form one’s preferences rationally on the basis of this very theory.  In effect, the completely informed evaluative theory says: “the better outcome is whichever outcome I say is better”; and that’s all the theory says.  Thus, in order to employ this theory in guiding one’s deliberation, one would need to already know the conclusion of one’s deliberation, and if one knew this.  But if one knew this, one would no longer be deliberating.  Now if it is it is impossible to form one’s desires through a process of deliberation in which the completely informed desire based theory is assumed to be true, then it makes no sense to ask what one’s degrees of desire for outcomes would be if one’s desires were formed in this manner.  Therefore, the completely informed desire based theory, which makes reference precisely to such degrees of desire, is incoherent.  Or at the very least, it is viciously circular.
I have assumed, in the above argument, that if a process of rational desire formation is not guided by false evaluative theories, it must be guided by the true evaluative theory. But the desire-based theorist might deny this.  She might define a define the relevant process of belief formation as a process that is informed by only true descriptive beliefs, and by no evaluative beliefs, or no conception of the good, whatsoever.  Brandt seems to hold such a view.  He says that rational desires are those that would result from “cognitive psychotherapy,” which he describes as a kind of “value free reflection.”
  On Brandt’s view, the degree of desire for an outcome that is rational for agents is the degree to which they would desire these outcomes “if relevant available information registered fully, that is, the persons repeatedly represented to themselves, in an ideally vivid way, and at an appropriate time, all the available information that is relevant in the sense that it would make a difference to desires and aversions of they thought of it”
 and if the “full registering” of this information occurred without the mediation of evaluative beliefs.

But the human mind doesn’t work like that.  We are not capable of vividly and repeatedly representing an outcome to ourselves without evaluating this outcome.  I can vividly imagine the suffering of a young cow, but I cannot do so without thinking of the cow either as a being with rights, or as a mere object to be used, or in some other evaluatively informed manner.  Similarly, I can vividly imagine climbing a Himalayan peak, but I cannot do so without thinking of this either as a heroic expression of human resolve or as a monumental waste of time and resources, or in some other evaluative informed manner.  There may be beings who are able to reflect on outcomes and form preferences for these outcomes without bringing any evaluations to bear, but we are not such beings.  That kind of innocence is not possible for us.
To sum up, if the idealized desire-based theory defines an agent’s rationally revised desires as the ones she would form on the basis of rational deliberation involving her current degrees of credence in evaluative theories, then this theory will play no role in determining the order among the values of one’s options, and so it can be harmlessly rejected.  If, however, it defines an agent’s rationally revised desires as the ones she would form on the basis of rational deliberation on the basis of true evaluative beliefs, then it is incoherent or viciously circular.  And if it defines an agent’s rationally revised desires as the one she would form through a process of a process of rational desire formation that involves no evaluative beliefs, then this theory cannot apply to human beings.

4.4.  Belief-Based Theories

So far I have considered theories according to which the degree of choiceworthiness of an outcome depends on the agent’s actual or hypothetical desires.  But a subjectivist about value need not hold that the values of outcomes for an agent are determined by the agent’s conative attitudes such as her desire or preferences.  She might instead hold that this is determined by the agent’s cognitive or doxastic states, and in particular by her beliefs or degrees of belief, in conceptions of the value or choiceworthiness of outcomes.  She might, for instance, hold the following theory, which we may call the actual evaluative belief-based theory, or TB for short.

The objective value, or degree of choiceworthiness, of an outcome X for s is necessarily equal to the value that s believes X to possess.  In other words, outcomes are always precisely as choiceworthy for an agent as the agent believes them to be.

The argument for the rejection of the evaluative-belief based theory will involve two steps.  First, I will argue that no one who fully believed that the theory is true could rationally accept it.  I will then argue that if someone has partial credence in this theory, then it will be rational for her to reject it.  Thus, regardless of one’s degree of belief in the theory, it will be rational to reject it.

Now according to a common view of beliefs, one of the essential characteristics of a belief is that it has a mind-to-world direction of fit.  That is, what distinguishes beliefs from conative states such as desires is that beliefs are things we try to get to match up with the world, whereas desires are things we try to get the world to match up with.  We aim to correct for discrepancies between our beliefs and the world by adjusting the former, whereas we aim to correct for discrepancies between our desires and the world by adjusting the latter.  But if this account is right, and if a mind-to-world direction of fit is an essential feature of beliefs, then we must regard our beliefs to be subject to the possibility of error.  For if we held that it is impossible for our beliefs to fail to match up with the world, then we could not aim to adjust our beliefs in such a way as to prevent such a mismatch.  We cannot aim to bring about what we regard as necessarily obtaining, or to prevent what we regard as necessarily not obtaining.

Now suppose we were certain of the truth of TB.  Then we would hold that what is choiceworthy for us is necessarily whatever we believe to be choiceworthy.  Hence we would believe that we could not possibly have false beliefs about what is choiceworthy.  And in this case, it follows from the argument given above that we could not have genuine beliefs concerning what is choiceworthy.  And if we have no beliefs concerning what is choiceworthy, then we clearly cannot guide our actions on the basis of a theory according to which what we should choose depends on our beliefs concerning what is choiceworthy.

Another problem with TB is that it says nothing about the values of outcomes for those who are uncertain concerning the values of outcomes, and whose credence is divided among several possibilities concerning their value.  To solve this second problem, we might amend TB to arrive at the following theory, TB’:

The objective value of outcome X for s is equal to the expected value of  X relative to s’s credence distribution over alternative evaluative theories.

Thus, if I had a degree of belief of .75 that acquiring an apple has a value of 4, and a degree of belief of .25 that acquiring an apple has a value of 8, then according to TB’, the objective value, for me, of acquiring an apple is .75 * 4 + .25 * 8 = 5.

The first thing to note about TB’  is that if one were to fully believe it, one’s credence could never remain divided concerning the value of an outcome, assuming one has introspective access to one’s degrees of credence.  For suppose one initially had evaluative uncertainty.  As in the example just given, initially one has a degree of credence of .75 that acquiring an apple has a value of 4, and a degree of credence of .25 that acquiring an apple has a value of 8.  In this case, it will follow from TB’, which, ex hypothesi, one fully believes, that the objective value of acquiring an apple is 5.  And so if one has introspective access to one’s degrees of credence, then one will be rationally required to update one’s degrees of credence so as to fully believe, or to have a degree of credence of 1 in, the proposition that the objective value of acquiring an apple is 5.  Thus one’s credence will no longer be divided.

But it is true on TB’, just as it was on TB, that if one fully believes that an outcome has a certain value one cannot be mistaken.  For if one fully believes that the value of X is v, then the expected value of X, relative to one’s credence distribution, is v.  Hence, it follows from TB’ that the objective value of X is v.  Thus, anyone who fully believes TB’ will fully believe that she cannot falsely hold full beliefs concerning the values of outcomes.  But if the argument given above is correct, then in order for an attitude to constitute a belief, one must regard it as possible for the attitude to be mistaken.  Therefore, anyone who fully believed TB’ could not have full beliefs concerning the values of outcomes.  

And I have already argued that someone who fully believes TB’ could not rationally have partial degrees of belief concerning the values of outcomes, and at the same time be aware of these partial degrees of belief.  Thus, no rational agent who fully believed TB’ could have any degrees of belief, full or partial, concerning the values of outcomes, and at the same time be aware of these degrees of belief.  But in order to guide one’s actions on the basis of TB’, one must have such beliefs and one must be aware of them.  Therefore, no rational agent who fully believed TB’ could guide her actions on its basis, and hence no such agent could rationally accept this theory.

I have argued that TB’, like its predecessor, TB, could not rationally be accepted by anyone who fully believes it.  But what if an agent has partial credence in TB’?  I will argue that such an agent can harmlessly reject TB’, since doing so will not affect her choices.  The argument I will now give for this conclusion is similar to the argument given above for the rejection the actual desire-based theory: the difference is that the present argument appeals to synchronic consistency, while the earlier argument appeals to the limit of a diachronic process of desire revision.

Let us begin by considering a simple case in which an agent has credence in only one alternative evaluative theory, say TC.  Now TB’ implies that the objective value of an outcome for an agent is equal to its expected value relative the agent’s credence distribution.  Thus, TB’ implies that the objective value of an outcome for an agent is equal to the sum, for all the alternative evaluative theories in which she has credence, of probability of the theory in question times the value of the outcome according to the theory.  Thus, TB’ implies that if an agent has a degree of credence of p in TB’ and a degree if credence of 1 – p in TC, then value for this agent of outcome X is (p times the value of X conditional on TB’) plus ((1 – p) times the value of X conditional on TC).  Formally,
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 Rearranging and then factoring, we get:
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And dividing both sides by the common term, we get
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Thus, the value of an arbitrary outcome is identical conditional on both 
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Note that this argument can easily be generalizes to the case in which one’s credence is divided among arbitrarily many alternative evaluative theories.  To do so, simply let TC represent the negation of 
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.  Then, by an argument exactly analogous to the one just given, we can show that the value of an outcome conditional on 
[image: image55.wmf]B

T

¢

 will be identical with its value conditional on the negation of 
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To sum up, the first belief-based theory we considered, namely 
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, cannot rationally accepted by one who fully believes it, and it does not apply to agent’s whose credence is divided among a plurality of alternative evaluative theories.  Thus, TB cannot be rationally accepted by anyone.  Similarly, the modified belief-based theory we considered, namely 
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, cannot be rationally accepted by an agent who fully believes it.  And if an agent has less than full credence in 
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, she can rationally reject it.  Thus, both of these theories can rationally be rejected by any agent.
In this section I have argued against evaluative theories according to which the value of outcomes for an agent is a function of her actual beliefs or credences concerning value.  That is, I have considered actual belief-based theories of value.  I have not considered idealized belief-based theories of value, according to which the value of outcomes is a function of the beliefs the beliefs the agent would form under idealized conditions.  An argument can be made for the rejection of this theory that is closely analogous to the argument made in the previous section for the rejection of the idealized desire-based theory.  If the ideal conditions involve the retention of one’s degrees of belief in various evaluative theories, then the idealized belief based theory can be harmlessly rejected, as doing so will have no effect on one’s decisions.  And if the ideal conditions involve fully believing the true evaluative theory, then the idealized belief-based theory will be viciously circular.
4.5.  Acceptance-Based Theories

In this last section, let us consider theories according to which what one has most reason to do or to choose depends one what evaluative theory one accepts.  And I will argue that such theories, like the other theories we have considered in this chapter, can always be rationally rejected.

Let us define acceptance-relativism as the view that one should do whatever action is recommended by the evaluative theory one accepts.  More precisely, a theory is acceptance-relativistic if and only if it implies the following two principles:

(R1)  
Given that one accepts an evaluative theory, TA, the best thing one can do is to perform any one of the actions ranked highest by TA.

(R2)  
For any two evaluative theories, TA and TB, accepting TA and performing an action recommended by TA would be no worse than accepting TB and performing an action recommended by TB.
Thus an acceptance-relativistic theory will imply that the Kantian should follow Kantianism and that the utilitarian should follow utilitarianism.  Such a theory would also imply that to accept and follow Kantianism would be no worse than to accept and follow utilitarianism, nor would the latter be worse than the former. 

Let TR be an acceptance-relativistic theory.  Thus TR will imply R1 and R2.  But it must say more than this.  For if TR consisted simply in these two propositions, then although it would indicate what one should do if one accepts Kantianism or utilitarianism or the like, it would not indicate what one should do if one accepts TR.  And so TR would be an incomplete evaluative theory, and worse, it could never be action-guiding, since it would never prescribe any action for an agent who accepts it.  In order for TR to be a complete and action-guiding evaluative theory, it must indicate what one should do if one accepts TR.  There is an infinite number of ways in which TR might be completed, and so TR is but one of an infinite number of alternative acceptance-relativistic theories.  But for the sake of concreteness we may stipulate that TR it is completed with the following:

(R3)  
Given that one accepts TR, the best thing one can do is any one of the actions recommended by whatever evaluative theory is most commonly accepted in one’s society.
Now suppose your credence is divided between the acceptance-relativistic theory, TR, and the non-subjectivist (and hence non-acceptance-relativistic) theory, TX.  In this case, it would be rational for you to reject TR and accept TX.  For suppose TX is true.  In this case, there is a subset of top-ranking options, which subset does not depend on what theory you accept.  And if you accept TX then we may assume that you will choose one of these top-ranking options.   But if you accept TR, then you might or might not choose one of these top-ranking options: you will choose one of these option only if the evaluative theory most commonly accepted in your society happens to agree with TX.  Thus, on the assumption that TX is true, by accepting TR you might do as well as you would by accepting TX, or you might do worse, but you will not do any better.  Suppose, on the other hand, that TR is true.  Since TR is acceptance-relativistic, it implies R2, and so it implies that accepting TX and performing an action recommended by TX would be no worse than accepting TR and performing an action recommended by TR.  Thus, assuming that you will perform whatever action is recommended by the evaluative theory you accept, TR implies that you would do no worse on the basis of TX than on the basis of TR.  Since accepting TX might be better if TX is true, and would be no worse regardless of what theory is true, you should accept TX.

More generally, whenever one’s credence is divided among any number of acceptance-relativistic theories and any number of non-subjectivist theories, it is rational to reject all of the acceptance-relativistic theories.  To make this argument, we must first supplement our definition of an acceptance-relativistic theory, so as to indicate what such a theory implies concerning situations in which an agent does not fully accept any one evaluative theory, but instead partially accepts a number of alternative evaluative theories, or in other words, has an acceptance distribution in which positive probability is assigned to several such theories.  Now acceptance-relativistic theories imply that what one should do is determined by what one accepts, and so given that one fully accepts a single theory, the action one has most objective reason to choose is whatever action one would choose if one were to deliberate rationally on the basis of this theory, namely, the option to which this theory assigns the highest value.  Hence acceptance-relativistic theories imply (R1).  On a natural extension of this view, the action one has most objective reason to choose is the action one would choose if one were to deliberate rationally on the basis of one’s acceptance distribution, or in other words, the option with the highest expected value relative to one’s acceptance distribution.  Further, acceptance-relativistic theories imply that no evaluative theory is a better guide to action than any other, and so accepting any one evaluative theory, and doing what it recommends, is no better than accepting any other such theory and doing what it recommends.  On a natural extension of this view, no acceptance distribution is better than any other, and so having any one acceptance distribution, and doing what is rational relative to this acceptance distribution, is no better than having any other acceptance distribution and doing what is rational relative to it.  

Now suppose your credence is divided among a set of acceptance-relativistic theories and a set of non-subjectivist theories.  If any one of the acceptance-relativistic theories is true, then no acceptance distribution is better than any other.  Suppose, on the other hand, that the true theory is not acceptance-relativistic.  The option with the highest expected value, conditional on this assumption, is precisely the option one would choose if one were to reject, or exclude from consideration, all the acceptance-relativistic theories.  Thus, conditional on the assumption that the true theory is not acceptance-relativistic, rejecting all the acceptance-relativistic theories would be an optimal strategy.  Thus, both on the assumption that the true theory is acceptance-relativistic, and on the contrary assumption that it isn’t, we should expect the strategy of rejecting all the acceptance-relativistic theories to be no worse than the strategy of taking into consideration all the theories in which one has credence.  Therefore it is rational to reject all the acceptance-relativistic theories.

Part Three:  Rational Acceptance and Time
5.   Policies of Theory Acceptance

5.1.  Should One Always Accept the Same Theory?

Only changes in evidence can give one reason to change one’s beliefs.  Thus, if it is rational for a given agent at a given time to have a given degree of belief in a given theory, then it will be rational for this agent to continue having this degree of belief in this theory for as long as her body of evidence remains the same.  But the situation is different with respect to acceptance.  For we have seen that what determines the choiceworthiness of a theory is its probability, its typicality, its dispersion, and its selectiveness.  Of these four dimensions, the latter three can vary from one context of decision to another without any change in evidence.

First consider dispersion.  As I described the case involving the Treasure Account and the Coconut Account, the Treasure Account had a much greater dispersion, and was therefore more worthy of acceptance, than the Coconut account.  But there are other possible cases in which the Coconut account would have the greater dispersion.  Suppose, for example, that the pirates who are bringing you to the Mysterious Archipelago have a keen interest in treasure, but none in coconuts.  And so when the pirates return to retrieve you from your chosen island, if they find that you are carrying treasure, they will take it from you, but if they find you are carrying coconuts, they will let you keep them.  In this case, treasure will be worthless to you, and so if the Treasure Account is true, it won’t matter what island you choose to go to.  Thus the Treasure Account will be uniform, and you should accept the Coconut Account.

It is not only descriptive theories whose relative dispersion can vary from context to context; the same is true of evaluative theories.  Consider once again the case in which your credence is divided between a time-neutral theory, according to which people’s well-being is equally valuable at all times, and a time-relative theory, according to which all that matters is the well-being of one’s contemporaries.  We saw that if you are to accept one of these theories in deciding among policies that will differ significantly in their long-term consequences, but that will differ little in their short-term consequences, then you have reason to accept the time-neutral theory in preference to the time-relative theory.  Suppose, however, that you must decide among a set of policies that you expect to have widely divergent consequences in the short term, but where you expect these consequences to wash out in the long term, in that any benefit that one policy may bring to your contemporaries is likely to be offset by a corresponding harm to a future generation, and any harm one policy may bring to one’s contemporaries is likely to be offset by a future benefit.  In this case, we should expect the differences among the values of the various policies to be greater according to the time-relative theory than according to the time-neutral theory, and so the dispersion principle will imply that we have reason to accept the former in preference to the latter.

And just as the relative dispersions of theories may vary from one decision problem to another, the same is true of their relative degrees of selectiveness.  Suppose, once again, that you will be taken to an island of your choice within the Mysterious Archipelago, but this time you know that either the Mostly Coconut Account is true, or else the Mostly Treasure Account is true, and you must decide which of these two theories to consult in choosing an island.  You know that the Mostly Coconut Account implies that nine islands contain only coconuts, and that the remaining island contains only treasure, but you don’t know the identities of these islands.  And you know that the Mostly Treasure Account implies that nine islands contain only treasure and the remaining island contains only coconuts, but again you don’t know the identities of these islands.  Now in situations in which treasure is more valuable than coconuts, the Mostly Coconut Account will be more selective, since it will imply that there is only one relatively good option and all the rest are relatively bad.  And so the selectiveness principle will imply that there is reason to accept the Mostly Coconut Account.  But in situations, such as the one described above, in which coconuts are more valuable than treasure, the Mostly Treasure Account will be more selective, and so the selectiveness principle will imply that we have reason to accept this theory in preference to the Mostly Coconut Theory.  (Similar examples could be constructed to show that the evaluative theories, like descriptive theories, can vary in their selectiveness from context to context.)

Further, just as theories can vary in their dispersion and selectiveness from context to context, they can also vary in their typicality.  That is, a theory that in one context evaluates one’s options in a manner that is typical in relation to the set of theories in which one has credence may, in another context, evaluate one’s options in a manner that is very atypical.  Suppose, for example, that you credence is divided roughly equally among three normative political theories, a liberal theory, a conservative theory, and a libertarian theory, and you are to accept one of them in the course of making a political decision.  In questions about civil liberties, it is likely that the liberal and libertarian theories will agree more closely with one another than with the conservative theory, and so the typicality principle will imply that in making such decisions there is reason to accept either the liberal or the libertarian theory in preference to the conservative theory.  But in questions about social spending, the liberal theory is likely to be the outlier, and so the typicality principle will imply that in making such decisions there is reason to accept the conservative or libertarian theory in preference to the liberal theory.

Should we therefore conclude that the rational thing to do is to continually change the theory or theories one accepts as one moves from one decision problem to another?  I will argue that such an approach would generally be irrational, as there are several considerations favoring a high degree of consistency in the theories one accepts in making different decisions.

First, continually changing the theory one accepts would be highly cognitively demanding.  Suppose, for example, that whenever we encountered a new decision problem, we first ask what theory to accept, or what set of theories to include, in solving this problem.  Suppose, in other words, that before making each first-order decision, we made a second-order decision concerning what theory or theories to accept in making the first-order decision.  This would involve considerable cognitive costs.  For in order to be confident that we are selecting the best theory, or the best subset of theories, on the basis of which to make a given decision, we must estimate the levels of typicality, dispersion and selectiveness of each of the theories in which we have credence in relation to the decision problem in question, and this would be no easy task.  It would be much better if we could choose a theory, or a subset of theories, once and for all, and then accept the same theory or theories in making every decision thereafter.  This way, we could carry out the laborious process of theory selection on some occasion when we have plenty of time to reflect, and we would then be able to make all subsequent decisions more efficiently, having culled the set of theories that must be taken into consideration.  By proceeding in this way, it is likely that we would make some decisions on the basis of a suboptimal theory or subset of theories, and that as a result, in some choice situations we would make worse decisions that we would had we made on the basis of a theory or set of theories accepted specifically for the choice situation in question.  But it may well be worth making the occasional suboptimal choice in exchange for a significant reduction in cognitive costs.

Of course, it is not as though we must either select a new theory or subset of theories for each new problem, or else accept the same theory or subset of theories in relation to every problem.  There are many intermediate possibilities.  For example, we might divide the decision problems we encounter into a plurality of types, and then choose a theory or subset of theories to be accepted in relation to each of these types of decision problem.  Then, whenever we encountered a new decision problem, we could simply determine which type this problem belongs to, and then we could solve it on the basis of the theory or subset of theories we have selected for problems of this type.  Suppose, for example, that one concluded that a Kantian theory has a greater dispersion than a consequentialist theory in relation to decisions that will primarily affect a small number of individuals, but that the reverse is true in relation to decisions whose effects will be distributed over a large number of individuals.  In this case, it might be rational to adopt a policy of accepting the Kantian theory in relation to problems of the former type, and to accept the consequentialist theory in relation to problems of the latter type.

Such an intermediate policy, however, faces problems of its own.  For any policy involving inconsistency in the theories one accepts in making different decisions can result in self-undermining behaviors.  Regardless of whether one accept the theory such that the combination of its probability, typicality, dispersion and selectiveness is best in relation to each particular problem, or if one accepts the theory whose combination of these features appears to be best in relation to the type of problem one is facing, the result of such inconsistent theory acceptance will often be worse, according to each of the theories in which one has credence, then the results of accepting any one of the these theories consistently.  And this is not surprising.  For it is well-known that self-undermining behavior can result if one’s preferences or values change over time.
  And changing the evaluative theory one accepts from context to context will have consequences similar to those of changing one’s values from context to context.  

Suppose, for example, that you are a lover of high-performance cars, and your credence is divided evenly among a number of theories concerning the choiceworthiness of such cars.  Assume that in most choice situations, these theories are all similar to one another in their degrees of typicality and selectiveness, but that they can differ significantly in their levels of dispersion.  In particular, assume that one of these theories, TA, has the highest dispersion when choosing among high-performance sports cars, since it implies that some such cars are of very little value, and that another of these theories, TB, has the highest dispersion when choosing among high-performance Italian cars, since it implies that some of these are of very little value.  Suppose that according to TA, the Ferrari exceeds all other sports cars in worth by at least $2000, in the sense that TA implies that it would be better to have a Ferrari and m dollars than it would be to have any other sports car and m + n dollars, whenever n is less $2000.  And suppose that according to TB, the Lamborghini exceeds all other Italian cars in worth by at least $2000.  All of the theories in which you have credence agree, however, that no high-performance car exceeds any other in worthy by more than $40,000.

You begin with a Mazeratti and $100,000 in currency.  Every so often you come across a high-performance car dealership that allows you to trade in whatever car you own for any one of their cars for a price of $1000.  Each dealership specializes in a different category of high-performance cars, carrying all and only cars in this category.  Many specialize in high-performance sports cars, and many others specialize in high-performance Italian cars.  You have no interest in owning two cars, and so whenever you encounter such a dealership the question you are faced with is whether to trade in your existing car, and if so, what to trade it in for.  

In this case, you will be in for trouble if every time you come across such a car dealership, you decide what to do on the basis of whatever theory has the highest dispersion in this particular situation.  For in this case you will accept TA when you come across a sports car dealership, you will accept TB when you come across an Italian car dealership.  Hence, whenever you come across a sports car dealership and you are in possession of a Lamborghini, you will trade it in for the Ferrari at a cost of $1000 dollars, and whenever you come across an Italian car dealership and you possession of a Ferrari, you will trade it in for a Lamborghini at a cost of $1000.

Following this pattern, you will soon end up with one car and no money.  But since all the theories in which you have credence agree that no high-performance car exceeds any other in worthy by more than $40, 000 dollars, it follows that if you were to accept any one theory consistently, you would not make any sequence of trades resulting in your having less than sixty thousand dollars.  Thus, if you had followed any one theory consistently, you would have ended up with a high performance car plus at least $60,000.  But all the theories in which you have credence agree that ending up with a high any performance car and $60,000 would be better than ending up with any high performance car and no currency.  Thus, according to each of the theories in which you have credence, it would be better to accept any one theory consistently than to accept whatever theory has the highest dispersion in the choice-situation at hand.

A third argument against a policy of accepting different theories in different contexts is that doing so can interfere with the possibility of effectively planning.  For planning is only effective if one guides one’s future course of action on the basis of the strategy or plan one chooses.  And in the process of planning, one must presuppose that one will indeed follow whichever plan one chooses.  For in committing oneself to carry out a plan, one is committing oneself to carry out each part of this plan.  But the various parts of a plan are generally only justified in relation to the whole.  And so unless one assumes that one will carry out the whole of the chosen plan, one could not rationally commit oneself to carrying out the various parts of this plan.  Thus one could not rationally plan at all.

Now one will only carry out a plan if, at the time of action, one regards oneself as having reason to do so.  And if, at the time of action, one accepts the same theory as one accepted at the time of planning, then one will generally hold that one has reason to carry out whatever plan one had earlier adopted (this would be true unless one comes to acquire new information, or unless one comes to believe that earlier one had planned irrationally).  If, on the other hand, the theory one accepts at the time of action differs from the theory one accepts at the time of planning, then one may well regard oneself as having no reason to carry out the plan one had earlier made.  For in this case, at the time of action, one will regard the plan as having been formed on the basis of false assumptions, and plans formed on the basis of false assumptions are not generally plans one should follow.

Thus, in order to be able to plan effectively, and hence coordinate one’s actions over time, it is necessary that throughout the period in which one is carrying out a plan, the theory one accepts, or the set of theories one includes in deliberation, is the same as the theory or set of theories one accepted or included in deliberation in the course of planning.  Thus, there will be a need for consistency in theory acceptance over time.  And the greater the degree to which one aims to coordinate the activities of one’s life, the more extensive one’s planning will need to be, and so the more extensive will be the requirements of consistency in theory acceptance.  

5.2.  The Rejection of Diachronically Unharmonious Theories

In the previous two chapters, we have seen that there are a number of kinds of evaluative theory that it is generally irrational to accept.  But when the question we are asking is not what theory to accept in making an individual decision, but rather what theory to adopt the policy of accepting in making a series of decisions, then there are other kinds of theory that can be seen to be poor contenders.

One kind of theory that it is generally inadvisable to adopt the general policy of accepting are what we may call diachronically unharmonious theories.  A diachronically unharmonious evaluative theory is one according to which one has reason to hope that one later fails to do what one has most reason to do.  More precisely, an evaluative theory, T, is diachronically unharmonious relative to an agent, s, just in case it implies that, for some earlier time, t1, and some later time, t2, an outcome in which s does what s has most reason to do at t2 is less valuable for s at t1 than some alternative outcome in s does not do what s has most reason to do at t2.  Diachronically unharmonious theories are thus theories according to which one has most reason, at later times, to undermine the ends that one has most reason to promote at earlier times.
As an illustration of the consequences of accepting a diachronically unharmonious theory, consider the following example.  Suppose there is an upcoming election, and that there are four contending political parties.  The Weekday Party wants to change the labor laws so that people work less on weekdays and more on weekends.  The Weekend Party wants to change the labor laws so that people work less on weekends and more on weekdays.  And the Bicycle Party wants to build more bike paths, though it opposes any change in labor legislation.  And both the Weekday Party and the Weekend Party oppose any change in the number of bike paths.

Suppose people frequently ask your opinion concerning what party they should vote for, and because you are very influential, they generally take your advice.  Roughly half the people who ask for your advice do so on weekdays, while the other half ask for your advice on the weekends.  Suppose, finally, that the election is very close, so that without your influence, each of the three parties stands an equal chance of winning, but because you are so influential, so long as you consistently support one party you would make it very likely that this party would win.

Your credence, let us suppose, is divided between two theories.  According to one theory, TB, what is most important is that there be more bike paths, and so you should always favor the Bicycle Party, but you should always be indifferent concerning what happens to the work week.  According to the other theory, TC, what matters changes over time: on weekdays, what matters is that there be less work on future weekdays, but on weekends, what matters is that there be less work on future weekends (though you should always be indifferent, according to TC, what happens to the bike paths).  Thus, TB is diachronically harmonious, while TC is diachronically unharmonious.  
Now suppose you want to decide which of these theories you should adopt the policy of accepting.  Suppose you adopt the policy of accepting TB.  In this case, whenever anyone asks what party to vote for, you will suggest the Bicycle party, and because of your influence, you will probably swing the election in its favor, and so the probability of a Bicycle Party victory will be close to 1.  Suppose, on the other hand, that you adopt the policy of accepting TC.  In this case, on the weekdays you will favor the Weekday Party, and so to the half of the electorate who ask your advice on weekdays, you will recommend the Weekday Party.  But on Weekends you will favor the Weekend party, and so to the half of the electorate who ask your advice on weekends, you will recommend the Weekend Party.  Thus, because of your influence, you will make it very likely that one of these two parties wins the election, but you will not make either party more likely to win than the other.  Thus, the Weekday party and the Weekend party will each have a chance of winning of close to .5.

Now suppose TB is true.  In this case, it would be much better to adopt the policy of accepting TB than to adopt the policy of accepting TC.  For if would be much better to swing the election in favor of the Bicycle Party than to swing the election against the Bicycle party and in favor of one of the other two parties.  Suppose, on the other hand, that is TB true.  In this case, what outcomes are desirable will depend on whether, at the time when one is choosing what policy to adopt, it is a weekend or a weekday.  Suppose it’s a weekday.  In this case, the policies of accepting TB would be roughly as good as the policy of accepting TC.  For a victory for the bicycle party, which would leave labor legislation as it is, would be about as good as a gamble that might result in the good outcome that people work less on the weekdays but could equally result in the bad outcome that people work more on the weekdays.  Similarly, if we suppose that it is a weekend, the policy of accepting TB will be roughly as good as the policy of accepting TC.  For an outcome in which labor legislation is unchanged would again be about as good as a gamble that might result in the good outcome that people work less on the weekends but could equally result in the bad outcome that people work more on the weekends.  Thus, the policy of accepting TB would be better if TB is true, and no worse if TC is true.  Therefore it would be more rational to adopt TB than to adopt TC.

One might raise the following objection.  Suppose it is a weekday.  In this case, if TC is true, the best strategy would be not to adopt the policy of accepting TC, but rather to adopt the policy presently favored by TC, and this will be the policy of accepting a theory according to which one should always favor the Weekday Party.  In other words, since TC is diachronically unharmonious, it is self-effacing, and so if TC is true then you should accept the diachronically harmonious theory that it recommends, namely the theory that always assigns to any given state of affairs the value that is presently assigned to it by TC.  Call this theory TC’.  Accepting TC’ would probably result in a victory for the Weekday Party.  Thus, if TC is true, then accepting TC’ would be much better than accepting TB, just as, if TB is true, then accepting TB would be much better than accepting TC’. 

This objection agrees with the claim that we should generally adopt the policy of accepting a diachronically harmonious theory.  It insists, however that the diachronically harmonious theory one accepts may be the one recommended by a diachronically unharmonious theory in which one has credence.

There is, however, a problem with this response.  For if one’s motivating reason for adopting the policy of accepting a diachronically harmonious is that this policy is recommended by a diachronically unharmonious theory, then one is unlikely to comply with this policy.  Suppose, for example, that it is the weekend, and you know that on a weekday, you adopted the policy of accepting TC’.  This theory will tell you to support the Weekday Party.  But assuming your degrees of credence haven’t changed, you will believe that supporting the Weekday Party would be a bad thing to do: for you will believe that either TB is true, in which case the Weekday Party would be only so-so, or else TC is true, in which case the Weekday Party would be terrible, from the present temporal perspective.  Since you will know that you have no reason to comply with TC’, you will be unlikely to do so.  Thus, on a weekday, although it might be desirable to bind one’s future self to accept TC’, this would not be a genuine option.  And so trying to adopt the policy of accepting TC’ would be futile.

Indeed, if TC is true, then there will be no good policy that one will be able to effectively adopt.  For any policy that consistently favors the Weekday Party will be a policy that one is unlikely to comply with, and any policy that does not consistently favor the Weekday Party is not very likely to result in a Weekday Party victory.  If, however, TB is true, then there is a good policy that one could effectively adopt, namely that of consistently supporting the Bicycle Party.  For this is a policy that, having adopted, one will always have reason to comply with.

Thus, if TB is true, then there is a theory, namely TB, that one has strong reason to adopt the policy of accepting, namely TB.  But if TC is true, then there won’t be strong reason supporting any such policy.  Therefore, other things being equal, it will be more rational to accept the policy favored by the diachronically harmonious theory, TB, than by the diachronically unharmonious theory, TC.  More generally, when we have a significant degree of credence in a diachronically harmonious theory, this generally gives us strong pro tanto reason to adopt the policy of consistently accepting this theory; but when we have a significant degree of credence in a diachronically unharmonious theory, this will not generally give us strong reason either to adopt the policy of accepting this theory, or to adopt the policy of accepting any other theory.  A diachronically unharmonious theory will not strongly favor any particular policy of theory acceptance, for any such policy would either be highly inefficient in realizing the present aims of the unharmonious theory, or else it would be unlikely to be followed in practice.

5.3.  The Rejection of Desire-based Prudential Theories

In the previous chapter, I argued for the rejection of theories according to which the value of an outcome for an agent, s, at a time, t, is proportional to the degree to which this outcome would satisfy the desires s has at t.  That is, I argued for the rejection of present-desire based theories of value.  But there are also future desire-based theories of value: theories according to which the value of an outcome for an agent at t is proportional to the degree to which it would satisfy the desires she will have after t.  If a future-desire based evaluative theory weighs the satisfaction of all future desires equally, we may call it a desire-based prudential theory.

The simplest version of the desire-based prudential theory has the feature that if someone were to accept it throughout her life, and anticipate accepting it throughout her life, she would spend her whole trying to promote the desires she anticipates having at the very end of her life.  Suppose, for example, that Nancy anticipates that during the last day of her life, she will have an obsessive love of porcelain figurines, and her overriding desire will be that at the moment she dies, she is surrounded by as many porcelain figurines as possible.  Let t – n refer to the time that precedes Nancy’s death by a temporal interval of n seconds.  Since there are 86,400 seconds in a day, it follows that between t – 86,400 and t, Nancy’s overriding desire is to maximize the number of porcelain figurines by which she is surrounded at t.  What, then, will Nancy desire at t – 86,401?  Since we are assuming that at this time she will accept the desire-based prudential theory, it follows that she will strive to maximize the satisfaction of the desires she anticipates having between t – 86,401 and t, with the desires of all times weighted equally.  But if she weighs the desires she will have at all times throughout this period equally, then the weight she will give to the desires she will have over the last second of the penultimate day of her life will be insignificant in comparison to the weight she will give to the desires she will have over the last day of her life.  Thus, she will give almost total weight to the desire to be surrounded by figurines.  And so at t – 86,401, she will strive to maximize the number of porcelain figurines she is surrounded by at t, and she will do so regardless of what other consequences this course of action may have.  Hence, at t – 86,400.1, we must ascribe to Nancy the overriding desire to maximize the number of porcelain figurines by which she is surrounded at her death.  By backwards induction, it can be shown that this will be her overriding desire throughout her life.

Thus, in its simplest form, the prudential desire-based theory is very implausible, since it involves a very serious kind of double-counting of an agent’s final desires.  We can avoid this problem, however, by limiting the desires to which one gives weight to desires that do not derive from prudential concern, that is, to desires that do not derive from the aim of maximizing the satisfaction of one’s future desires.  On this revised theory, if the only reason that, on the penultimate day of her life, Nancy will desire to maximize her figuring count is in order to satisfy the desires she will have on the last day of her life, then, prior to the penultimate day of her life, when she is weighing the reasons given by her future desires, she should exclude from consideration the desire she will have, on the penultimate day of her life, to maximize her figurine count.  Call the resulting theory the restricted desire-based prudential theory, or the restricted prudential theory for short.

  The problem with the restricted theory is that it is diachronically unharmonious.  To see why, consider the predicament of Elmo, the 20 year old accounting student.  Suppose that currently, what Elmo most desires (excluding his desire for the satisfaction of his future desires) is that he to lead a life of security, respectability, wealth and tranquility.  Elmo anticipates living to the age of 80.  And he anticipates that at the age of 75, his desires will change.  He expects that on his 75th birthday, he will reflect on all the lack of excitement he has experienced hitherto, and henceforth what he will most desire will be sex, spontaneity, frequent risks, and strong emotions.
  

Note that what Elmo currently desires is not simply that he now enjoy security, status, wealth, and tranquility, but rather that he enjoy these throughout his life.  And Elmo will continue to desire this for the next 55 years.  Thus, for the next 55 years, Elmo will desire (non-prudentially) that for the last five years of his life, he will enjoy security, status, wealth and tranquility.  Similarly, what Elmo will desire for the last 5 years of his life is not simply that he is now taking risks and experiencing strong emotions, but that he lead a life with as much risk and strong emotion as possible, for the last five years of his life, his preferences will be such that he will prefer to have led a different life from the one he has in fact led.
Suppose Elmo is now faced with a decision that will effect the last five years of his life.  Suppose there is a major naked bungee jumping event to take place in 2065, and the spots are going fast, so if he wants to participate, he must sign up right away.  The restricted prudential theory will tell him not to sign up, because although doing so would satisfy the non-prudential desires he will have for the last five years of his life, it will frustrate the non-prudential desires he will have over the next 55 years.  And since he should weigh the non-prudential desires of all times equally, the restricted prudential theory will imply that he should give more weight to the desires for security and respectability that he will have over the next 55 years than to the desires for risk-taking and strong emotions he will have for the last five.  But if, 55 years later, in 2061, a spot opens becomes available for the naked bungee jumping event, the restricted prudential theory will imply that Elmo should take it, since doing so will promote the non-prudential desires he will have for the remainder of his life.  Thus, the restricted prudential theory is one according to which, for some pairs of times, what is most choiceworthy for Elmo at the later time is not most choiceworthy for him at an earlier time.  And so this theory is diachronically unharmonious for Elmo.
More generally, for any agent, s, and any two temporal intervals, I1 and I2, both terminating at the end of the agents life, such that I2 is a proper part of I1, and such that what most satisfies the desires s has over interval I2 does not most satisfy the desires s has over I1, the restricted prudential theory will imply that what is most choiceworthy for s at the beginning of I2 is not most choiceworthy for s at the beginning of I1.  Thus, the restricted prudential theory will very often be diachronically unharmonious for agents whose non-prudential desires change over time.  And so such agents will have reason not to adopt the policy of accepting this theory.

There are two ways of revising the restricted prudential theory so as to make it diachronically harmonious.  One way to revise the restricted prudential view is to make it temporally symmetric, so that equal weight is given not only to the non-prudential desires one will have at all future times, but also to the non-prudential desires one has had at all past times.  In section 59 of Reasons and Persons, Parfit gives a strong argument for the conclusion that the resulting theory is highly implausible, an argument that I will not reconstruct here.  An alternate way of revising the restricted prudential theory so as to make it diachronically harmonious is to further restrict the future desires to which one gives weight, taking account only of the desires one has at any given time concerning the state of the world at that very time.  Call this the super-restricted prudential theory.  According to this theory, in deciding whether to sign up for the naked bungee jumping event on July 23, 2065, Elmo should take into account only the desire he will have on July 23rd, 2065 to be participating in this event, but he should not take into account the desire he will have over the next 55 years not to participate in this event in 2065, for these desires do not concern the way things are at the time when he has these desires.  Elmo will therefore sign up for the event.

The problem with the super-restricted view is that almost all of our important desires are for states of affairs that supervene on longer stretches of time that the present moment.  Thus, the desire to be a great philosopher, or to be an inspiring teacher, or to have close personal relations, or that one’s children flourish, or that one leads a life of integrity, or that one promotes social justice, or that one sees all the films of the Marx Brothers—all of these are desires whose realization depends on more than just the present state of the world.  Their realization depends rather on one’s life taking a certain shape over an extended period of time.  Thus, the super-restricted view implies that most of our most important desires should be given no weight.  And this makes the view implausible.

One might respond that the super-restricted theory does give weight to these desires, but in an indirect manner.  Suppose I desire to be an inspiring teacher.  As a result, over the course of my life, I will have lots of desires concerning what I am doing at the present moment.  For example, prior to delivering my lectures, I will desire to be currently preparing my lectures; during my lectures, I will desire to be speaking clearly and energetically, etc.  But all these desires that concern the present state of the world are instrumental desires: I desire to be preparing for my lecture in order that I may later deliver a good lecture, which I desire in turn in order to be an inspiring teacher.  And if I accept the super-restricted prudential theory throughout my life, then I will never give any weight to desire to be an inspiring teacher, and so I will never form the instrumental desire to be preparing for my lecture.
I have now considered four desire-based prudential theories: the simplest view, which gives weight to all future desires, including future prudential desires; the restricted view, which gives weight only to future non-prudential desires; the temporally symmetric view, which gives equal weight to past and future desires; and the super-restricted view, which gives weight only to future desires concerning the concurrent state of the world (that is, concerning the way the world is at the time when one will have the desires).  I have argued that there is reason not to adopt the policy of accepting the second theory, because it is diachronically harmonious.  And I have argued that the remaining three are highly implausible.  A highly implausible theory is a theory in which one ought to have a low degree of credence.  And so if these three theories are highly implausible, then it follows from the probability principle that we have reason to reject these theories.

5.4.  The Rejection of Intransitive Theories

An intransitive evaluative theory is one according to which the relationship of being more valuable than is intransitive.  Some would insist that an intransitive evaluative theory would be incoherent.  I will not take a position on this dispute.  Rather, I will argue that, even if an intransitive evaluative theory were coherent, there would be strong reason not to adopt the policy of accepting any such theory.

I should note if an evaluative theory is intransitive, then it will not be possible to represent it by a utility function assigning real number values to possible outcomes.  For the reals are well ordered, and so they can only represent evaluations that are similarly well ordered.  Further, since decision theory presupposes transitive evaluations, if someone has credence in an evaluative theory that is intransitive, we will be unable to employ decision theory in determining what she has most reason to choose.  Fortunately, the apparatus of decision theory will not be required in the following argument.

Suppose, once again, that there is an upcoming election with three contending political parties.  This time the contending parties are the following: the Industrial Party, who promise a car in every garage, the Agricultural Party, who promise a chicken in every pot, and the Dadaist Party, who promise a chicken in every garage.  Once again, the race is very close, and without your intervention, each party would stand an equal chance of winning.  Once again, however, people frequently ask for your advice, and you are sufficiently influential that if you were consistently to support one party, this would probably swing the election in its favor.  This time, however, those who ask your advice have already decided against one of the three parties, and seek your advice concerning which of the remaining two parties they should vote for.  Some are deciding between the Industrial and the Agricultural Party, some are deciding between the Industrial and the Dadaist Party, and some are deciding between the Agricultural and the Dadaist Party.  And suppose there are roughly equal numbers of people with each quandary.

Suppose your credence is divided between two theories, a transitive theory and an intransitive theory.  Both theories agree that the Industrial Party would be better than the Agricultural Party, and that the Agricultural Party would be better than the Dadaist Party.  However, while the transitive theory implies that the Industrial Party would be better than the Dadaist Party, the intransitive theory implies the opposite.  Suppose, further, that according to the intransitive theory, the degree to which the value of the Industrial Party would exceed that of the Agricultural Party is equal to the degree to which the value of the latter exceeds that of the Dadaist Party, and this in turn is the equal to the degree to which the value of the Dadaist Party exceeds that of the Industrial Party.

Now suppose you adopt the policy of accepting the transitive theory.  In this case, you will recommend the Dadaist party to no one, the Agricultural party only to those who are deciding between it and the Dadaist Party, and the Industrial Party both to those who are debating between it and the Agricultural Party, and to those who are debating between the Industrial Party and the Dadaist Party.  As a result, it will be very likely that the Industrial Party will win, and very unlikely that the Dadaist party will win.

Suppose, on the other hand, that you adopt the policy of accepting the intransitive theory.  In this case, you will recommend the each of the contending theories to roughly one third of those who seek your advice.  As a result, you should not expect to have any net impact on the election result, and so you should expect each of the three parties to remain equally likely to win.

Now if the transitive theory is true, then it would clearly be better to accept the transitive theory.  For if the transitive theory is true, then the best party is the Industrial  Party, and by accepting it one can make it very likely that this party will win, whereas if one accepts the intransitive theory the likelihood that this party will win will be only one in three.  If, on the other hand, the intransitive theory is true, then the policy of accepting the intransitive theory would not be clearly better than the policy of accepting the transitive theory.  For according to the intransitive theory, while the Industrial Party would be worse than the Dadaist Party, it would be better than the Agricultural Party.  Thus, there would be some reason to prefer the policy of accepting the intransitive theory to the policy of accepting the transitive theory, since the former would have a higher probability of resulting in a victory for the Dadaist Party; but this reason would be counterbalanced by an equally strong reason to prefer the policy of accepting the transitive theory, since this policy would be less likely to result in a victory for the Agricultural Party.

Thus, if the transitive theory is true, then there is all things considered most reason to prefer the policy of accepting the transitive theory.  But if the intransitive theory is true, then it is not the case that there is all things considered most reason to prefer the policy of accept the intransitive theory.  Thus, if one is to adopt one of these two policies, one should adopt the policy of accepting the transitive theory.

More generally, transitive theories generally have the implication that one should expect to do better by adopting the policy of accepting them than by adopting the policy of accepting intransitive theories.  But intransitive theories do not generally have the implication that one should expect to do better by adopting the policy of accepting them than by adopting the policy of accepting transitive theories.  And so, by dominance reasoning, it will generally be rational to adopt the policy of accepting a transitive theory, in preference to the policy of accepting an intransitive theory.  

6.  Rational Optimism

6.1.  The Question Concerning the Rationality of Optimism

Optimism is frequently celebrated in our culture.  Children are taught about the little engine that could, and about the ant that had “high apple pie in the sky hopes.” We are told that it is better to see a glass as half full than as half empty.  And in the final scene of Monty Python’s The Life of Brian, in the midst of a mass crucifixion, one of the characters being crucified leads the rest in a rousing performance of the song “Always Look on the Bright Side of Life.” There is no question that the idea of optimism has strong and wide-ranging appeal.  There is, however, a question as to whether optimism is rational.  In what follows, I will argue that there are strong forms of optimism that are rational in relation to acceptance, though they are irrational in relation to belief.


For the present, we may say that a theory is optimistic in relation to a given agent if it implies that this agent is able to realize valuable ends.  Now clearly it can be rational to believe, as well as to accept, optimistic theories, since such theories are often well supported by evidence.  It is not so clear, however, that it can be rational to have a degree of belief in an optimistic theory that is higher than any degree of belief that is warranted on the basis of evidence, or more generally on the basis of epistemic reasons (including a priori epistemic reasons, if there be such).  In other words, it is not so clear that it can be rational to have a degree of belief in an optimistic theory that exceeds its maximal epistemic probability.  When one’s degree of belief in an optimistic theory does so exceed its maximal epistemic probability, we may say that one’s degree of belief strongly optimistic, and similarly, when one’s degree of acceptance in an optimistic theory exceeds the theory’s epistemic probability, we may say that one’s degree of acceptance is strongly optimistic.
Clearly there are many situations in which such optimism would useful.  Suppose, for example, for example, that having strongly optimistic degrees of belief would make Thomas happy.  In this case, assuming that Thomas has reason to promote his own happiness, such degrees of belief will be instrumentally valuable for him.  Or consider Martha, who is not inclined to put much effort into projects that she believes will probably fail.  It may then be useful for Martha to believe that she can succeed at a project, even if her evidence suggests otherwise.  For suppose there is a project at which Martha would have some small chance of success if she makes a great effort, but no chance of success if she fails to make a great effort.  And suppose the cost involved in such an effort would be miniscule in comparison to the benefits that would come should the project succeed.  In this case it will be desirable for Martha to believe that she is able to succeed in the project, so that she will invest the effort required to make success possible.

But there are lots of beliefs that would be useful but that would not be rational.  If a billionaire will give me millions if I believe that 9 is a prime number, or if an evil demon will destroy the universe if I fail to believe this, then it will useful for me to have this belief, but the belief will be no less irrational on this account.  Regardless of how useful optimistic beliefs may be, they will only be rational if they are supported by the balance of evidence, or more generally by the balance of epistemic reasons.  And so if strong optimism in relation to belief is defined as having degrees of credence in certain kinds of proposition that exceeds what is warranted by epistemic reasons, then such optimism is inherently irrational.

But even if strongly optimistic belief is always irrational, strongly optimistic acceptance may still be rational, or in other words, it may be rational for our degree of acceptance in propositions of the form “I can realize end E” to be greater than the maximal epistemic probability of these propositions.  And no less a philosopher than Immanuel Kant seems to have held such a view.  In the next section, I will examine Kant’s views on the rationality of strongly optimistic acceptance.  I will discuss both the overall structure of the Kantian argument for rational optimism, as well as the determinate forms of optimism that Kant takes this argument to support.  And while I will argue that Kant’s arguments fail, in the remainder of this chapter I will argue that the determinate forms of optimism for which Kant argues can be supported by other means, namely on the basis of the dispersion principle.  
6.2.  Kant on Rational Optimism

In one of his early writings, Kant states: “the scale of reason is after all not quite impartial, and one of its arms, bearing the inscription ‘Hope for the Future,’ has an advantage of construction, causing even those slight reasons which fall into its scale to outweigh the speculations of greater weight on the other side.”
  

Kant’s views on this matter are elaborated in the Critique of Pure Reason, in a section entitled “On Opinion, Knowledge and Faith” (“Vom Meinen, Wissen und Glauben”).  Here Kant argues that strong optimism is rational in relation to glauben or faith.  By glauben, Kant means something very similar to what I have been calling practical “acceptance.”
  Kant begins by defining pragmatic glauben or pragmatic faith as the holding of a thing to be true which “forms the ground for the actual employment of means to certain actions.”
 Thus, to have pragmatic faith in a proposition is to employ it as a premise in actual means-end reasoning.  Kant then goes on to define a more general conception of faith as a disposition to have pragmatic faith, or as a disposition to employ a proposition as a premise in practical reasoning.  Kant’s conception of faith also agrees with our conception of practical acceptance is that he holds that faith “always exists in some specific degree, which .  .  .  may be large or may be small.”
 For he says that its “touchstone .  .  .  is betting.”
 One’s degree of faith in a proposition can be quantified, he tells us, in terms of what bets or gambles one would be willing to venture on the truth of this proposition.

Having defined the attitude of faith, Kant argues that strongly optimistic faith is rational.  To will an end, according to Kant, is to be committed to bringing it about or making it actual, and thus to finding the means to its realization.  (To avoid confusion, I will use the term “end” to refer to a state of affairs one intends to bring about, and I will use the term “aim” to refer to the state of willing, or intending to bring about, and end).  Thus, one can only rationally will an end if one can rationally seek the means to its realization.  But one can only rationally seek the means to the realization of an end if one regards this end as attainable.  Therefore, it is only rational to will an end if one regards it as attainable.  And so rationality requires a coherence between out conception of what of what is to be, and our conception of may be.  There are two ways in which such coherence may be brought about.  When our aims fail to cohere with our conception of what is possible, then we can either adjust the former to cohere with the latter, renouncing any aim that we hold to be unattainable, or we can adjust the latter to cohere with the former, regarding as attainable the ends that we aim to bring about.  The former kind of adjustment would seem to be an instance of realism, and hence to be perfectly rational.  But the latter would seem to be an instance of strong optimism, and to be of very dubious rationality.

Nor would it seem that we should accept the proposition that we can realize an end, merely on the grounds that we happen to will this end.  For we should only accept a proposition from the practical point of view if reasoning on the basis of this proposition would result in our making good choices.  But a practice of accepting that our ends are realizable apart from any evidence would result in the making of very bad choices.   If we did so, we would never revise our aims in response to evidence indicating their unattainability.  Consequently we would waste time and resources attempting to attain the unattainable, thereby diverting these resources from our attainable aims, and hence diminishing the total degree to which our aims are attained.  Furthermore, if we accept, from the practical point of view, a conception of the world according to which we are able to attain all of our aims, and if we retain this conception in spite of all evidence to the contrary, then the conception of the world that we accept from the practical point of view will inevitably become divorced from reality.  And by acting on the basis of such a delusory conception of the world, we are unlikely to realize any of our aims very effectively.    

Kant was aware that such wishful thinking is generally irrational.  In a footnote to the Critique of Practical Reason, he expresses his general agreement with Thomas Wizenmann, 

who disputes the authorization to conclude from a need to the objective reality of its object and illustrates the point by the example of the man in love who, having fooled himself into an idea of beauty that is merely a chimera of his own brain, would like to conclude that such an object really exists somewhere.
  

Kant agrees that when our willing an end is grounded in inclination, then we cannot infer from our willing the end to its attainability.  But he insists that the situation is very different when an end is a requirement of practical reason.  For if an aim is rationally obligatory, then we cannot rationally renounce it.  And if we can only rationally will what we regard as attainable, then it follows that it is rationally obligatory to regard any rationally obligatory aim as attainable—or at least to so regard it from the practical point of view.  “This,” Kant says, “is the only case in which my interest, because I may not give up an anything of it, unavoidable determine my judgment.”
  

But for Kant, there are rationally obligatory aims.  In other words, there are ends the willing of which is rationally obligatory.  Kant says that each of the following ends is obligatory:
(1) Humanity; 
(2) As a world in which everyone acts morally and enjoys the happiness they deserve in virtue of their moral worth; and
(3) As the Kingdom of Ends

These three ends are necessarily connected, in the sense that to will one is to will them all.
The second end can be derived from the first by the following argument.  Assume that we must regard humanity as an end.  This means, for Kant, that we must regard everyone’s humanity as an end.  For Kant, “humanity” refers to rational nature or rational agency.  And Kant holds that full rationality requires morality.  Therefore we must regard everyone’s rationality, including everyone’s morality, as an end.  Further, Kant holds that we only fully regard someone’s rational agency as an end if we aim to promote the ends that she rationally chooses.  And so we must regard as an end both everyone’s morality, and everyone’s success in realizing her rationally permissible ends.  But if everyone were fully rational, and hence fully moral, then everyone would have only ends that are rationally, and hence morally, permissible.  And since happiness consists in the satisfaction of one’s ends, it follows that if everyone were moral and everyone’s permissible ends were satisfied then everyone would be happy.  It follows that we must regard as an end a world in which everyone is both moral and happy.  Thus, we must regard as an end a world in which everyone has high moral worth, and enjoys happiness befitting their moral worth.

And so to regard (1) as an end one must regard (2) as an end.  But if one regards (2) as an end one must also regard (3) as an end.  For it is only if all rational agents have harmonious ends and act cooperatively in realizing these ends that all their ends can be satisfied.  Thus it is only in a kingdom of ends, or a community of harmoniously interacting moral agents, that universal morality and universal happiness can together be achieved.

Thus Kant says that “the moral law determines our will to confer on the sensible world the form of a whole of rational beings.”
  And such a whole, “a whole both of rational beings as ends in themselves and of the ends of his own that each may set for himself” is precisely the kingdom of ends.  Thus Kant regards the kingdom of ends as the highest good, and he states that “it is a priori (morally) necessary to produce the highest good through the freedom of the will.”
  Therefore, since we are rationally required to will the realization of the kingdom of ends, we are rationally required to regard the kingdom of ends as possible.

For Kant, the conclusion that we must regard the highest good as realizable has considerable theoretical payoff.  For one thing, it implies that we can form an a priori conception of the future possibilities that await humankind.  As he says in the Critique of Pure Reason,

Pure reason, then, contains not indeed in its speculative employment, but in that practical employment which is also moral, principles of the possibility of experience, namely, of such actions as, in accordance with moral percepts, might be met with in the history of mankind.  For since reason commands that such actions should take place, it must be possible for them to take place.
 

Since the kingdom of ends can result only from a certain kind of historical progression, we must regard such an historical progression as possible.  
We have seen that according to Kant, the moral community whose realization is required by reason must be universal.

The concept of an ethical community always refers to the ideal of a totality of human beings.  Hence a multitude of human beings united in that purpose cannot be called the ethical community as such but only a particular society that strives after the consensus of all human beings (indeed, of all finite rational beings).
 

But Kant holds that a universal ethical community could only be sustainable where its members are united by a common system of public laws,
 that is, where there is a “universal civic society which administers law among men.”
 Therefore we must regard as possible a world in which all interactions are governed by just laws, and hence in which just laws prevail not only within all nations but among all nations.  Thus, well over two centuries ago, Kant felt confident in postulating, from the practical point of view, that republican systems of governments could be established throughout the world, as could a league of nations uniting them.
    

The assumption that we can realize a kingdom of ends has implications not only for the possibility of an a priori conception of history, but also for the possibility of an a priori theory of nature, and for a practical solution to the problem of induction.  Kant describes “the hypothetical employment of reason,” whereby one infers from observed instances to non-observed instances, as follows: 

several particular instances, which are one and all certain, are scrutinized in view of the rule, to see whether they follow from it.  If it then appears that all particular instances which can be cited follow from the rule, we argue to its universality, and from this again to all particular instances, even to those which are not themselves given.  This I shall call the hypothetical employment of reason.
But we do so not because we have any objective theoretical grounds for assuming that the patterns we encounter are instances of universal laws, but only because reason has as its aim the discovery of systematic unity, and so we assume that such a systematic unity exists purely as a regulative principle to guide our inquiry:

 .  .  .  The hypothetical employment of reason has .  .  .  as its aim the systematic unity of the knowledge of the understanding .  .  .  The systematic unity (as a mere idea) is, however, only a projected unity, to be regarded not as given in itself, but as a problem only.  This unity aids us in discovering a principle for the understanding in its manifold and special modes of employment, directing its attention to cases which are not given, and thus rendering it more coherent.
 

But since theoretical reason provides no objective grounds for confidence in the existence of such a systematic unity, we are “delighted (strictly speaking, relieved of a need) when we encounter such a systematic unity .  .  .  just as if it were a happy accident which happened to favor our aim.”

It is practical reason, not theoretical reason, that provides the ground for confidence, or rather faith, that nature constitutes a systematic unity.  For it is practical reason that demands that we regard the kingdom of ends as attainable.  But a kingdom of ends, or a universal moral community in which everyone’s ends are harmoniously promoted, would not arise in just any world.  It would arise only under the most favorable circumstances, circumstances which we could never expect to obtain in a world governed by chance.  Only in a world designed for the sake of enabling the realization of a kingdom of ends should we expect to find these favorable condition.  And so if we must regard the kingdom of ends as attainable, then we must regard it not only as an end that we must seek, but also as the end for which the world was created.  And from this it follows that we must have faith in the intelligibility of the world.  For if we can be confident that the world was designed for the sake of enabling the realization of the highest good, then we can be confident that the world constitutes a system.  Whenever an object is designed for the sake of an end, all of the parts of this object can be explained in relation to this end, and so the object possesses a systematic unity.  And so in holding that the world was designed for the sake of the kingdom of ends, we hold ourselves to be in possession of the key to its intelligibility.  
Thus, the idea of a “systematic unity of ends .  .  .  leads inevitably to the purposive unity of all things, which constitutes this great whole, in accordance with universal laws of nature .  .  .  and thus unites the practical with the speculative reason.”
  Thus “the concept of freedom,” which is inseparable from the concept of the moral law and of the highest good, “constitutes the keystone of a whole structure of a system of pure reason, even of speculative [i.e., theoretical] reason.”

In summary, Kant argues for the rationality of a three-fold optimism.  At the root is what we may call practical optimism, or faith that we have the practical capacity to realize a certain end, namely the kingdom of ends.  And since Kant believes that the kingdom of ends can only be realized in the context of a universal civic society, he holds that we must have faith that together we are able to attain this end.  Thus, we must have faith not only in our own ability to realize valuable ends, but in the ability of a community of agents to do so cooperatively.  We may call this social optimism.  Finally, since Kant holds that all of these conditions will only be attainable if the world is designed, that a designed world is an intelligible world, he holds that we must have faith in the intelligibility of the world.  We may call this epistemic optimism.

The basic structure of Kant’s argument for each of these kinds of optimism can be states as follows:

(1) All rational beings, regardless of their circumstances, ought rationally to will the highest good.

(2) Therefore I ought rationally to will the highest good.

(3) I can only rationally will the highest good if, from the practical point of view, I assume that the highest good is realizable, and that I can participate in its realization.
(4) Therefore I ought rationally to assume, from the practical point of view, that the highest good is realizable, and that I can participate in its realization.

(5) But, clearly, it will only be the case that the highest good is realizable, and that a given agent can participate in its realization, if this agent is in circumstance C.

(6) Therefore, I ought rationally to assume, from the practical point of view, that it will only be the case that the highest good is realizable, and that a given agent can participate in its realization, if this agent is in circumstance C.
(7) Therefore, from (4) and (6), I ought rationally to assume, from the practical point of view, that I am in circumstance C.  
But there is a serious problem with this argument, as it is incompatible with other central claims Kant makes.  Indeed, it is incompatible with Kant’s general conception of morality from which the first premise of the argument is derived.  For according to Kant, a moral end must be the end of a possible universal legislation.  More precisely, if every rational agents, regardless of her circumstances, is required to will end E, and hence to guide his actions by this aim, then it must be rational to will, for the sake of end E, that each and every rational agent guide his actions by E.  And so, for example, it cannot be the case that every rational agent is required to will the maximization of her own pleasure, for it would not be rational, for the sake of maximizing one’s own pleasure, to will that all rational agents guide their actions with the aim of maximizing their own pleasure.  Therefore, it can only be the case that everyone, regardless of her circumstances, is required to will the highest good if it would be rational, for the sake of realizing the highest good, to will that each and every agent guide her actions by the aim of realizing the highest good.

But it is only rational to will x as a means to an end if one holds that x would promote this end.  Therefore, it is only rational, for the sake of realizing the highest good, to will that someone guide her action with the aim of realizing the highest good, if one holds that her doing so would in fact promote the highest good, and hence that through her action she can participate in the realization of the highest good.  And so it is only rational, for the sake of bringing about the highest good, to will that each and every agent, regardless of her circumstances, aim at the highest good, if one holds that each and every agent, regardless of her circumstances, is able, through her action, to participate in the realization of the highest good.  Therefore the highest good can only be required of all agents, regardless of their circumstances, if it can rationally be held to possible for all agents, regardless of their circumstances, to participate in the realization of the highest good.  But this contradicts premise (6) of the argument above, according to which I ought rationally to assume that an agent will be able to participate in the realization of the highest good only if her circumstances are favorable.

A simpler way of pressing the objection is this.  For Kant, what underlies rational optimism is the idea that ought implies can.  In his words, if “the highest good is impossible .  .  .  then the moral law, which commands us to promote it, must be fantastic and directed to imaginary ends and must therefore in itself be false.”
  And since, from the practical point of view, we must regard the moral law as valid, it follows that we must also regard the highest good as attainable.  But now Kant is faced with a dilemma.  Either the moral law commands the promotion of the highest good only on the condition that one is able to do so, or it commands this unconditionally of all possible agents in all possible circumstances.  If the former, then we have no argument for rational optimism.  For in this case since we won’t know whether we are obligated to promote the highest good until we know whether we are able to do so, and so we will be unable to infer the capacity from the obligation.  But if the moral law commands the promotion of the highest good unconditionally, then either the moral law commands the impossible, in which case it is invalid and cannot support rational optimism, or else it is possible for all agents under all possible circumstances to promote the highest good.  And if it is possible for all agents under all possible circumstances to promote the highest good, then from the fact that we are required to promote the highest good we can infer nothing about our circumstances, and so the moral law will fail to support any kind of optimism.  Thus, whichever horn in this complex dilemma one chooses, optimism will find no support.

It appears, therefore, that however appealing we may find the three kinds of optimism Kant that defends, we cannot appeal to his arguments in order to justify them.  There may, however, be another argument by which the rationality of these forms of optimism can be demonstrated.  In the remainder of this chapter, I will argue that the dispersion principle provides the basis for just such an argument.  Indeed, it provides an argument for all three kinds of optimism advocated by Kant: practical, social, and epistemic.  But first I must introduce a concept that will play an important role in these arguments, namely the concept of a strategy.
6.3.  Planning and Strategies

So far we have been considering the selection of individual actions.  Often, however, the consequences of an action depend on what one will do subsequently.  In such cases, the decision problem to be solved concerns not simply what individual action to perform, but what sequence of actions to undertake, or more precisely, what strategy to adopt.  In this section, I will begin by setting out a fairly standard decision-theoretic framework for thinking about problems of this kind, and then I will apply this framework to the problem of selecting theories to be accepted in planning sequences of actions.

Suppose you want to eat lunch.  You have the options of going home or to the restaurant.  If you go home, you can make either an omelet or a ham sandwich.  Making an omelet will be easy if the frying pan is clean, but will be more work if the frying pan must be cleaned.  And if you go the restaurant, then you can order clam chowder or today’s special, which may be either veal cutlet or vegan wrap.  And suppose that the clam chowder has usually been prepared in advance, so that it can be served as soon as it is ordered, but sometimes it isn’t fully prepared and so there can be delays.  Unfortunately, the only way to find out whether the clam chowder is ready is to order it and see how long it takes to arrive.

In this case, how good it would be to go home will depend on whether, upon going home, you would make an omelet or a ham sandwich, and how good it would be to go to the restaurant will depend on whether, upon arriving at the restaurant, you would order the oysters or today’s special.  And so it seems that in order to decide between staying home and going to the restaurant, you must first determine what you would do upon arriving at either location.  But you may be unable to predict this in advance, since what you would do upon arriving at a location may depend on what you find there.  What you would make at home may depend on whether the frying pan turns out to be clean, and what you would order at the restaurant may depend on what today’s special turns out to be.   Therefore, in order to decide whether to stay home or go to the restaurant, you must figure out what you would make at home conditional on each of the two possible states of the frying pan, and you must also decide what you would order at the restaurant conditional on each of the two possibilities for today’s special.  In other words, you must engage in contingency planning.

A complete contingency plan, dictating what to do in every possible circumstance one may find oneself in within a decision problem, may be called a strategy.  In the case presented, there are eight possible strategies:

s1:  Go home; make an omelet no matter what

s2:  Go home; make a ham sandwich no matter what

s3:  Go home; make an omelet if the frying pan is clean; otherwise make a ham sandwich

s4:  Go home; make a ham sandwich if the frying pan is clean; otherwise make an omelet

s5:  Go to the restaurant; order today’s special no matter what.

s6:  Go to the restaurant; order the clam chowder no matter what.

s7:  Go to the restaurant; if today’s special is the vegan wrap, order today’s special; otherwise, order the clam chowder.

s8:  Go to the restaurant; if today’s special is the vegan wrap, order the clam chowder; otherwise, order today’s special.

Note that while a strategy indicates what to do in every attainable information state, it does not indicate what to do in every possible state of nature.  For example, the following is not an available strategy:

s9:  Go to the restaurant; if the clam chowder has already been prepared, order it; otherwise, order today’s special.

For we are assuming that before ordering the ordering the clam chowder, you will not know whether it has already been prepared, and you cannot base your choice of action on information you will not possess at the time when the choice must be made.  

Now we have seen that when the outcome of an immediately available action depends on subsequent actions, then before deciding what to do immediately one should ideally form a contingency plan concerning what one would do after each of the immediately available actions, conditional on the various information states one may find oneself in.  But if one forms such contingency plans, and if on the basis of these plans one chooses among the immediately available actions, one will have thereby formed a complete strategy.  For example, if you decide what you would do upon going home, then you thereby determine which of the first four strategies to adopt, if you adopt any of them.  Likewise, if you decide what you would do upon going to the restaurant, then you thereby decide which of the remaining four strategies to adopt, if you adopt any of them.  And if, upon making these two hypothetical choices, you choose between going home and going to the restaurant, then you thereby have decided which of the eight available strategies to adopt.  Thus, ideally, in choosing what immediate action to perform, you will be choosing a complete strategy.  
And decision theory applies as much to strategies as to individual actions.  Thus, it is fully rational to adopt a strategy only if its expected value is not exceeded by that of any other available strategies.  It follows that an individual action is rational only if it belongs to a strategy whose expected value is not exceeded by that of any other strategy.

The expected value of following a strategy can be determined using a decision table, treating the available strategies as the options to be decided among.  In the decision problem under consideration, there are three factors about which you are uncertain, and there are two possible states for each of these factors: the frying pan may or may not be clean, the clam chowder may or may not already be prepared, and today’s special may be either the veal cutlet or the vegan wrap.  Assuming that you cannot rule out any of the logically possible combinations of these factors, your credence will be divided among eight possible states of nature.  We can thus construct an eight-by-eight decision table for this decision problem, where the eight rows are the eight possible strategies, the eight columns are the eight possible states of nature, and each cell represents the outcome of following the designated strategy conditional on the designated state of nature.  As usual, to determine the expected value of following a given strategy, you multiply the value of each cell in the row corresponding to this strategy by the probability the corresponding state of nature, and then add up the products.

Now suppose you must decide what evaluative theory to accept in choosing among the available strategies.  Suppose your credence is divided between two evaluative theories.  According to the first, which we may call the sentientistic theory, what matters in choosing among dining options is that one contribute as little as possible to the suffering of sentient beings, and according to the second, which we may call the haste theory, what matters is that one be done with lunch as quickly as possible.  And suppose that the sentientistic theory implies that some of the available strategies would be much better than others.  It may imply, for example, that s7, which involves going to restaurant and ordering today’s special if it is the vegan wrap and the clam chowder otherwise, would be much better than, s2, which would involve going home and making a ham sandwich no matter what.  Suppose, however, that each of the available strategies would be time-consuming to a similar degree.  Thus, although s3 might be slightly faster than s4, we may assume that the difference is minor.  In this case, the haste theory will imply that the dispersion among the expected values of the available strategies is small.  Therefore, it seems you have reason to accept the sentientistic theory in preference to the haste theory in choosing among the available strategies.  For if the sentientistic theory is true, then you are likely to choose a significantly better strategy if you accept it than if you accept the haste theory.  But if the haste theory is true, then the strategy you would choose on the basis of the sentientistic theory could not be much worse than the strategy you would choose on the basis of the haste theory.  Thus, it appears there is reason to accept a theory according to which there is a high dispersion among the expected values of the strategies under consideration.  And this follows directly from the dispersion principle.  For the latter states that there is reason to accept a theory according to which there is a high dispersion among the expected values of the options under consideration, and we have seen that when planning a sequence of actions, the options to be decided among are strategies.

Note that what matters is what a theory implies about the dispersion among the expected values of the strategies under consideration, not what it implies about the dispersion among the expected values of possible courses of action.  To see why, consider a revised version of the lunch problem.  In this version, suppose you know that the frying pan is clean, but you don’t know whether the fridge is stalked.  For there is a small chance that your brother-in-law arrived this morning, in which case your fridge will be empty.  And if you go home to an empty fridge, then you will have to the grocery to buy ingredients before making lunch.  Suppose the strategies under consideration that involve first going home are as follows:

s1′:  
Go home; if the fridge is stalked, make an omelet; if the fridge is empty, go to the grocery store and buy eggs, and then return home and make an omelet.

s2′:  
Go home; if the fridge is stalked, make a ham sandwich; if the fridge is empty, go to the grocery store and buy ham and bread, and then return home and make a ham sandwich.

In this case, while there are only two strategies under consideration that involve going home, these give rise to four possible courses of action that involve going home, namely the following: 

a1:  
Go home and, having found that the fridge is stalked, make an omelet.

a2:  
Go home and, having found that the fridge is stalked, make a ham sandwich.

a3:  
Go home and, having found that the fridge is empty, go to the grocery store and buy eggs, and then return home and make an omelet.

a4:  
Go home and, having found that the fridge is empty, go to the grocery store and buy ham and bread, and then return home and make a ham sandwich.

In this case, the haste theory will imply that the two strategies in question, namely s1′ and s2′, are similar in their expected values, but that four courses of action in question, namely a1 through a4, differ significantly in their expected values, as either a1 or a2 would be much faster than either a3 or a4.  However, the fact that the haste theory implies that there is a high dispersion among the expected values of the possible courses of action is not a reason to accept it.  For whether, if you were to go home, you would carry out course of action a1 or a2, on the one hand, or else a3 or a4, on the other, depends not on what theory you accept but on the way the world is.  But since it is not up to you whether you take one of the faster courses of action or one of the slower ones, it is not the case that if the haste theory is true, you are likely to carry out a course of action that is considerably better if you accept it than if you accept the sentientistic theory.

I have argued that the dispersion principle applies as much to choices among strategies as it does to choices among individual actions.  And the same is true of the other fundamental principles of theory selection.  Thus, when the options under consideration are strategies, a theory will count as typical to the extent that the expected values it assigns to the strategies under consideration are correlated with the expected values assigned to one’s options by the other theories in which one has credence.  And in deciding among strategies, there is reason to accept theories that are highly typical in this sense, for if one accepts such a theory, then even if it turns out to be false, one is likely to choose a relatively good strategy.  Similarly, when the options under consideration are strategies, a theory will count as highly selective if it implies that the relatively good strategies are rare, or in other words that most of the strategies under consideration are relatively far from the top of the value range, and a theory will count as unselective if it implies the opposite.  And in deciding among strategies, there is reason to accept a theory that is highly selective in this sense.  For if such a theory is true, then if one accepts some other theory one is likely to choose a relatively poor strategy.  But if a theory of low selectiveness is true but one accepts some other theory, then one is likely to choose a relatively good strategy all the same.  

6.4.  Practical Optimism
A theory is practically optimistic, relative to an agent, s, to the extent that this theory implies that s is able to control whether ends that are valuable for s are realized.  Similarly, a theory is practically pessimistic, relative to s, it if implies the opposite, that is, if it implies that s is not able to control of whether ends that are valuable for s are realized.

The principle of practical optimism may be stated as follows: there is pro tanto reason for an agent to accept, or to include in deliberation, theories that are more practically optimistic (relative to this agent) in preference to theories that are less so.  Equivalently: there is pro tanto reason to reject theories that are more practically pessimistic in preference to rejecting theories that are less so.  In my argument for this principle, I will employ the latter formulation.
How might a theory be practically pessimistic?  There are many possibilities.  First, it may be that none of the ends that are valuable for an agent will be realized, regardless of what this agent does.  No matter what she does, everything will go badly, and nothing she has reason to desire will come to pass.  

For most of us, a theory that implies this would be very implausible.  But in addition, this view has a low dispersion: if nothing good will come of any option one might take, then all one’s options will have the same, or a very similar, and very low, expected value.  Thus, even if it weren’t for the implausibility of this bleak theory, its low dispersion would give us strong reason to reject it.  

Second, a theory might imply that every valuable end will be realized, regardless of what one does.  Consider, for example, the universalistic theological view, according to which, although we ourselves “are not able to do even that thing which is least,” the needs of all of us, like those of the lilies of the field that neither toil nor spin, will be taken care of by a benevolent power, a power who will compensate us for every earthly ill that befalls us, as it is “his good pleasure to give us the kingdom.”  This view implies that every course of action we may take has the same, or a very similar, and a very high, expected value.  Therefore, in addition to being incredibly implausible, this view has a very low dispersion, and so we have strong reason to reject it on both counts.
(One might object that views of this second kind should not be called pessimistic, but are rather the most optimistic views of all.  What, after all, could be more optimistic that a theory according to which the future will be equally rosy regardless of how one acts?  But although there is some sense in which such theories deserve to be called extremely optimistic, such theories are not practically optimistic.  That is, they are not optimistic concerning our efficacy as agents, or concerning what we are able to bring about through action.)

Third, there are mixed views, according to which there are some ends that are valuable for us that will be realized regardless of what we do, and the rest, regardless of what we do, will not be realized.  Such views imply that all of our options have the same or very similar, and very high, expected value, and so it has a low dispersion.

Fourth and finally, there are views according to which, for at least some valuable ends, it is uncertain whether they will be realized, but for any given valuable end, the probability of its being realized does not depend significantly on how we shall act, or in other words, the probability of its being realized conditional on any one option is similar to the probability of its being realized conditional on any other option.  Such views likewise imply that all of our options will have the same or a very similar expected value.  
Note that views of this fourth kind may imply that the realization of valuable ends depends on how one acts.  Suppose, for example, that a theory implies that if one attempts to escape the burning building by one stairway one will survive, and if one attempts to escape it by the other stairway one will perish, but it doesn’t specify which stairway is which, and instead assigns the same probability to one’s survival regardless of which stairway one takes.  Such a theory will be one according to which whether one survives depends on how one acts.  But it will not be a theory according to which one is able to control of whether one survives.  For in order to be able to control of whether one survives, there must be some option such that one can anticipate surviving as a result of taking this option, and some other option such that one can anticipate not surviving as a result of taking this option.  But a theory that assigns the same probability to survival regardless of how one acts is not a theory according to which one can anticipate which courses of action would result in survival and which would not.
To sum up, there are many ways in which a theory may be practically pessimistic, but any theory that is practically pessimistic in any of these ways will have a low dispersion.  Therefore, there is pro tanto reason to reject practically pessimistic.  Correspondingly, there is pro tanto reason to preferentially accept theories that are practically optimistic.

Note that, when one is engaging in planning, in order for a theory to count as optimistic it need not imply that one is able to bring about the realization or nonrealization of valuable ends right away: all that is required is that there be available strategies that have a good prospect of realizing valuable ends, as well as available strategies with a good prospect of failing to realize these ends.  These strategies may involve sequences of actions to be carried out over a prolonged period of time, and they may also involve contingency plans for how one is to act in response to information that is not yet available.  Thus, if one is choosing what theory to accept in forming an overall life plan, there is reason to preferentially accept a theory according to which one is able to control, over the course of one’s life, the realization of valuable ends.  But there is no special reason to prefer theories according to which one’s immediately available actions are particularly efficacious.  
6.5.  Epistemic Optimism
While a practically optimistic theory is one according to which one is able to control what matters, an epistemically optimistic theory is one according to which one is able to find out what matters.  More precisely, a theory, T, is epistemically optimistic to the extent that it implies that one will be able to attain a low degree of uncertainty concerning those factors that are relevant to the values of one’s options.  Or in other words, it is epistemically optimistic to the extent that it implies that one is able to acquire evidence conditional on which there will be little uncertainty concerning the values of one’s future options.  And the principle of epistemic optimism states that under conditions of limited information, there is reason, in the course of planning, to accept theories that are more epistemically optimistic in preference to theories that are less epistemically optimistic.

The principle of epistemic optimism follows from the principle of practical optimism.  For under the relevant conditions of limited information, we are as yet uncertain concerning the consequences of the future courses of action that are available to us.  Thus, in order for us to have a high degree of control over valuable ends, two things are necessary.  First, it must be the case that some courses of action that we might take would result in our realizing these ends, and that some courses of action would result in our failing to realize these ends.  And second, it must be the case that we are able to find out which courses of action would, and which courses of action would not, lead to the realization of these ends.  Or more precisely, we must be able to reduce our uncertainty concerning which future courses of action would result in the realization of valuable ends.  That is, there must be available strategies which would involve, first, acquiring information concerning the consequences of future courses of action, and second, selecting an appropriate course of action in response to the information acquired.  Thus, given our initial uncertainty concerning the outcomes of future courses of action, we will only have a high degree of control over the realization of valuable ends if we are able to reduce our uncertainty concerning these outcomes.
Consider a case in which you must send one of five suspects to jail for life, and you have equal credence in two alternative evaluative theories, one according to which the suspect who committed the murder deserves life in jail, and the other according to which the suspect who ordered the murder deserves life in jail.  Suppose that currently you regard each of the five suspects as equally likely to have committed the murder, and you likewise regard each of them as equally likely to have ordered the murder.  However, you believe that there is very good evidence concerning who committed the murder that is available for your consultation, but that you don’t have access to good evidence concerning who ordered the murder.  Thus, you expect that if you were to consult the available evidence concerning who committed the murder, your uncertainty concerning this fact would be significantly reduced, but if you were to consult the available evidence concerning who ordered the murder, your uncertainty concerning this fact would remain very high.  

In this case, in deciding how to proceed, you have more reason to accept the act-based theory of punishment than the order-based theory.  For suppose the act-based theory is true.  If you accept the act-based theory, then you will consult the available evidence concerning who committed the murder, and you will then send to jail whatever suspect appears most likely to have committed the murder in light of this evidence.  And since the available evidence concerning who committed the murder is good, it is likely that you will thereby send to jail the suspect who in fact committed the murder.  Thus, since we are assuming the act-based theory is true, you are likely to send the right suspect to jail.  But if you accept the order-based theory, you will consult the evidence concerning who ordered the murder, and send to jail whoever appears most likely to have ordered the murder.  And since this suspect is unlikely to be the suspect who committed the murder, you are likely to send the wrong suspect to jail.  Thus, if the act-based theory is true, you are likely to do much better if you accept the act-based theory.  Suppose, on the other hand, that the order-based theory is true.  Since the evidence concerning who ordered the murder is poor, you are unlikely to send the right suspect to jail even if you accept the order-based theory, and thus consult the evidence concerning who ordered the murder and send to jail the most likely offender.  Thus, if the order-based theory is true, you are likely to send the wrong suspect to jail regardless of which theory you accept.  Therefore, you have reason to accept the act-based theory in preference to the order-based theory.

In the case just considered, there is reason to be optimistic concerning the possibility of reducing descriptive uncertainty, insofar as this uncertainty bears on the values of one’s future options.  But the principle of epistemic optimism applies to all kinds of uncertainty that are relevant to the values of one’s options.  And so there is equally reason to be optimistic concerning the possibility of reducing evaluative uncertainty.
Suppose a year from now, I must decide what career to pursue from among a hundred alternatives.  Currently, I have no idea which career would be best.  For each possible career, I am completely uncertain what it’s value would be, and for all I know it’s value could lie anywhere within a large range of values.  Thus, currently, though I’m sure that some careers would in fact be better than others, I have no idea which would be better than which, and hence there is no that I expect to be better than any other theory.
However, I have a year in which to figure out which career to choose.  My credence is divided between two alternative theories of value epistemology.  According to the first epistemological theory, which we may call the optimistic theory, there is a single true evaluative theory that indicates which option would be best, and if I spend the next year studying and applying the methods of analytic philosophy, I will be able to ascertain what this theory is.  And assume that according to the optimistic theory, besides the methods of analytic philosophy, no other methods are the least bit reliable.

According to the second epistemological theory, which we may call the pessimistic theory.  There is no such evaluative theory that is ascertainable by the human mind.  At best, we can acquire the critical skills to rule out certain options.  These critical skills will never suffice to single out the best option, but will only suffice to rule out the worst option in any choice situation.  And according to the pessimistic theory, if one spends the next year studying and applying the deconstructive methods of continental philosophy, one will acquire this critical ability to rule out the worst options.  And assume that according to the pessimistic theory, besides the methods of continental philosophy, no other methods are the least bit reliable.
Now it is clear that it would be much more rational to accept the optimistic theory of evaluative epistemology than to accept the pessimistic theory.  For if the one accepts the optimistic theory, and it is true, then one will end up figuring out which career is best, and so, and one will thus choose the best career.  If, however, the optimistic theory is true and one accepts the pessimistic theory, then one will adopt a completely unreliable method of figuring out which career is best, and so one cannot expect to choose a particularly good career.  Thus, if the optimistic theory is true, it makes a big difference which theory of evaluative epistemology one accepts.  If, on the other hand, the pessimistic theory is true, then regardless of which theory one accepts, one cannot expect to choose a particularly good career.  Admittedly, if one accepts the pessimistic theory and it is true, then one will ensure against choosing the very worst career.  But since there are a hundred careers to choose from, one is unlikely to choose this worst career regardless of which epistemological theory one accepts.  Thus, if the pessimistic theory is true, it is unlikely to make any practical difference which theory one accepts.  Thus, by the dispersion principle, there is reason to accept the optimistic theory.   

6.6.  Optimism in the Acceptance of Scientific Theories
Let us now return to Kant’s claim, that we have reason to accept the assumption that the universe is systematically unified, and hence ordered under laws comprehensible to the human intellect, rather than being a gerrymandered mess.  This Kantian view follows from the principle of epistemic optimism.  For the assumption that the universe is systematically unified, and can be comprehended under simple laws, is an epistemically optimistic assumption.  It is an assumption conditional on which we should expect to be able to learn a great deal about the universe, and hence to acquire the information necessary to the realization of our ends through the application of technology.  By contrast, view that the universe is a gerrymandered mess is an epistemically pessimistic view, conditional on which we should expect to make little scientific progress.

The argument just given concerns only the acceptance of theories from the practical point of view.  Can we provide an argument for why we should accept the assumption of the systematic unity of the world not in the context of action but rather in the context of scientific investigation?  
If the kind of acceptance that belongs to the scientific enterprise were understood as belief, then of course my arguments would have no bearing on what should be accepted in this sense.  But this is an implausible conception of what scientific theory acceptance consists in.  For, at any given stage in the history of science, it would be foolish to believe that the theories that are currently accepted are true.  One should rather expect most of these theories to be replaced in the future by superior successor theories to which they may or may not bear a strong resemblance.  We need, therefore, a conception of scientific acceptance that differs from belief.  Nor can we follow van Fraassen and identify the acceptance of a scientific theory with the belief that its empirical implications are true.  For if we ought rationally assume that the currently accepted theories will be falsified by future experiments, then we ought rationally to assume that the empirical implications of these theories are not all true.
One possibility is that to regard scientific theorizing as inherently practical and as embedded in our more comprehensive practical projects.  That is, one might regard the process of formulating, testing, accepting and rejecting scientific theories as a component of the more comprehensive process of intelligently guiding our actions in the realization of our practical ends.  And if our scientific practices are understood as components of our broader practical projects, then any theory that we accept as a basis for guiding these broader practical projects will, a fortiori, be accepted as a basis for guiding our scientific practices.
Many would oppose this pragmatist view of science.  The goal of science, they will insist, is to understand the world.  It happens that scientific theories can often be employed in guiding action, and in so doing we have much greater control over the world that we would otherwise have.  But guiding action and controlling the world are not aims of the scientist qua scientist.  She aims to understand the world, not to change it.  And the value that is proper to science is epistemic, not practical.
I will now argue that even if we grant that the value proper to scientific theories is epistemic rather than practical, we still have reason to accept theories according to which the universe is lawlike and intelligible, precisely in order to maximize this epistemic value.  (The argument I will present borrows heavily both from Reichenbach’s attempt to vindicate the straight rule of induction, and from Popper’s argument for preferring simpler theories.
)

Let us define the epistemic value of accepting a given theory as the as the degree to which accepting this theory would satisfy the purely epistemic aims of science.  Presumably, theories with the highest epistemic value are both true and informative.  Thus, if T1 and T2 are both true, but T2 is weaker than, and hence less informative than, T1, then the acceptance of T1 would be more epistemically valuable than the acceptance of T2.
Now consider two theories, TA and TB.  According to theory TA, asteroids follow circular paths at constant velocity.  And according to theory B, asteroids follow random paths at random velocities, so that the past behavior of an asteroid is no predictor of its future behavior.  Now suppose TA is true.  In this case, if one accepts TA in the course of the scientific enterprise, and one observes an asteroid continuously for enough time to plot three observation points, then one will conclude that the asteroid follows some particular circular path at some particular constant velocity.  And one’s conclusion will be true.  Thus, one will come to accept a more precise theory that specifies where the asteroid will be located at any future time, and where it was located at any past time.  Thus, one will come to accept a theory that is both true and highly informative.  Therefore, one will come to accept a theory with a very high epistemic value.  Now suppose that TA is true, and that one accepts TB.  In this case, the fact that one has observed the asteroid to follow the arc of a circle in the past will not lead one to conclude that it will continue to do so on the future.  Thus, interpreting one’s evidence in light of background theory TB, one will not come to accept a more specific theory according to which the asteroid will continue to follow a circular path.  Hence, one will not come to accept a theory of high epistemic utility.  It follows that if TA is true, then accepting TA as a background theory in the course of one’s scientific investigations will have a much higher epistemic utility than accepting TB as one’s background theory.
Suppose, on the other hand, TB is true.  In this case, regardless of what theory one accepts as a basis for scientific investigation, one will never come to accept a theory of high epistemic utility.  Admittedly, if one accepts TB one will accept a true theory, whereas if one accepts TA one will accept a false theory, and hence accepting TB will have somewhat more epistemic utility than accepting TA.  However, if one accepts TB as a background theory, one will not come to regard past regularities as indicators of general laws, and so one will never come to accept a more specific theory that makes predictions about the future.  Thus, although one accepts a true theory, one will never come to accept a theory that is both true and highly informative.  And only a theory that is both true and highly informative can have high epistemic utility.  Hence one will never come to accept a theory of high epistemic utility.  Thus, if TA is true, then although it makes some difference what background theory one accepts in the course of scientific investigations, it doesn’t make much difference, for the outcome of accepting any theory will have a fairly low epistemic utility.
Thus, it follows from the dispersion principle that there is reason to accept the theory according to which asteroids follow circular paths in preference to the theory according to which asteroids follow random paths, even if one initially regards them as equally plausible.

More generally, any theory according to which the universe is chaotic and impenetrable to human understanding is a theory such that, if one accepts it as a background theory in the course of scientific investigation, then regardless of whether it is true, one will never come to accept theories of high epistemic utility.  By contrast, the view that the universe is regular and comprehensible is a view such that, if it is true and one accepts it as a background theory in the course of scientific investigation, one will eventually come to accept a theory of high epistemic utility.  Hence, there is more reason to accept latter as our background theory. 

Thus, regardless of whether the aim of theory acceptance in science is understood as practical or as purely epistemic, there is reason to accept, as a background theory, the view that the universe is regular and comprehensible.  That is, there is reason, in the course of scientific investigation, to be epistemically optimistic in what one accepts.  None of this shows, however, that there is reason to epistemically optimistic in what one believes.
6.7.  Social Optimism

So far, I have been considering the question of what theories it is rational for an agent to accept as premises in the course of the practical reasoning wherein she determines how she, individually, is to act.  I have been asking, in other words, what it is rational to accept in the course of the private employment of practical reason.  In this section, I will ask a different question.  I will ask what theories it is rational for a group of individuals to accept as premises in the course of practical reasoning wherein they collectively determine how they are collectively to act.  I will ask, in other words, what it is rational to accept in the course of the public employment of practical reason.  

To decide how a group is to act is to decide on a joint strategy.  A joint strategy, for a group of agents, as an assignment, to each of the members of this group, of an individual strategy.  That is, a joint strategy indicates, for each member of the group, what she is to do in various information states she might find herself in.  Thus, a joint strategy is a function from agents to individual strategies, where an individual strategy is itself a function from information states to actions.

Earlier I argued that the dispersion principle applies not only to the problem of what theory one should accept when deciding among individual actions, but also to the problem of what theory one should accept when deciding among individual strategies.  And this principle applies equally to the problem of what theory a group of agents should accept in deciding among joint strategies.  That is, in choosing among a set of joint strategies, there is pro tanto reason to accept a theory according to which there is a high dispersion among the expected values of the joint strategies under consideration.  For the dispersion principle states that there is reason to accept a theory according to which there is a high dispersion among the expected values of the options under consideration, and in the context of collective decision making, the options to be decided among are strategies.

(What does it mean for an end to be valuable for a group?  When outcomes differ in value from one member of a group to another, then determining the value of an outcome for this group is problematic.  Here I will sidestep these problems, by assuming that we are concerned with a group of agents, and a set of possible outcomes, such that the values of these outcomes are the same for every member of the group.)
Recall that a theory is practically optimistic, relative to an agent, to the extent that it implies that this agent is able to control whether ends that are valuable for her are realized.  To avoid ambiguity, let us call such theories individually practically optimistic.  We may say, by analogy, that a theory is socially optimistic, relative to a group of agents, to the extent that it implies this group of agents is able collectively to control whether ends that are valuable for this group are realized.  A theory is socially practically pessimistic, relative to a group of agents, to the extent that it implies the reverse.  The social principle of practical optimism states that when a group of agents is engaged in practical reasoning aimed at forming a joint strategy, they have reason to accept theories that are more socially optimistic, in preference to theories that are less so.

The argument for the social principle of practical optimism is exactly analogous to the argument for the individual principle of practical optimism given earlier.  If a theory is socially practically pessimistic, then it implies that this group has little control over whether valuable ends are realized, and hence that the probability that valuable ends are realized does not depend significantly on which joint strategy the group adopts.  Such theories have low dispersion.  Hence, it follows from the dispersion principle that in the course of collective decision making, there is pro tanto reason to accept theories that are more socially practically optimistic in preference to theories that are less so.
But, for reasons similar to those given in the last section, a theory will only be socially practically optimistic, and hence imply that we are able collectively to control the realization of valuable ends, if it implies that there are joint strategies available whereby we can acquire the information that is relevant to the realization of these ends.  In other words, a theory will only be socially practically optimistic if it implies that we can acquire relevant information concerning the outcomes of future courses of collective action.  Thus, only theories that are socially epistemically optimistic will be socially practically optimistic.  And so it follows that in the context of public or collective practical reasoning, there is pro tanto reason to accept theories that are socially epistemically optimistic.  In such contexts, there is reason to accept the view that we are able to learn about the world effectively through a collaborative process of inquiry.  We may call this the social principle of epistemic optimism.  This principle follows from the social principle of practical optimism, just as the individual principle of epistemic optimism follows from the individual principle of practical optimism.
Now recall that the principle of epistemic optimism implies not only that under conditions of descriptive uncertainty we have reason to accept theories that are optimistic concerning our ability to reduce this descriptive uncertainty—it also implies that under conditions of evaluative uncertainty we have reason to accept theories that are optimistic concerning our ability to reduce this evaluative uncertainty.  Analogously, and for analogous reasons, when a group of agents is deliberating publicly, there is reason for them to accept a theory that is optimistic concerning their ability to reduce their uncertainty concerning evaluative matters through a collaborative process of inquiry.  For any theory that implies the contrary will imply that they are unable to reduce their uncertainty concerning the values of the various courses of collective action that will be available to them in the future.  And a theory of this kind will be a theory conditional on which the dispersion among the expected values of the available joint strategies is low.   
Thus, in the course of public deliberation, it is rational to accept the assumption that we are able to make undeniable progress in our moral understanding, and in our understanding of value more generally, even if the historical record does not provide sufficient epistemic reason to believe that these assumptions are correct.  Since we cannot know how Ethics will develop, any stance other than optimism would be irrational.
Part Four:  Reason and Paradox

“… for though I endeavour to be concise, I am frightened when I look back”

–Edward Gibbon, Miscellaneous Works
So far we have been focusing on problems of rationality under uncertainty.  We have asked what theory it is rational to accept not only under conditions of descriptive certainty, but also under conditions of evaluative uncertainty.  That is, we have what it is rational for an agent to accept not only when she is uncertain about the way world is, and hence about the outcomes of her alternatives, but also when she is uncertain about how valuable these outcomes would be.

Evaluative uncertainty is one kind of normative uncertainty.  It is uncertainty concerning what is most worthy of choice, objectively speaking.  But evaluative uncertainty is not the only kind of normative uncertainty.  One might also be uncertain concerning subjective rationality.  That is, an agent might be uncertain concerning what actions and attitudes would be rational for her, given her epistemic situation.  And just as we can ask what option is rational for an agent who faces descriptive or evaluative uncertainty, so we can ask what option is most rational for an agent to choose whose credence is divided among a number of alternative theories of rationality, and who is therefore uncertain concerning precisely the question of what option is most rational for her to choose.  

An agent might, of course, face both uncertainty concerning value and uncertainty concerning rationality.  And the different theories of rationality among which her credence is divided might offer different answers to the question of how she should respond to her uncertainty concerning value.  In this case, we will be faced with the problem of what option is most rational for an agent whose uncertainty concerns precisely the question of what option is most rational for her given her uncertainty concerning objective value.

One might appeal to a meta-theory: a theory concerning what is rational under uncertainty concerning rationality.  But if there can be such theories, then one could presumably be uncertain concerning which meta-theory is correct.  One’s credence might be divided among a number of alternative meta-theories.  And then one will be faced with the problem of what it is rational to choose given one’s uncertainty concerning the question of (what it is rational to choose given one’s uncertainty concerning what it is rational to choose).  And of course this problem iterates.

The options among which one is choosing might themselves be options of theory acceptance.  That is, one might be choosing which theory to accept in choosing among future sets of alternatives.  Thus, for example, one might be choosing which evaluative theory to accept in choosing among practical options, and different theories of rationality in which one has credence might give different answers to this question.  Any theory of rationality compatible with decision theory will imply that one should proceed as I have argued, giving weight so such factors as probability, dispersion, typicality and selectiveness.  But other theories of rationality in which one has credence might disagree.  And so if one is uncertain concerning which theory of rationality is correct, one may be uncertain how one should choose which evaluative theory to accept.

In choosing a theory to accept, the theories among which one is selecting may be evaluative theories, or they may be descriptive theories, or they may be theories of rationality.  Suppose, for example, that one has credence is a wide variety of theories of rationality.  If it is not feasible to take all of them into account in deciding what to do, it may be necessary to exclude some of them from consideration.  Or indeed it may be necessary to exclude all but one from consideration, and to reason on the basis of the remaining theory, even though one is not certain that it is correct.  That is, under uncertainty concerning rationality, it may be necessary to accept a theory of rationality even though one is not certain that it is true.  And this presents a special problem of theory selection: the problem of the selection of theories of rationality under conditions of uncertainty concerning rationality.

I have argued that a number of principles are applicable in deciding what descriptive or evaluative theory to accept.  Can these same principles be applied when deciding what theory of rationality to accept?  If, for example, one’s credence is divided between two theories of rationality, TA and TB, and one must accept one or other of these theories in choosing among a set of options, and if one knows that TA implies that some of one’s options are much more rational than others, while TB implies that one’s options are similar to one another in their degrees of rationality, does this give one reason to accept TA rather that TB?

It is easy to go astray when asking questions such as these.  And one can go astray in either of two ways.  First, one can say things that seem quite obvious, but which in fact rest on conceptual confusions.  And second, one can find oneself compelled to say things that are blatantly contradictory.

Of these two ways of going astray, the first is far more dangerous than the second.  Indeed, the second can be beneficial.  For after finding oneself compelled to say things that are blatantly contradictory, one may be led to question the assumptions that underlie other false beliefs that are not so blatantly contradictory.  Thus, in being led astray in the first way, one may realize that one has been led astray in both ways, and one may thus take precautions against both types of error.  Or, as a great philosopher might have put it, the antinomies into which reason is led can be beneficial, since they force reason to undertake a critique of itself.

In the final chapter of this dissertation, I will take up the problem of rationality under uncertainty concerning rationality.  But in order to discuss this topic in a manner that is free from contradiction, I must first develop the necessary conceptual tools.  To this end, over the next three chapters, I will develop a conceptual framework in which to discuss rationality and normativity.  

7.   The Dualism of Normativity
7.1.  The Objects of Obligation and Permission

I will be using the term “ought” in the general normative sense, that is, in the sense in which it is true not only that one ought not torture babies, but in which it is also true that one ought to carry an umbrella on a rainy day.  And I will say that one is obligated to do something, believe something, etc., just in case one ought to do it, believe it, etc., in this general normative sense.

But in ordinary language, the term “obligation” does not correspond to the general normative use of the term “ought,” but refers rather to legal or moral demands.  Nor is it the case, in ordinary language, that one is permitted to do something, believe something, etc., only if it is not the case that one is not obligated to do it, believe it, etc.: although I ought to carry an umbrella at home on a rainy day, it is permissible, in the ordinary sense, for me to fail to do so.  And so on the usage I will be adopting, “ought” will have a wider extension than in ordinary usage; and “permissible” will have a much narrower extension than in normal usage.  I will say that an action is obligatory, or that one ought to perform this action, whenever there is more reason to act in this way than to act otherwise; and I will say that an action is impermissible whenever there is more reason to act otherwise.  Similarly, I will say that an attitude is obligatory whenever there is more reason to have this attitude than not to have it, and I will say than an action is impermissible whenever there is more reason not to have it.

In order to cover all kinds of obligation, including obligations to perform actions and obligations to have beliefs and other attitudes, I will speak, in general, of obligations to have properties.  Thus, if an agent ought to believe that p, I will say that she ought to have the property of believing that p, and if an agent ought to , I will say that the agent ought to have the property of -ing.  Note that when I say that the agent ought to have property A, I do not mean that the agent ought to bring it about that she has property A; if I wanted to say that the agent ought to bring it about that she has property A, I would say that she ought to have the property of bringing it about that she has property A.

One might suppose that the objects of obligations are always acts or attitudes, but this view is mistaken. Consider the following case.  Suppose that Bill and Steve are roommates.  And suppose that Steve should move out of the apartment if and only if he dislikes Bill.  And suppose Bill mistreats animals (e.g., he throws rocks at the squirrels he passes them on his way to work).  And suppose, further, that disliking those who mistreat animals is permissible, but not obligatory.  In this case, it is not obligatory for Steve to move out of the apartment.  For it is not obligatory that Steve dislike those who mistreat animals, and consequently it is not obligatory that he dislike Bill, nor that he move out of the apartment.  Nor is it obligatory that Steve not to dislike those who mistreat animals (that is, it is permissible for Steve to dislike such people).  For Steve is not obligated to stay in the apartment, and it would be permissible for him to dislike animals and leave the apartment.  What is obligatory is that Steve have the property of either leaving the apartment or not disliking those who mistreat animals.  But there is no action of either leaving the apartment or not disliking those who mistreat animals (since one of the disjuncts of this disjunction is not an action), nor is there an attitude of either leaving the apartment or not disliking those who mistreat animals (since one of the disjuncts of this disjunction is not an attitude).  And so there are objects of obligation that are neither actions nor attitudes.

But not every property is such that its instantiation is the possible object of an obligation.  For one thing, it is generally agreed that ‘ought’ implies ‘can’, and hence it can only be the case that one ought to have a property if one can have this property.  Thus, it cannot be the case that I ought to be immortal, or that I ought not to be self-identical, or that I ought to have naturally curly hair.  But the requirement that ‘ought’ implies ‘can’ is a consequence of a more general requirement that one can only be obligated to do what is in one’s control.  Thus, just as it cannot the be the case that I ought not to be self-identical, so it cannot be the case that I ought to be self-identical, since being self-identical isn’t up to me, and so it is not susceptible to deontic evaluation.  Similarly, it cannot be the case that I ought to be mortal, or that I ought to have naturally straight hair.

If the instantiation of a property by an agent is up to this agent, or under this agent’s control, in the manner that is relevant to the deontic evaluability of the property, we may say that the property is mutable; otherwise, we may say that it is immutable.  But what is the relevant sense of being up to an agent?  To answer this question, we should first note that deontic categories are at home in the context of reasoning.  When we reason practically, we are seeking an action or strategy that is permissible or obligatory, and seeking to avoid actions or strategies that are impermissible.  Similarly, when we reason theoretically, we are seeking beliefs that are permissible or obligatory, and seeking to avoid ones that are impermissible.  Thus, it seems that the deontically evaluable is that about which it is appropriate to reason.  And if the deontically evaluable is whatever is up to us, then it would seem that the deontically evaluable must be that about which it is appropriate to reason.

Now in order for something to be an appropriate object of reasoning, it must depend appropriately on our reasoning.  Facts that do not depend on our reasoning at all (e.g., the fact that 17 is a prime number, or the fact of universal gravitation) are not appropriate objects of reasoning, nor are they up to us, and nor are they deontically evaluable.  Other facts may depend on our reasoning in the wrong way.  Thus, reasoning for too long may give me a headache, and so my having a headache depends on my reasoning, but not in the appropriate way.  But I will not try to offer an account of what this right way is.  Suffice it to say that our actions, intentions and beliefs depend on our reasoning in a manner that our headaches do not, and hence that these are up to us, and hence mutable and deontically evaluable.
It follows that we must reject the view that whenever something is not obligatory, its negation of permissible.  For something might fail to be obligatory because it, or its negation, is immutable, and in this case its negation will be neither permissible nor impermissible.  Thus, since I have no choice but to be self-identical, it is not the case that I ought to be self-identical, but it does not follow that it would be permissible for me not to be self-identical.

One might well object to the view I have proposed that only what mutable, or up to us, is deontically evaluable.  For surely our beliefs are deontically evaluable (e.g., one ought not to believe that it is raining and that it is not raining), but one might hold that our beliefs are not up to us.  Now there is one sense in which what we believe is not up to us: we cannot, in general, believe something simply because we want to believe it, or because believing it would have good practical consequences.  But this does not show that it is not up to us what we believe; what it shows is rather that it is not up to us what we regard as counting in favor of belief.  If it is perfectly obvious that some consideration does not count in favor of a belief in the sense that is relevant to belief, then we will be unable to form the belief on the basis of that consideration, however much we might like to.  But in this respect, belief is no different from action.  If it is perfectly obvious that some consideration does not count in favor of an action in the manner that is relevant to action, then we will be unable to undertake this action on the basis of this consideration, however much we might like to.  Suppose it is obvious to me that considerations of honor don’t count in favor of actions.  I might believe this, while also believing that it would be to my advantage to choose what are in fact foolish actions for the sake of honor.  That is, I might believe that the benefits of choosing inappropriate actions for bad reasons would outweigh the advantages of choosing appropriate actions for good reasons.
  Even so, I will be unable to choose an action that I regard as obviously foolish.

Note that what can be effectively deliberated about, and hence what lies within an agent’s control, or is up to the agent, can change over time.  Suppose, for example, that there is a play that I really want to see in New York at 8pm, and if I want to arrive on time for the play I must take the 6:30 train.  Then it may be true at 6pm that I ought to take the 6:30 train.  But if 6:45 comes around, and I have not taken the 6:30 train, then it is no longer within my power to take the 6:30 train—indeed, if 6:27 comes around, and I’m still at home, it is no longer in my power to take the 6:30 train.  Thus, if at 6:27 it is no longer the case that I can take the 6:30 pm train, it follows that it will no longer be the case that I ought to take the 6:30 train, since ‘ought’ implies ‘can.’  Thus, actions and other properties can go from being normatively evaluable to being immutable and hence not normatively evaluable.  And so it can cease to be the case that one ought to do something.

Not only can an action cease to be deontically evaluable, it can also change its normative valance.  An action can go from being impermissible to being permissible or obligatory, and it can also go from being permissible or obligatory to being impermissible.  Suppose 6:45 comes around, and I haven’t taken the 6:30 train, and so I know I won’t be able to see the whole play, but I can still catch the 7 pm train and see all but the beginning of the play.  In this case, it may be that at 6:45 I ought to take the 7 pm train.  And yet, at 6pm, taking the 7 pm train was something I was obligated not do, since it conflicts with taking the 6:30 train, which was something I was obligated to do.  Thus, taking the 7 pm train goes from being impermissible to being obligatory.  Similarly, it might be that at 6pm, I was obligated to stop by the magazine store on my way to the play and pick up a copy of Ukulele Monthly to read during the intermission.  But it might be that when 6:45 comes along and I haven’t taken the 6:30 train, I am obligated to take the 7 pm train and then go directly from the train station to the theater.  And so stopping by the magazine store goes from being obligatory to being impermissible.

The issue of what is immutable and what is up to us will become very important in the next chapter in the discussion of normative reasons.

7.2.  The Distinction between Subjective and Objective Obligation

Thelma is extremely thirsty, and would like to drink some water.  She is presented with a glass, the contents of which smell distinctly like bleach.  And nothing else that is potable is available.  Suppose, however, that her olfactory experience is misleading.  The glass in fact contains water, but unbeknownst to Thelma, an evil scientist has just tampered with her olfactory system so that water smells to her like bleach.  Ought she to drink from the glass?

There are at least three views one might hold about this case.  The first is that Thelma ought to drink from the glass, and that there is no sense in which she ought not to drink from the glass.  Call this the objective monist view concerning practical obligation.  A second possible view is that she ought not to drink from the glass, and that there is no sense in which she ought to drink from the glass.  Call this the subjective monist view concerning practical obligation.  And a third possible view is that there is a sense in which she ought to drink from the glass, and another sense in which she ought not to drink from the glass.  Call this the dualist view concerning practical obligation.

For each of these positions concerning practical obligation, there is a corresponding position concerning epistemic obligation, or obligation to believe.  Thus, corresponding to the objective monist view concerning practical obligation, there is an objective monist view according to which Thelma ought to believe that the glass contains water (since this belief is true), and there is no sense in which she ought to believe otherwise.  Corresponding to the subjective monist view concerning practical obligation, there is a subjective monist view according to which she ought to believe that the glass contains bleach (since this belief is best supported by the available evidence), and there is no sense in which she ought to believe otherwise.  And corresponding to the dualist view concerning practical obligation, there is a dualist monist view concerning belief, according to which there is one sense in which Thelma ought to believe that the glass contains water and another sense in which she ought to believe that the glass contains bleach.

One might hold that some kind of monism must be true.  For if dualism were true, then there will be situations in which agents have conflicting obligations: there will be situations in which an agent ought, one sense, to act in some way or have some attitude, and in which one she ought, in the other sense, not to act in this way or have this attitude.  But one might hold that this is impossible, and that it cannot be the case that, regardless of what one does or what attitudes one has, there is some sense in which one’s actions or attitudes are impermissible.  But one can insist that some kind of monism is true, without holding that either objective monism is true across the board or that subjective monism is true across the board.  One might hold instead, for example, that objective monism concerning practical obligation is true, while subjective monism concerning doxastic obligation is true.  Thus, in the case described above, in which the liquid in the glass is water that smells to me like bleach, one might hold that Thelma ought, in the only applicable sense, to drink from the glass, and that she ought, in the only applicable sense, to believe that the glass contains bleach.  In other words, one might hold that the ‘ought’ that applies to belief is subjective, in the sense that what one ought to believe is determined by one’s evidence or epistemic situation, while the ‘ought’ that applies to action is objective, in the sense that it depends on the way the world really is, not on one’s evidence or epistemic situation.

This mixed view has some prima facie plausibility, but this plausibility diminishes on reflection.  If one holds that Thelma ought to believe that the glass contains bleach, then this is presumably because one holds that, given the available evidence, it would be irrational for her to believe otherwise, and that one ought to conform to the requirements of rationality.  But surely it would also be irrational for Thelma to drink from the glass while believing that it contain bleach.  And so if rationality requires that she believe that the glass contains bleach, then rationality must also require that she not drink from the glass.  And so if she ought to conform to the requirements of rationality, then she ought not to drink from the glass.  And so the view that there is a sense in which Thelma ought to believe that the glass contains bleach, but that there is no sense in which she ought to drink from the glass, is implausible.  

Conversely, the view that there is a sense in which she ought to drink from the glass, but that there is no sense in which she ought not to believe that the glass contains bleach, is also implausible.  For if one holds that she ought to drink from the glass, this is presumably because, in spite of the misleading evidence to the contrary, this is the action that would be most objectively fitting or objectively appropriate, and one ought to conform to the requirements of objective appropriateness.  But surely, since the belief that the glass contains bleach is false, this belief would be objectively unfitting or inappropriate.  Beliefs aim at the truth, and so false beliefs are, in some important sense, wrong or inappropriate.  Thus, if one ought to conform to the requirements of objective appropriateness, then Thelma ought not to believe that the glass contains bleach.

In the remainder of this section, I will confine myself to discussing practical obligation, and I will argue for the dualist view.  But the arguments I will offer can be extended to apply to beliefs and other attitudes.

But first I should say something about the nature of the claims I am arguing for.  I am not arguing for the claim that in ordinary English, there is a clear distinction between two senses or two uses of the word “ought.”  Questions concerning contingent facts about natural languages are not philosophical questions, nor are they the subject if this dissertation.  The aim guiding both this chapter and the next is not the aim of providing an analysis of ordinary language or folk concepts, but rather the aim of constructing a system of concepts wherewith the normative facts can be articulated.  The claim I will argue for presently is that a distinction between subjective and objective obligation must be drawn if we are to make sense of the normative facts.  Thus, to paraphrase Voltaire, if two senses of ‘ought’ did not exist, it would be necessary to invent them.  

Or rather, what is essential is that a distinction be drawn between to parallel concepts; how we label these concepts—whether we call one of them ‘subjective obligation’ and the other ‘objective obligation,’ or employ some other terms, is a matter of secondary importance. 

Now for the arguments.  One argument for the need for a subjective or evidence-relative ought is very simple:

(1) If one is open to criticism for -ing, then there is a sense in which one ought not to .

(2) Thelma would be open to criticism for drinking from the glass (the contents of which smells to her like bleach).

(3) Therefore, there is a sense in which Thelma ought not to drink from the glass.

(4) But this cannot be the objective or evidence-nonrelative sense, for in the latter sense (if there is such a sense) it is not the case that Thelma ought not to drink from the glass.

(5) Therefore there must be a subjective or evidence-relative sense of ‘ought’.

In light of this argument, I believe that the objective monist view is untenable.  Why, then, might someone hold it?  The view may be motivated by the following sort of case.

Thelma’s sister, Thessaly, is also extremely thirsty.  She pours water from her kitchen sink into her Brita filter and purifies it.  She then places a pH indicator into the water, and it gives a reading of 7.  She then pours some of the water into her goldfish bowl, and her goldfish swims around happily.  She then gives some of the water to her trusted friend Theresa, who drinks, says it is the purest-tasting water she has ever imbibed, and asks for more.  Still, Thessaly believes that the liquid is bleach.  And this is a problem, since there is nothing else available to drink.  In this case, it is very plausible to say that Thessaly ought to drink water, and that there is no sense, not even a subjective sense, in which she ought not to drink the water.  It is true that Thessaly ought to be such that (if she believes that the liquid is bleach, then she does not drink the liquid).  But there are two ways in which she can satisfy this requirement: by not drinking the liquid, or by not believing that the liquid is bleach.  And in the present case, it is clear that the manner in which she ought to satisfy this requirement is by not believing that the liquid is bleach.  And so it is very plausible to hold that it is not the Thessaly’s obligation is univocal.

But a similar analysis will not work for the case of Thelma.  For just as one ought be such that (if one believes that the liquid is bleach, then one does not drink it), so one ought to be such that (if the liquid smells to one just like bleach, and there is no contrary evidence to suggest that it is not bleach, then one believes  that it is bleach).  It follows that one ought to be such that (if the liquid smells to one just like bleach, and there is no contrary evidence to suggest that it is not bleach, then one does not drink it).  But there aren’t two ways in which Thelma one could fulfill this requirement.  For it isn’t up to Thelma whether the liquid smells to her like bleach, etc.  The evidence that is currently available to Thelma is not a fact over which Thelma currently has any control.  And so the only way that Thelma can be such that (if the liquid smells to her just like bleach, and there is no contrary evidence to suggest that it is not bleach, then she does not drink it), is by not drinking the liquid.  Thus, since Thelma ought (in some sense) to satisfy this conditional, and since the only way she can do so is by not drinking the bleach, it follow that she ought (in some sense) not to drink the bleach.

I have argued that we should recognize a subjective or evidence-relative sense of ‘ought’.  I will now argue that we should recognize an objective or evidence non-relative sense of ‘ought’.  Consider Theo.  Theo, like Thelma, Thessaly, is thirsty, and like Thelma, he is the victim of an evil scientist’s evil scheme.  But while the scientist tampered with Thelma’s olfactory nerves so as to make water smell to her like bleach, the scientist tampered with Theo’s olfactory nerves so as to make bleach smell to him like water.  Now suppose that Theo is presented with a glass of bleach that smells to him like water, and that there is no available evidence suggesting that the liquid is not water.  Now if there is no objective or evidence-independent sense of ‘ought,’ then there is no sense in which Theo ought not to drink from the glass.  But there must be such a sense, as can be seen from the following argument:

(1) An agent ought (in some sense) not to act in such a way as to do great harm to herself when doing so would have no beneficial consequences.

(2) Theo’s drinking from the glass would do great harm to him and would have no beneficial consequences.

(3) Therefore, Theo ought, in some sense, not to drink from the glass.

(4) This cannot be the subjective or evidence-relative sense, since in the latter sense it is not the case that Theo ought not to drink from the glass.

(5) Therefore there must be an objective or evidence non-relative sense of ‘ought’.

Personally, I find this argument very compelling.  But the subjective monist may consider it question begging.  For he will deny the first premise.  That is, he will deny that an agent ought, in some sense, not to act in such a way as to do great harm to herself, when doing so would have no beneficial consequences.  Rather, he will say that what an agent ought not to do is to act in a way which, given the evidence, appears to be such that it would result in great harm to herself and to have no beneficial consequences.  But given the evidence, it does not appear that drinking from the glass would do great harm to Theo, and so, in drinking from the glass, Theo would not be violating the norm that the subjective monist would endorse.

Fortunately, a less question-begging argument can be given against subjective monism, as follows:

(1) If, in recommending to an agent that she , one would be giving her bad advice, then there must be some sense in it is not the case that the agent ought to .

(2) In recommending to Theo that he drink from the glass, one would be giving Theo bad advice.

(3) Therefore, there must be some sense in which it is not the case that Theo ought to drink from the glass.

(4) But this cannot be the subjective or agent-relative sense, for in the latter sense Theo ought to drink from the glass.

(5) Therefore, there must be an objective or evidence-nonrelative sense of ‘ought’.  

One last argument for recognizing an evidence-nonrelative ought: in answering the question “what ought I do?” we often seek new evidence, and rationally so.  For example, in determining whom one ought to vote for, one might rationally read up on the candidates, their records and their positions, attend a debate among the candidates, and so on.  But if the only question of whom one ought to vote for were the question of whom one ought to vote for in the evidence-relative sense, then there would generally not be any point in gathering new evidence.  (Or rather, if there were a point in gathering new evidence, the evidence in question would be meta-evidence: evidence bearing on the question of what counts as evidence, or on the question of how conflicting evidence ought to be weighed.  But this is not the sort of evidence we are seeking when read up on the candidates.)  Indeed, if, when we ask what we ought to do, our only problem is to determine what we ought to do in the evidence-relative sense, then this question could most easily be answered by ensuring that one acquires no evidence whatever bearing on the alternatives to be chosen among.  If, for example, one had absolutely no evidence concerning the alternative candidates one can vote for, then the question of which candidate one ought to vote for in the evidence-relative sense would be very easy to answer: it would be permissible, in this sense, to vote for any one of the candidates.  By avoiding the acquisition of any relevant evidence, one can ensure that all one’s options are permissible in the evidence-relative sense, and so one can ensure that in this sense, one never does what one oughtn’t.

Some readers may wonder why I am bothering to argue against a view that is so obviously false as subjective monism, or evidence-relative monism.  My reason is that no less a philosopher than John Broome is committed to this view.

Broome considers an example that is structurally analogous to the following example.
  Suppose Enid is presented with three envelopes, and she is only allowed to take one.  She knows that one or other of the first two envelopes contains $1500, while the other is empty.  She also knows that the third envelope contains $1000.  But she has no other relevant information.  In particular, she has no evidence bearing on which of the first two envelopes contains the $1500 and which is empty.  As a matter of fact, the $1500 is in the first envelope.  Which envelope ought she to choose?  Call this the three envelope problem.

In this case, if there is an objective or evidence-nonrelative sense of ought, Enid ought, in this sense, to choose the first envelope.  For it would be better to get $1500 than to get $1000.  And if there is a subjective or evidence-relative sense of ought, then she ought, in this sense, to choose the third envelope.  For, given her evidence, Enid’s should have a degree of credence of .5 that the $1500 is in the first envelope, and a degree of credence of .5 that it is in the second envelope.  And so, for each of the two first envelopes, she should have a degree of credence of .5 that if she takes it she will get $1500, and a degree of credence of .5 that if she takes it she will get nothing.  And the certainty of getting $1000 is preferable to a gamble involving a .5 chance of getting $1500 and a .5 chance of getting nothing.

Broome denies that there is any central sense of ‘ought’ in which Enid ought to take the first envelope, and so he denies that there is any central sense of ‘ought’ that is evidence-independent.
  His argument is as follows.  According to Broome, any sense of any central sense of ‘ought’ must be directly practical, in the sense that it must bear directly on action.  Thus, one cannot rationally and intentionally do something while believing that one ought not to do it, in any central sense of ‘ought’.  And so Enid cannot rationally choose the third envelope while believing that she ought not to do so, in any central sense of ‘ought’.  

Now if there is such a sense of ‘ought,’ then Enid ought, in this sense, to choose the envelope containing the $1500.  Hence, if there is an objective sense of ought, Enid could rationally believe that she ought, in this sense, either to choose the first envelope or to choose the second envelope; indeed, she could not rationally believe otherwise.  Further, Enid could rationally choose the third envelope, and she could not rationally choose otherwise.  Hence, if there is an objective sense of ought, Enid could rationally choose the third envelope while believing that she ought not, in this sense, to choose the third envelope.  It follows, according to Broome, that if there is an objective or evidence non-relative sense of ‘ought,’ then it is not a central sense of this term.

Now Broome may be right that any central sense of ‘ought’ must be directly practical, in the sense that it must bear directly on action.  But it does not follow that there is no central objective sense of ought.  For the objective ‘ought’ does bear directly on action, and so it is practical; it simply bears on action in a manner that differs from the way in which the subjective ‘ought’ bears on action.  To see how, let us first define an atomic option as an option that is not equivalent to the disjunction of two or more relevantly different options.  Thus, where there are three envelopes to choose from, and one cannot take more than one of them, not taking the third envelope is not an atomic option, since it is identical with the disjunction of taking the first envelope, taking the second envelope and not taking any envelope; and these are relevantly different options, since they could result in one’s getting different amounts of money.  But taking the third envelope may well be an atomic option.  Admittedly, there are different ways in which this option could be realized; e.g., one could take the envelope with one’s left hand or with one’s right hand, but these may well not be relevantly different options, since one may know that nothing of importance hangs on which hand one takes the envelope with.
  

It is a requirement of rationality that if one believes that the option of -ing is atomic and that one ought objectively to , then one s, or at least one intends to .
  Thus, believing that the option of -ing is atomic and that one ought objectively to  rationally requires one to intend to , quite apart from any beliefs one might have concerning the subjective rationality of -ing.  Thus, the objective ‘ought’ can bear directly on action, and can thus be directly practical.  Therefore, the argument according to which there can be no central sense of ought that is objective, since any objective sense of ought would not be directly practical, rests on a false premise.

Indeed, there is a way in which the objective ‘ought’ is more directly practical than the subjective ‘ought.’  For believing with certainty that -ing is an atomic option and that one ought objectively to  rationally requires one to intend to .  But believing that -ing is an atomic option and that one ought subjectively to  does not rationally require one to intend to .  For one might believe that one lacks sufficient information to make up one’s mind, and so one might decide to acquire more evidence before forming any intentions concerning whether to .

7.3.  Reductive Accounts of Subjective Obligation:  Initial Problems
Let us assume, therefore, that there is an objective as well as a subjective sense of ‘ought’.  When an agent ought, in the objective sense, to , let us say that it is objectively obligatory for her to , and when an agent ought, in the subjective sense, to , let us say that it is subjectively obligatory for her to .  Similarly, when it is up to an agent whether she -s, and when it is not the case that she is objectively obligated not to , we may say it is objectively permissible for her to .  And when it is up to an agent whether she -s, and it is not the case that she is subjectively obligated not to , we may say that it is subjectively permissible for her to .  What I am calling ‘subjectively obligatory’ could equally be called ‘rationally obligatory,’ and what I am calling ‘subjectively permissible’ could equally be called ‘rationally permissible’; I will be using these expressions synonymously.  I will not, however, be using the expression ‘rationally required’ as a synonym for ‘rationally obligatory’ or ‘subjectively obligatory.’  Rather, I will show, in the next chapter, that a distinction must be drawn between what is subjectively or rationally obligatory and what is subjectively or rationally required.

How, then, are subjective and objective obligation related to one another?  One approach, which we may call reductive objectivism, attempts to explain subjective obligation in terms of objective obligation.  According to this view, what makes it the case that one ought subjectively to  is that if the world were aligned with one’s beliefs (i.e., if the world were such that the truth conditions for one’s beliefs were all satisfied), then one would be objectively obligated to .  More generally, according to this view, for any property, A, what makes it the case that one is subjectively obligated to be A is that if the world were aligned with one’s beliefs, one would be objectively obligated to be A.  An alternative approach, which we may call reductive subjectivism, attempts to explain objective obligation in terms of subjective obligation.  According to this view, what makes it the case that one is objectively obligated to be A is that if one’s beliefs were aligned with the world (i.e., if one were fully informed), then one would be subjectively obligated to be A.  

Both reductive objectivism and reductive subjectivism agree that for a fully informed agent, the properties (actions, attitudes, etc.) that she is subjectively obligated to have coincide with the properties she is objectively obligated to have.  Both agree, for example, that if Fulbright is fully informed, then it would be objectively obligatory for her to drink from the glass if and only if it would be subjectively obligatory for her to drink from the glass.  What they disagree about is the order of explanation.  The reductive objectivist holds that Fulbright is subjectively obligated to drink from the glass because her beliefs are such that, if they were true (which they are) she would be objectively obligated to drink from the glass.  By contrast, the reductive subjectivist holds that Fulbright is objectively obligated to drink from the glass because the world is such that, if she believed it to be so (which she does), it would be subjectively obligatory for her to drink from the glass.

From the reductive objectivist thesis, in conjunction with a particular objective normative theory (e.g., of objective practical reason), one can derive a subjective normative theory (e.g., a theory of practical rationality or of subjective practical reason).  For if one has a conception of what one would be objectively obligated to do under various circumstances, and if assumes that one is subjectively obligated to do whatever one would be objectively obligated to do if the world aligned with one’s beliefs, then on this basis one can infer what one’s subjective or rational obligations are.  Conversely, from the reductive subjectivist thesis, in conjunction with a particular subjective normative theory or theory of rationality, one can derive an objective normative theory.  For if one has a conception of what one would be subjectively rational under various circumstances, and if assumes that one is objectively obligated to do whatever one would be rationally obligated to do if one were fully informed, then on this basis one can infer what one’s objective obligations are.  And so, for example, a desire-based theory of subjective rationality, in conjunction with the reductive subjectivist thesis, entails a desire-based theory of objective reason, of the kind we considered in chapter four.

  In general, anyone who accepts the reductive subjectivist thesis will have to accept some sort of subjectivist theory of value or of objective practical reason, though the details of this theory may vary, depending on what theory of subjective rationality one accepts.  And I have shown, in chapter 4, that there is reason to subjective theories of value and of objective practical reason.  It follows that there is reason to reject the reductive subjectivist thesis.

Thus, in the present chapter, I will focus on the reductive objectivist position.  I will argue that this position faces a number of difficulties.

7.3.1.  The Problem of Incomplete Beliefs 

Suppose Thoughtless Thorsby is thirsty, and he is presented with a glass of liquid that smells distinctly like bleach.  He never thinks before he acts, and so, before forming any belief whatever concerning the contents of the glass, he drinks it.  Suppose that on many past occasions, such impulsive imbibing of liquids that smell like bleach has resulted in his spending weeks in the hospital, but this fact has not changed Thorsby’s thoughtless ways, nor has it led to his forming any general beliefs concerning liquids that smell like bleach.

The reductive objectivist hold that what would make it the case that it is irrational for Thorsby to drink from the glass is that his beliefs are such that, if they were true, he would be objectively obligated not to drink from the glass.  But since he has no beliefs concerning the contents of the glass, nor any general beliefs from which it follows what the glass contains, he has no beliefs such that, if they were true, he would be objectively obligated not to drink from the glass.  And so the reductive objectivist position implies that it would not be irrational for him to drink from the glass, or in other words, that he is not subjectively obligated not to drink from the glass.  And this is clearly false: his drinking from the glass, in addition to being thoughtless, is clearly irrational.

7.3.2.  The Problem of Irrational Beliefs
Wishful Wilbert thinks before he drinks.  Indeed, he thinks before doing anything.  But he thinks wishfully.  Whenever he feels like acting in some way, he forms the belief that his doing so would immediately result in eternal bliss for every sentient being in the universe.  Thus, when he feels like smoking a cigarette, or putting off a painful operation, or staying up all night watching Marx Brothers movies, he does so in the belief that he is thereby precipitating a beneficent apocalypse.  Of course, each time he forms a belief of this kind, it turns out to be false.  But this does not prevent him from forming another such belief the next time he feels like doing something.  And on one particular occasion, he is presented with a glass the contents of which smells distinctly like bleach, and he feels like drinking from the glass.  He thus forms the belief that doing so would immediately result in eternal bliss for all sentient beings.  Now if his beliefs were true, then he would be objectively obligated to drink from the glass.  And so according to the reductive objectivist position, this is what he ought subjectively, or rationally, to do.  But this seems clearly false.

One might object as follows: 

Though Wilbert is irrational, it is his beliefs, not his actions, that are irrational.  Thus, his irrationality is theoretical, not practical.  It is irrational for him to believe that his drinking from the glass would result in eternal bliss for all sentient beings, but given that has this irrational belief, he rationally ought to drink from the glass.  

  One problem with this position is that it makes practical rationality too easy.  It implies that everyone can guarantee that all his actions are rational by following Wilbert’s example and thinking wishfully.  Or, to be more precise, anyone who is able to form beliefs as wishfully as Wilbert can ensure that all his actions are rational.  More generally, the view proposed in the objection implies that attitudes that one ought rationally not to have (namely irrational beliefs) can be sources of justification, and this implication is implausible.  

Further, in order for an action to be rational, it must be possible, in principle, to decide to perform this actions as a result of a rational process of practical deliberation.  But practical deliberation involves not only intention formation, but also belief formation.  For example, if I want an entertaining evening and I am trying to figure out how to have one, then much of my deliberation will involve the formation of beliefs concerning what would constitute an entertaining evening.  Any process of deliberation that involves forming such beliefs irrationally is an irrational process of deliberation, and any action that could result only from an irrational process of deliberation is itself  irrational.  Suppose, for example, that I want an entertaining evening, and I encounter an add seeking volunteers to participate in an experiment at the Center for Studying the Effects of Prolonged Boredom.  I might decide to participate in this study as a result of a process of deliberation in which I form the belief that participating in this experiment would constitute an enjoyable evening.  But since no such process of deliberation could be rational, neither could my decision to participate in the study.  Similarly, as there is no rational process of deliberation whereby Wilbert could decide to drink from the glass, the contents of which smell like bleach, his drinking from this glass would be irrational.  In deciding whether to drink from the glass, he might engage in a process of deliberation wherein he forms the belief that the glass contains water, and consequently decides to drink from the glass.  But any such process of deliberation would be irrational.

I believe the position proposed in the objection rests on a confusion between wide scope and narrow scope obligations.  Since Wilbert is thirsty, and no other beverage is available, it is true that Wilbert rationally or subjectively ought to be such that (if he believes that the glass contains water, then he drinks from the glass).  It does not follow that if he believes that the glass contains water, he ought subjectively to drink from the glass.  For there are two possible ways to satisfy this wide scope obligation, and the only rational way to satisfy it is not to believe that the glass contains water.

7.3.3.  The Problem of Inconsistent Beliefs 

  Inconsistent beliefs constitute one class of irrational beliefs that give rise to particularly serious difficulties for the reductive objectivist view we are considering.

Inconsistent Irma has just begun taking a geometry course.  She has learned all the axioms of Euclidean geometry, which she believes to be true, and she has also learned how to bisect an angle using only a compass and a straight edge.  She infers that it must also be possible to trisect an angle using only a compass and a straight edge.  Since the axioms of Euclidean geometry entail that this is impossible, her beliefs are inconsistent.  Thus, it is logically impossible for all her beliefs to be true.

Now she is presented with a glass containing a liquid that smells like bleach.  Ought she to drink form the glass?  According to the position under consideration, she ought to drink from the glass if and only if, were all her beliefs true, she would be objectively obligated to drink it.

Is the counterfactual conditional “if all Irma’s beliefs were true, she would be objectively obligated to drink from the glass” true?  On the dominant view of counterfactual conditionals, the truth value of a conditional of the form “if p then q” is evaluated by considering the nearest possible world in which p is true: if, in this world, q is true, then the conditional is true, and if, in this world, q is false, then the conditional is false.  But there is no possible world in which all of Irma’s beliefs are true.  And so, on the standard view, the truth value of the proposition “if all Irma’s beliefs were true, she would be objectively obligated to drink from the glass” is undefined.  Thus, assuming the standard view of counterfactuals, it follows from the reductive objectivist position that there is no fact of the matter concerning whether Irma ought subjectively to drink from the glass.  But surely this is wrong: for surely Irma ought subjectively not to drink from the glass.  (She ought also to revise her geometrical beliefs).

The reason that this third problem is more serious than the second is that we are all in the position of inconsistent Irma.  For all of us, or at least most of us, have inconsistent beliefs.  And so the reductionist view under consideration, in conjunction with the standard account of counterfactuals, will entail that there is never any fact of the matter concerning what any of us ought subjectively to do in any situation.

In order to avoid this problem, one prominent objectivist, namely Derek Parfit, has attempted to provide an account of subjective rationality in terms of what we would be objectively obligated to do if the beliefs on which we act were true, rather than if all our beliefs were true.  For although all of us have inconsistent beliefs, the beliefs on the basis of which any given action is performed are not generally inconsistent.  And so Parfit’s view avoids the implication that there is never a fact of the matter concerning what it would be rational for us to do.  In Parfit’s view, an act of ours would be rational just in case “we act in this way because we have certain beliefs, and what we believe would, if true, give us sufficient reasons to act in this way.”

But this cannot be right.  For suppose an anvil has been dropped from a tall building and is plummeting toward Enid.  Suppose Enid looks up, sees the anvil, and believes that the anvil is plummeting toward her.  She has two options: she can remain where she is standing, or she can step out of the way.  Suppose she steps out of the way.  But suppose it is not the case that she does this because she believes the anvil is plummeting toward her.  She simply steps out of the way for no reason at all, and the belief that the anvil is plummeting toward her plays no motivating role.  And so it is not the case that Enid steps out of the way because she has certain beliefs, the truth of which would give her sufficient reason to do so.  Thus, on Parfit’s view, Enid’s act of stepping out of the way is not rational or rationally permissible.  But if stepping out of the way is not rationally permissible, then not stepping out of the way must be rationally obligatory.  And this is clearly wrong.

One might object that I am being unfair to Parfit’s positions.  What is impermissible for Enid to do is to step out of the way for no reason at all.  But there is more than one alternative to stepping out of the way for no reason at all: one alternative is for Enid to remain where she is standing for no reason at all, a second alternative is for Enid to remain where she is standing because she believes that a anvil is plummeting toward her, and a third alternative is for her to step out of the way because she believes that a anvil is plummeting toward her.  Perhaps it is this third alternative that is rationally obligatory.

This suggestion may seem to solve the problem, but it doesn’t.  For on this suggestion, the acts among which Enid must choose are not the overt behaviors of stepping out of the way or remaining where she is standing, but rather combinations of behaviors and beliefs on the basis of which these behaviors are carried out.  Parfit’s view is that an act is rational just when it done on the basis of beliefs whose truth would constitute sufficient reasons for doing it.  But while behaviors can be done on the basis of beliefs, combinations of behaviors and beliefs on the basis of which they are carried out cannot themselves be done on the basis of reasons.  And so if acts are belief-behavior combinations, and if an act is only rationally permissible only if it is done on the basis of a certain kind of belief, then an act is never rationally permissible.

Thus, regardless of whether “acts” are understood as behaviors carried out or as belief-behavior combinations, the view that an act is only rationally permissible if performed for the right kind of reason, or on the basis of appropriate beliefs, is false.  There may be some neighboring view which is true.  Suppose we use the term “act” to refer to that which one does, and “action” to refer to the act one does in conjunction with the beliefs on the basis of which one does this act.  In this case, it may be true that an action is only rationally permissible if its constituent beliefs are sufficient reasons for its constituent act.  Still, we will want a criterion for the rational permissibility of acts.  And, for reasons already given, this criterion cannot appeal to the beliefs for which the act is done.  

Indeed, if we find a criterion for the rational permissibility of acts, it likely that we will thereby have found a criterion for the rational permissibility of actions.  For it is plausible that an action is rationally permissible just in case the act it is done for some reason that suffices to make the constituent act rationally permissible.  If this is right, then if  we take care of our acts, our actions will take care of themselves.
The three problems I have just pointed out can all be solved by moving from the following view:

(O1)    It is obligatory, in the subjective or evidence-relative sense, for an agent, s, to be A just in case, if s’s beliefs were all true, then it would be objectively obligatory for s to be A.

to the following, amended view:

(O2)    It is obligatory, in the subjective or evidence-relative sense, for an agent, s, to be A just in case, if the beliefs that s ought to have, in the subjective or evidence-relative sense, were all true, then it would be objectively obligatory for s to be A.

This revised view makes the rationality of an action depend not on the beliefs the agent actually has, but rather on the beliefs the agent ought to have, in the subjective or evidence-relative sense.  Thus it avoids the problem of incomplete beliefs.  Although thoughtless Thorsby may have no belief concerning the contents of the glass, he ought, in the subjective or evidence-relative sense, to believe that the glass contains bleach, and if this belief that he ought to have were true, it would be objectively obligatory that he not drink from the glass.  Moving to (O2) also solves the problem of irrational beliefs.  Although Wishful Wilbert believes that his drinking from the glass would result in eternal bliss for all sentient beings, he ought, in the evidence-relative sense, to believe that his drinking from the glass would result in prolonged, though not eternal, suffering for him, and if this belief that he ought to have were true, he would be objectively obligated not to drink from the glass.  And (O2) also solves the problem of inconsistent beliefs.  Although Irma’s inconsistent beliefs are irrational, and so she ought not, in the subjective sense, to have them.  The beliefs that she ought, subjectively, to have are consistent, and so if what she ought rationally to do is understood not in terms of her actual beliefs but in terms of the beliefs she ought rationally to have, we will avoid the result that there is no fact of the matter concerning what she ought rationally to do.

But this revised view may not satisfy the reductive objectivist.  For it does not succeed in reducing subjective obligation to objective obligation.  Rather, it is meant as a general account of how the subjective obligations can be understood in terms of objective obligations in conjunction with subjective epistemic obligations.  Thus, it provides an account of what one ought subjectively to do in terms of what one ought objectively to do and what one ought subjectively to believe.

Note that if the revised view were stated in terms of objective epistemic obligation rather than subjective epistemic obligation, it would be false.  In other words, the following is false:

(O3)     
It is obligatory, in the subjective or evidence-relative sense, for an agent, s, to be A just in case, if the beliefs that s ought to have, in the objective or evidence-nonrelative sense, were all true, then it would be objectively obligatory for s to be A.

For as I argued in section 8.2, what one ought objectively to believe is the truth.  But it is always trivially the case, in the actual world, that the true beliefs are all true.  So (O3) is equivalent to the following:

(O4)     
It is obligatory, in the subjective or evidence-relative sense, for an agent, s, to be A just in case, in the actual world, it is objectively obligatory for s to be A.

Now (O4), and hence also (O3), implies that an action of attitude is subjectively obligatory just in case it is objectively obligatory.  And this is false: when thirsty Thelma’s olfactory nerves are tampered with so that water smells to her like bleach, drinking from the glass is objectively obligatory and refraining from drinking from the glass is subjectively obligatory.

To sum up, we can solve the first three problems I have pointed out with the reductive objectivist position by moving from (O1) to (O2), but the resulting position is not really a form of reductive objectivism, since it accounts for subjective obligation in general not purely in terms of objective obligation, but rather in terms of objective obligation in conjunction with subjective epistemic obligation. 

If the account were to succeed in this less ambitious reduction, then perhaps it would be satisfactory.  But it does not succeed in this.  For there are some additional problems that are shared by both (O1) and (O2).

7.4.  Reductive Accounts of Subjective Obligation:  Deeper Problems

7.4.1.  The Problem of Intermediate Degrees of Belief

Suppose the doxastic attitudes we can have toward propositions did not admit of degrees.  Suppose, for example, that for any proposition, the only attitudes we could have toward it were those of believing it, disbelieving it, and suspending judgment.  Then it would be clear what we mean when we ask what an agent would be obligated to do if all her beliefs were true (or if all the beliefs that she ought subjectively to have were true).  We can do this by asking whether she is obligated to act in this way in the nearest possible world in which all attitudes toward which she has (or ought to have) an attitude of belief are true, and all the propositions toward which she has an attitude of disbelief are false.  

But this view is too simple.  When two people both believe a proposition, one of them may believe it with a greater degree of confidence than the other.  And if two people disbelieve a proposition, the one may disbelieve it with a greater degree of confidence than the other, or in other words the first may have a greater degree of confidence in its negation than the second.  Similarly, when two people suspend judgment in a proposition, one may have more confidence in its truth than the other.  The first may be willing to bet dollars for dog biscuits that it is true, while the may only be willing to bet dog biscuits for dollars that it is true.  To do justice to these differences, we must recognize degrees of belief.
But if we allow for intermediate degrees of belief, that is to say, for degrees of belief that are intermediate between full belief and full disbelief, then how are we to interpret the claim that what an agent is subjectively obligated to do is whatever she would be objectively obligated to do if all her beliefs were true?  For although an attitude of full belief can be true (a full belief is true just in case the proposition fully believed is true), an attitude of partial belief cannot be.  If Bill has a degree of belief of .6 in the proposition that the file contains the receipt for the AC unit, then it makes no sense to ask what he would be objectively obligated to do in a world in which this degree of belief were true.

One response is to say that when we neither believe nor disbelieve a proposition, any doxastic attitude we may have toward this proposition plays no role in determining what it would be rational to do.  But this is extremely implausible.  If my degree of belief that my revolver is loaded is (or ought to be) 5/6, my attitude toward the proposition that the revolver is loaded may fall short of being a full belief that it loaded.  But the fact that I have, or ought to have, this degree of belief is far from irrelevant to the question of how I should act.

A second response is to say that what is subjectively rational to do is whatever would be objectively permissible if all of the propositions in which one has a degree of belief above a certain threshold were true.  For wherever one sets the threshold, it will be easy to construct counterexamples.  For sometimes we ought rationally to act in ways such that we would be objectively obligated to act in these ways so long as certain propositions in which we have very low degrees of credence were true.  Thus, even if I have a very low (but non-zero) degree of credence in the proposition that the revolver is loaded, I will generally be rationally required not to point it at my head and pull the trigger.

A third response is to say that we don’t need a special category of degrees of belief.  We can do instead with probabilistic beliefs, that is, with beliefs of the form “the probability that p is true is x.”  These beliefs can be straightforwardly true or false: the proposition that (the probability that p is true is x) is true just in case the probability that p is true is x.  Suppose we can identify having a degree of belief of 1/3 in the proposition that the revolver is loaded with believing that the probability that the revolver is loaded is 1/3.  In this case, it makes sense to ask what one would be objectively obligated to do if one’s beliefs were true.  A world in which one’s beliefs were true would be a world in which the objective probability that the revolver is loaded is 1/3.  And in such a world, pointing the revolver at one’s head and firing it would not be a good thing to do, since in such a world there will be an objective chance of 1/3 that doing so would result in one’s death.  And so the view under consideration gives the desired result that if one has a degree of belief of 1/3 in the proposition that the revolver is loaded, it would be irrational to point it at one’s head and fire it.

This view, however, is false.  We cannot identify having a degree of belief of x in p with believing that the probability of p is x.  To see why not, consider the following case.  Suppose three scientists, Albert, Werner and Erwin, are observing a radium atom.  All three have a degree of credence of .5 in the proposition that atom is of isotope 227, and a degree of credence of .5 in the proposition that it is of isotope 228.  However, the three scientists have different theories of atomic physics.  Albert believes that if it is radium 227, it is sure to decay (the objective probability that it will decay is 1) while if it radium 228, it is sure not to decay (the objective probability that it will decay is 0).  Werner believes that if it is radium 227, the objective probability that it will decay is .75, while if it is radium 228, the objective probability that it will decay is .25.  And Erwin believes that the probability that it will decay is .5 regardless of whether it is radium 227 or 228.  Each of the three scientists has a degree of belief of .5 in the proposition that the atom will decay, but they disagree in their attitudes towards propositions concerning the objective probability that the atom will decay.  While Erwin believes that the objective probability that the atom will decay is .5, Albert and Werner believe that the objective probability that it will decay is not .5; indeed, they are certain that it is not .5.

Thus, having a degree of belief of x in proposition p cannot be identified with believing that the objective probability of p is x.  Nor can it be identified with believing that that the subjective probability of p is x.  For one thing, this identification would be viciously circular, since the subjective probability of a proposition for an agent just is this agent’s degree of belief in this proposition.  For another thing, having a degree of belief in a proposition is a first-order attitude: it is an attitude toward the proposition.  But believing that the proposition has a given subjective probability is a second order attitude: it is a belief concerning one’s attitude toward the proposition.  And one can believe a proposition to a certain degree without having any second order attitude concerning one’s attitude toward this proposition.  Or one can have a false belief concerning one’s attitude toward the proposition.  Or one can be uncertain about one’s attitude toward the proposition.  In any of these cases, one’s degree of belief in the proposition will not correspond to the subjective probability that one believes it to have.

There is a third kind of probability that one might try.  One might suggest that having a degree of belief of x in p is believing that the epistemic probability of p is x, where the epistemic probability of a proposition is the degree of belief that one ought rationally to have in this proposition.  But this view, too, is false.  Once again, one can have a degree of belief in a proposition without having any belief concerning what one’s degree of belief in the proposition ought rationally to be.  Or one can be uncertain concerning what one’s degree of belief in the proposition ought to be.  Or, if doxastic akrasia is possible, then one can have a degree of belief in a proposition while believing that one ought to have some other degree of belief in the proposition.  I might, for example, believe that my brother is innocent, while believing that, given the evidence, I ought to believe that he is guilty.  Though this would be irrational, it is not psychologically impossible.

I conclude, therefore, that having a degree of belief in a proposition cannot be identified with fully believing some proposition concerning the probability of the proposition.  Partial belief is not reducible to full belief.  And since an attitude of partial belief cannot be true or false, and since what one rationally or subjectively ought to do can depend upon the degrees of partial belief that one has (or ought to have), it follows that we cannot identify the subjectively obligatory as whatever would be objectively obligatory if one’s beliefs were true.

7.4.2.  The Three Envelope Problem

There is a further problem that intermediate degrees of belief can raise: when an agent has intermediate degrees of belief, it can be subjectively obligatory for her to act in ways which, if her beliefs were true, would objectively impermissible.  And it can likewise be subjectively impermissible for her to act in ways which, if her beliefs were true, would be objectively obligatory.  The three envelope case, discussed in the previous section, is a case in point.  Recall that Enid is presented with three envelopes, and she is allowed to take only one.  She knows that one or other of the first two envelopes contains $1500, while the other is empty, and she has a degree of belief of .5 in each of the two possibilities.  She also knows that the third envelope contains $1000.  But she has no other relevant information.  In this case, taking the third envelope is subjectively obligatory, and yet if her beliefs were all true, then it would be objectively impermissible, since it would follow from the truth of her beliefs that either the first envelope contains the most money, and so taking the first envelope is objectively obligatory, or else the second envelope contains the most money, and so taking the second envelope is objectively obligatory.  Similarly, not taking the third envelope is subjectively impermissible, but if her beliefs were true, it would objectively obligatory.

Thus, the view that we are subjectively or rationally obligated to do whatever we would be objectively obligated to do if our beliefs were true is untenable.  Equally untenable is the view that what we are subjectively or rationally obligated to do whatever we would be objectively obligated to do if the beliefs we ought rationally to have were true.  For in the three envelope case just described, Enid’s actual beliefs coincide with the beliefs she ought rationally to have.

7.4.3.  The Problem of Akrasia

Let us say that an agent, s, is akratic just in case there is some property, A, such that

s is A;

whether s is A is under her s’s control; and

s believes that that it is subjectively impermissible for s to be A.

Note that akrasia is defined as having a property that one believes one is subjectively obligated not to have.  For there is nothing irrational about having a property that one believes one is objectively obligated not to have.  Thus, in the three envelope case, Enid could rationally take the third envelope, while believing that she is objectively obligated to do otherwise.

Akrasia, as I have defined it, is irrational, or subjectively impermissible.  Thus, it is never rational to  while believing that it is irrational to .  Nor is it ever rational to believe that p while believing that it is irrational to believe that p.
  Thus, any adequate account of rationality or subjective permissibility must have the implication that akrasia is always subjectively impermissible.  But neither (O1) nor (O2) has this implication.

Let us begin with (O1), that is, with the belief-based theory of rationality.  Suppose thirsty Thelma is presented with a glass which contains water but appears to contain bleach, and suppose that no other beverage is available.  And suppose that Thelma believes, correctly, that it would be subjectively impermissible for her to drink from this glass.  Suppose, however, that she has no beliefs whatsoever concerning the contents of the glass, nor any other beliefs that bear on the question of whether she should drink from the glass.  In particular, she neither believes that the glass contains water nor does she believe that it contains bleach.  Assume, further, that Thelma has no false beliefs.

Now according to (O1), Thelma ought rationally to drink from the glass just in case, in the nearest possible world in which all her beliefs are true, she ought objectively to drink from the glass.  But, ex hypothesi, the actual world is a world in which all of Thelma’s beliefs are true, and so it is clearly the nearest possible world in which all her beliefs are true.  And since, in the actual world, the glass contains water, which is the only available beverage, Thelma ought objectively to drink from the glass in the actual world.  Therefore, (O1) has the false implication that Thelma ought subjectively to drink from the glass.  Moreover, in the nearest possible world in which all her beliefs are true, namely the actual world, it is true that she ought rationally not to drink from the glass.  And since one ought objectively to believe whatever is true, it follows that in the nearest possible world in which Thelma’s beliefs are all true, she ought objectively to believe that she ought subjectively not to drink from the glass.  Thus, in the nearest possible world in which all Thelma’s beliefs are true, she ought objectively to have the property of (drinking from the glass while believing that she ought subjectively not to drink from the glass).  And so (O1) has the implication that Thelma ought subjectively to have this property.  Therefore, (O1) has the false implication that Thelma ought subjectively to be akratic.
Let us now consider (O2), that is, the view that one is subjectively obligated to be A just in case, if all the beliefs that one ought rationally to have were true, one would be objectively obligated to be A.  Let’s return to the case in which Enid must choose between three envelopes, such the third envelope contains $1000, and of the remaining envelopes, she knows that one contains $1500 and the other is empty.  Assume that although Enid has incomplete information (she doesn’t know which of the first two envelopes contains the $1500), she has no misinformation or misleading evidence.  It follows that everything she ought rationally or subjectively to believe is true, and so the actual world is a world in which all the beliefs she ought subjectively to have are true.

Define property L as the property of believing that one ought subjectively to take the third envelope, and yet not taking the third envelope.  In the actual world, it is true that Enid ought subjectively to take the third envelope.  Therefore, in the actual world, Enid ought objectively to believe that she ought subjectively to take the third envelope.  Further, in the actual world, Enid ought objectively not to take the third envelope.  Thus, in the actual world, Enid ought objectively to believe that she ought subjectively to take the third envelope, and yet not do so.  In other words, in the actual world, Enid ought objectively to have property L.  

But since the actual world is a world in which all the beliefs Enid ought subjectively to have are true, it follows that if all the beliefs Enid ought subjectively to have were true, then Enid would be objectively obligated to have property L.  Therefore, (O2) implies that Enid ought subjectively or rationally to have property L.  In other words, (O2) implies that Enid ought rationally to be akratic.  Thus, (O2), like (O1), is false. 

7.4.4  The Problem of Over-Demandingness

A final problem with (O1) and (O2) is that they are both overly demanding.  To see why, we need an example of a normative proposition that might plausibly be true, but such that, plausibly, it would be rationally permissible for someone who is descriptively well informed to believe that this proposition is false.  The following may be such an example:

p:  
If one is in a choice situation in which one can either save chimpanzees from extinction and allow dolphins to go extinct, or save dolphins from extinction and allow chimpanzees to go extinct, then, other things being equal, one ought objectively to save chimpanzees from extinction.
Personally, I don’t know whether this proposition is true or false, but it seems like the sort of normative proposition that might be true, and that one might plausibly believe to be false, even if one were well-informed about the descriptive characteristics of the two species.  

Let us suppose that Daphne is able to rescue either dolphins or chimpanzees from extinction, but not both.  And suppose she has no false beliefs, and that she is fully informed concerning all the descriptive matters of fact that are relevant to her decision, including the descriptive features of the two species.  Suppose that she knows that other things are equal, in the sense that the only normatively relevant factor that hinges on her choice is the survival of the two species in question.  Suppose, further, that Daphne belongs to a community in which everyone, including the wise, agrees that Daphne ought objectively to save the dolphins.  However, Daphne is torn.
  She finds herself unable to form any opinion concerning which of her options she ought objectively to choose.  She is not persuaded by any argument to the effect that one option would be better than the other, nor by any arguments to the effect that her options would be equally good, nor by any arguments to the effect that her options are incommensurable.  Thus, she suspends judgment concerning which of the two options she ought objectively to choose.  Let us assume that all of Daphne’s normative beliefs are true, but that her normative beliefs are incomplete, and so these beliefs have no implications concerning which of her options she ought objectively to choose. 

However, Daphne must act, and she doesn’t want her inability to form an opinion concerning her objective obligations to prevent her from saving either species, and so she plumps for the dolphins.  This, it seems, is something she could do without irrationality.

But (O1) and (O2) imply otherwise.  First consider (O1).  This view implies that saving the dolphins is subjectively impermissible so long as doing so would be objectively impermissible in a world in which all of Daphne’s beliefs were true.  But ex hypothesi, all of Daphne’s beliefs are true.  And ex hypothesi, in the actual world, p is true, and so she ought objectively to save the chimpanzees, to save the dolphins instead would be objectively impermissible.  Thus, if Daphne’s beliefs were true, which they are, it would be objectively impermissible for her to save the dolphins.  Thus, it follows from (O1) that it is subjectively impermissible for her to save the dolphins, or in other words, that in choosing to save the dolphins, she is acting irrationally.

To make (O1) less demanding, we might try revising it as follows.  Rather than stating:

(O1)    It is subjectively obligatory for an agent, s, to be A just in case, if s’s beliefs were all true, then it would be objectively obligatory for s to be A.

We might try:

(O1′)   It is subjectively obligatory for an agent, s, to be A just in case, in every possible world in which s’s beliefs are all true, it would be objectively obligatory for s to be A.

This revision does help to make the view less demanding, but it does not solve the Daphne problem.  For we are assuming that Daphne is fully informed concerning all the descriptive matters of fact that are relevant to the question of whether she should save chimpanzees or dolphins.  Thus, in every possible world in which all her beliefs are true, all the descriptive matters of fact that are relevant to this question are the same.  Therefore, assuming that the normative supervenes on the descriptive, it follows that since saving the dolphins is impermissible in the actual world, it is impermissible in any world in which all of Daphne’s beliefs are true.  And so it follows from (O1′) that it is subjectively impermissible for Daphne to save the dolphins.

Now consider (O2).  This view implies that saving the dolphins is subjectively impermissible so long as doing so would be objectively impermissible in a world in which all the beliefs that Daphne ought subjectively to have are true.  Now we may assume that Daphne has are precisely the beliefs that she ought, subjectively, to have.  Though she does not have every true belief (in particular, she does not believe p, but rather suspends judgment concerning p), there is no belief that she is rationally obligated to have, given her evidence, that she fails to have.  (Recall that we are assuming that it is subjectively permissible for her not to believe p.)  Since we are assuming that she believes everything she ought to believe, and that everything she believes it true, it follows that everything she ought to believe is true.  And so the actual world is a world in which everything she ought to believe is true.  And in the actual world, it is objectively impermissible for her to save the dolphins.  And so it follows from (O2) that it is subjectively impermissible for her to save the dolphins.
Nor does it help to modify (O2) in a manner analogous to the revision proposed for (O1), as follows:

(O2′)   It is subjectively obligatory for an agent, s, to be A just in case, in every possible world in which all the beliefs that s ought subjectively to have are true, it would be objectively obligatory for s to be A.

For we are assuming that the beliefs Daphne has are precisely the beliefs she ought subjectively to have.  Thus, since it is objectively impermissible for her to save the dolphins in all the worlds in which her beliefs are true, it follows that it is objectively impermissible for her to save the dolphins in all the worlds in which the beliefs she ought to have are true.  And so (O2′) implies that it is subjectively impermissible for her to save the dolphins.

In order the argument from over-demandingness to work, what is required is that it is possible for there to be some agent, s, and some act,  such that

(a) In every world in which all of s’s beliefs are true, she is objectively obligated to 
(b) In every world in which all the beliefs s ought subjectively to have are true, she is objectively obligated to .

(c) It is subjectively permissible for s not to  (or in other words, s could rationally ).

(d) It is subjectively permissible for s not to believe that she ought objectively to .

I have suggested that the case in which s is Daphne and -ing is saving the chimpanzees rather than the dolphins may be a case of this kind.  But might deny that this really is a case of this kind, and one might deny, further, that there could be any cases of this kind.  I will conclude this section by arguing that there must be cases of this kind.
I assume there could be cases in which a person ought objectively to nod his head if and only if he is presented with a true mathematical proposition.  (This might be true, for example, if a demon will severely punish him for failing to nod his head if and only if he is presented with a true mathematical proposition.)  Suppose Kurt is in a situation of this kind.  Assume that Kurt has good eye-sight, and that mathematical propositions are presented to Kurt in a very clear and unambiguous way, so that the mathematical proposition he is presented with always coincides with the mathematical proposition that he ought to believe that he is presented with, and with the mathematical proposition that he in fact believes he is presented with.  Thus, whenever he is presented with the proposition “2 + 2 = 4,” he ought to believe that his is presented with this proposition, and he does in fact believe that he is presented with this proposition.  Suppose, further, that Kurt believes, and ought to believe, that he ought objectively to nod his head if and only if he is presented with a true mathematical proposition.

Some mathematical propositions are true but unprovable (this follows from Gödel’ incompleteness theorem).  And presumably, if a mathematical proposition is true but unprovable, Kurt could fail to believe it without irrationality.  Assume g is such a proposition, and that Kurt is presented with g.  Since Kurt could fail to believe that g is true without irrationality, Kurt could be presented with g and fail to nod without irrationality.  But since g is true, g is true in every possible world.  And since Kurt believes, and ought to believe, that that he is presented with g, and that he ought objectively to nod his head just in case he is presented with a true mathematical proposition, it follows that in every world in which Kurt’s beliefs are true, he ought objectively to nod his head—and it likewise follows that in every world in which the beliefs Kurt ought to have are true, he ought objectively to nod his head.  Thus, both (O1′) and (O2′) imply, incorrectly, that Kurt ought subjectively to nod his head when presented with g, or in other words, that Kurt could not rationally fail to nod his head when presented with g.
8.  The Normativity of Constitutive Rules

I argued, in section 7.2, that we must recognize both subjective and objective forms of obligation.  And in section 7.3 I argued against various attempts to reduce subjective obligation to objective obligation.  And in chapter 4, I argued against subjectivist theories of value and of practical reason, which are the sorts of view one must accept if one holds that objective obligation is reducible to subjective obligation.  Should we therefore conclude that both kinds of obligation must be taken to be primitive?  This would be a disappointing conclusion, and as rational optimists, we should hope to do better.  

As Kant pointed out in a variety of contexts, to find a connection between what appear to be two heterogeneous elements, it is often useful to seek a third term that is connected to each.  In the present chapter, I will argue that a third term with which both kinds of obligation are connected consists in what I will call constitutive rules.   I will offer a transcendental argument for the conclusion that we must regard subjective and objective obligations as each necessarily connected with constitutive rules.  But first I will define the notion of a constitutive rule, and discuss the kind of normativity that such rules possess.
8.1.  The Constitutive Normativity Thesis 

A rule is constitutive, relative to an attitude A, just in case it is a necessary condition for having attitudes of type A that one be disposed to follow this rule.  As an illustration, consider preference.  Everyone is disposed to be such that 

(P1)    
If she prefers outcome X to outcome Y, and she believes that -ing will result in outcome X while failing to  will result in outcome Y, then she -s.

And the reason everyone has this disposition is that if one didn’t have this disposition, one could not have preferences.  Or to be more precise, for any attitude, A, that one can have toward an ordered pair of outcomes, if an agent is not disposed to be such that 

(P2)
if she has attitude A toward the ordered pair 
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, and she believes that -ing will result in outcome X while failing to  will result in outcome Y, then she -s
then having attitude A toward an ordered pair of outcomes does not constitute preferring the first outcome to the second outcome.  It follows that rule (P1) is a constitutive rule.  In particular, it is constitutive relative to the attitude of preferring.

Are constitutive rules normative?  That is to say, if a norm is such that being disposed to conform to this rule is essential to having a given type of attitude, can we infer that everyone ought to conform to this rule?  Call the affirmative answer to this question the constitutive normativity thesis.  In what follows, I will argue against the constitutive normativity thesis.  I will then consider what seem to be plausible weakenings of this thesis, and argue that these are false.  I will conclude by arguing that there is one weakening of the constitutive normativity thesis that is highly plausible.  I will be employing this thesis as a premise in later sections of this chapter.

(Note that what I am calling “constitutive rules” are sometimes called “constitutive norms.”  I depart form this usage, for I will argue that some constitutive rules are not normative.  That is, there are some constitutive rules such that it is not the case that everyone ought to conform to them.  And indeed, there are some constitutive rules such that everyone ought not to conform to them.  But if one ought not to conform to a rule, then the rule is not normative.  And if a rule is not normative, then is should not be called a norm.
)

Something like the constitutive normativity thesis is sometimes tacitly appealed to in defending desire-based or preference-based theories.  Thus one sometimes encounters the following kind of argument:

One ought to promote states of affairs that one prefers, because to prefer a state of affairs just is to be disposed to bring it about.

Similarly, something like the constitutive normativity thesis is sometimes tacitly appealed to in discussions of the emotions, as in the following arguments:

You ought to be afraid of cobras, but not of garter snakes.  For you know that cobras are dangerous, and garter snakes are not.  And an essential feature of fear is that it is an attitude that one is disposed to have toward things that one regards as dangerous, and not toward things that one regards as harmless.

Or similarly

You ought to be grateful toward the Governor, but not toward the President.  For you know that the Governor’s policies have helped you, while those of the President have only harmed you.  And it is constitutive of gratitude that it is an attitude one has toward those one believes to have benefited one, not toward those one believes to have harmed one.

I believe, however, that the constitutive normativity principle is false, and that these arguments are unsound.  To see why, consider the following the attitude of xenophobic aversion.  The following are constitutive rules for xenophobic aversion:

(X1)   
One has xenophobic aversion toward someone if and only if one believes that she belongs to a different ethnic group.

(X2)
If one has xenophobic aversion toward someone, then one avoids associating with him.

To ensure that these two rules are constitutive of xenophobic aversion, let us define xenophobic aversion in such a way that this is true by stipulation.  In other words, let us say that an agent, s1, is xenophobically averse toward another agent, s2, just in case there is some attitude type, T, such that 

(i)     
s1 is disposed to have an attitude of type T toward another individual if and only if s1 believes that this individual belongs to a different ethnic group;

(ii)    
s1 is disposed to avoid associating with anyone toward whom she has attitude T; and

(iii)    s1 has an attitude of type T toward s2.

(When conditions (i) and (ii) are satisfied, we may say that attitudes of type T realizes xenophobic aversion for s1.)

Note that it does not follow from the fact that (X1) is a constitutive rule for xenophobic aversion that everyone is disposed to have xenophobic aversion toward those whom she believes to belong to a different ethnic group.  What follows is that any attitude that one is not disposed to have toward those one believes to belong to a different ethnic group does not count as xenophobic aversion.  And so it follows that anyone who has xenophobic aversion toward anyone is disposed to have xenophobic aversion toward those whom she believes to belong to a different ethnic group.  Note, further, that there are two way in which a person might fail to have the attitude of xenophobic aversion.  First, one might lack the appropriate dispositions.  That is, among the various types of attitude that one is disposed to possess, there might be no type of attitude that one is disposed to have toward those whom one believes to belong to different ethnic groups, and such that one is disposed to avoid associating with those to whom one has this attitude.  Second, it might be that although one has the appropriate dispositions, they are never be triggered.  One might, for example, live in an environment in which one never encounters anyone belonging to a different ethnic group.  

Now the constitutive normativity thesis implies that everyone ought to conform to rules (X1) and (X2).  But this is clearly false.  It is not the case that everyone should conform to these rules.  For anyone who conforms to both these rules will avoid associating with those whom they believe to belong to a different ethnic group.  And it is not the case that everyone ought to avoid associating with those whom they believe to belong to a different ethnic group.

This suggests a natural weakening of the constitutive normativity thesis.  Rather than stating

(C1)     
If a rule is constitutive for some attitude, then everyone ought to conform to this rule.

perhaps it should state:

(C2)     
If a rule is constitutive for some attitude, then everyone who has the attitude in question ought to conform to this rule.

But this too seems wrong.  It follows from (C2) that if I have xenophobic aversion toward someone, I ought to avoid associating with those whom I believe to belong to a different ethnic group.  But this seems false.  It may be that if I have xenophobic aversion, then I will generally avoid associating with those whom I believe to belong to a different ethnic group, but it hardly seems that I ought to do so.

We might try a further weakening, by moving the ‘ought’ in (C2) outside the scope of the conditional, and thus changing it form a narrow scope norm to a wide scope norm, as follows:

(C3)      If a rule is constitutive for some attitude, then everyone ought to be such that (if she has the attitude in question then she conforms to this rule).

Note that (C3) does not imply that if I have xenophobic aversion, then I ought to conform to the constitutive rules of this attitude, and hence that I ought to avoid associating with those whom I believe to belong to a different ethnic group.  For there are two possible ways of complying with (C3): one is by having the attitude of xenophobic aversion and conforming to its constitutive rules, and the other is by not having the attitude of xenophobic aversion.  And it seems that I ought to comply with (C3) in the latter way.

But there is still a problem with (C3).  For suppose I am unable not to have xenophobic aversion.  Suppose that I was raised to be xenophobic, and try as I might, I cannot prevent myself from having the attitude of xenophobic aversion toward certain individuals.  In this case, there will be only one way in which I will be able to comply with (C3), namely, by avoiding associating with people whom I believe to belong to different ethnic groups.  And if the only way I can comply with (C3) is by avoiding associating with such people, then (C3) implies that I ought to do so.  And this seems false.  Even if I cannot avoid having the attitude of xenophobic toward certain individuals, I will still have no normative reason to comply with the constitutive rules of this attitude, and hence to avoid associating with people whom I believe to belong to different ethnic groups.

The problem I have just considered stems from the fact that we are sometimes unable to avoid having certain attitudes.  So as to side-step this problem, we might try weakening our thesis even further, as follows:

(C4)      If a rule is constitutive for some attitude, then everyone ought to be such that (if she has this attitude and it is up to her  whether she has this attitude then she conforms to this rule).

Since, in the example just given, it I was unable not to have the attitude of xenophobic aversion, it follows that it is not up to me whether I have this attitude.  And so (C4) does not imply that I ought to conform to the constitutive rules of this attitude.

The problem is that constitutive rules are cheep.  For any rule or set of rules one can think of, one can simply define an attitude in terms of this rule, and the rule or set of rules will count as constitutive for this attitude.  Consider the following rules:

(Shw1)    An agent, s, has attitude of type T toward a proposition, p, when and only when s believes that p is currently true and s wishes that p would cease to be true. 

(Shw2)  
Whenever an agent, s, has an attitude of type T toward a proposition, p, s twiddles her thumbs.

One can simply define an attitude (we might call it the attitude of “shwiddling”) in such a way that (Shw1) and (Shw2) are constitutive for this attitude.  We can do so as follows:

An agent, s, shwiddles that p just in case there is some attitude type T, such that

(i)     
s is disposed to be such that, (for every proposition, q, s has attitude of type T toward q when and only when s believes that q is currently true and s wishes that q would cease to be true);

(ii)    
s is disposed to be such that (for every proposition, q, whenever s has an attitude of type T toward q, s twiddles her thumbs.); and

(iii)   
s has an attitude of type T toward p.
(In this case, when conditions (i) and (ii) are satisfied, attitudes of type t will realize shwiddling for s.)

Since (Shw1) and (Shw2) are constitutive rules for the attitude of shwiddling, so (C4) will imply that every agent ought to be such that (if she has the attitude of shwiddling, and it is up to her whether she has an attitude of this kind, then she conforms to the rule (Schw1) and (Shw2)).
Suppose, for example, that Henry is shwiddler.  Thus, whenever Henry believes that something is currently true and wishes it would cease to be true, he adopts a certain special attitude toward this proposition, and he also twiddles his thumbs.  For example, when Martha is going on and on about immigration policy, Henry adopts this attitude toward the fact that Martha is talking about immigration policy, he twiddles his thumbs.  This attitude will count as an attitude of shwiddling, and so we may say that Henry shwiddles that Martha is talking about immigration policy.  Suppose, further, that it is up to Henry whether he has the attitude of shwiddling.  If, for example, he ever came to believe that twiddling his thumbs is an inappropriate response to a tedious situation, he would lose his tendency to do so, and might start strumming his fingers instead.  He would thus cease to be a shwiddler and become, shall we say, a shrummer.  
Now suppose that Henry does not stop being a shwiddler.  He continues to shwiddle lots of things.  And yet, on one particular occasion, he believes that his neighbor’s dog is barking, and he wishes it would cease to be true that his neighbor’s dog is barking, and yet he does not twiddle his thumbs.  (C4) implies that Henry’s condition is impermissible: either he should stop being a shwiddler, or he should conform to the constitutive rules of shwiddling, and hence twiddle his thumbs when his neighbor’s dog is barking and he wishes it would stop.  But is it impermissible, according to (C4) for Henry to continue being a shwiddler and yet fail to twiddle his thumbs when his neighbors dog is barking and he wishes it would stop.

But this seems highly implausible.  The basic problem is that constitutive rules are cheep, and we can simply define them into existence, in the sense that we can define attitudes to be governed by whatever constitutive rules we like.  But genuine normativity is not so cheep, and no adequate theory of normativity should have the implication that we can arbitrarily define genuine norms into existence.  The theories we have been considering all imply that whenever we can define a type of attitude in terms of an arbitrary set of constitutive rules, there will be circumstances in which these rules are normative.  Thus, the theories we have been considering all have the implication that genuine norms, and hence genuine obligations, can be defined into existence.  Hence they are all implausible.

8.2.  Constitutive Rules and Subjective Obligation

In this section, I will try a different approach.  I will make a move that is now familiar: rather than asking what is true, or what we should believe, I will ask what can rationally accept or reject from the practical point of view, or more generally, what one can accept or reject in the context of deliberation.  I will argue that in the course of reasoning directed toward an attitude, one cannot rationally reject the proposition that the constitutive rules of this attitude are normative.

In this section I will argue only that we cannot rationally deliberate without accepting the proposition that the constitutive rules of the attitude about which we are deliberating are subjectively normative.  In the following section, I will argue that there are some constitutive rules the objective normativity of which we are rationally required to accept in the context of reasoning or deliberation.  Thus, I will show that in the context of reasoning, our conceptions of subjective and objective obligations must be appropriately related to the constitutive rules of the attitude about which we are reasoning, and hence our conceptions of subjective and objective obligation must be appropriately related to one another.

(Since the present section is concerned with subjective rationality, all references to obligation, permission, and reasons must be understood as referring to subjective obligation, subjective permission, and subjective reasons.)

I will take as my starting point an idea found in the final section of Kant’s Groundwork, where he writes:

We cannot possibly think of a reason that consciously lets itself be directed from outside as regards its judgments; for in that case the subject would attribute the determination of its faculty of judgment not to his reason, but to an impulse … Therefore as practical reason or as the will of a rational being must reason regard itself as free.

In the context of reasoning, we must assume a capacity for responsiveness to reasons, and hence for rational self-determination.  That is, deliberation must proceed under the idea of freedom.  

Kant himself focuses on the practical implications of this idea, but it applies quite generally to all forms of reasoning, including theoretical reasoning.  In all reasoning, we aim to make a judgment—be it a theoretical judgment, i.e., the formation of a belief, or a practical judgment, i.e., the formation of an intention—for sufficient reasons.  In practical reasoning we aim to make a choice that we have sufficient reason to make because it is a choice we have sufficient reason to make.  And similarly, in theoretical reasoning, we aim to form a belief that we have sufficient reason to form because it is a belief we have most reason to form.  Thus we must regard ourselves as having the capacity to form such attitudes in accordance and because of reasons.

In what follows, I will focus on the case of intention, but the arguments I will offer are meant to be generalizable to belief as well, and to any other attitude that can be the object of deliberation or reasoning.

Anyone who has attitudes of type T must have the corresponding dispositions, namely the dispositions to follow the constitutive rules of T.  Thus our attitudes of type t will generally be formed in accordance the constitutive rules of T, and not merely accidentally, but rather because they accord with the constitutive rules of T.  Thus, if it is a constitutive rule of intention that agents intend to bring about whichever outcome they most desire from among the outcomes they regard as attainable, then it will be the case both that agents generally intend to bring about their most desired attainable outcomes, and they do so because this is the attainable outcome they most desire.  Similarly, if it is a constitutive rule of belief that agents form certain types of belief in response to certain types of evidence, then agents will generally form these beliefs in response to this evidence, and they will generally do so because of this evidence.  
Thus, in the course of practical reasoning, we must expect that we will form intentions in accordance with the constitutive rules of intention.  And in the course of theoretical reasoning, we must expect that we will form beliefs in accordance with the constitutive rules of belief.  Thus, if we must also expect that we will form intentions and beliefs in accordance with sufficient reasons, we must assume that we have sufficient reason to conform to the constitutive rules of these attitudes.  In other words, we must assume that conforming to these rules is permissible.

But I must show more than this.  To show that we must assume these rules to be normative, I must show that we must assume that conforming to these rules is obligatory, not just permissible.  Now suppose that conforming to these rules were permissible but not obligatory.  Suppose, in other words, that conforming to these rules were merely permissible.  In this case, the causal efficacy of these rules would be an instance of non-normative causality, and in following these rules, we would be responding to factors other than reasons.  Since, in the course of reasoning, we must assume that our judgments are determined by reasons and only by reasons, we must assume that the rules that regulate the formation of our judgments are all normative.

One might object as follows:  

Reasons can run out.  This is true in Buridan’s Ass type cases, in which one is presented with two alternatives that are identical in all relevant respects, and one must choose one of them.  Since, ex hypothesi, there are no reasons favoring either alternative, one’s choice cannot be a response to reasons.  Thus, it cannot not be the case that, in practical reasoning, we must take ourselves to be responding only to reasons.

I disagree with this objection, because I believe that when one is choosing between two such options, one is not engaged in practical reasoning.  Practical reasoning has come to an end as soon as one has evaluated all one’s alternatives.  If, in the process of practical reasoning, one discovers that two or more alternatives would be equally-best, or more generally, that there are two or more alternatives each of which would be worse than no other alternative, then one must choose between them, but this choice should not be thought of as an exercise of practical reasoning.  There is more to decision making, in other words, than reasoning.

But however we demarcate practical reasoning, Buridan’s Ass type cases seem to present a problem for my view.  Suppose I am right that in the course of reasoning, we must regard ourselves as responding to reasons and only to reasons.  This will imply, at most, that any constitutive rules that are operative within deliberation must be normative.  But perhaps there are constitutive rules that operate outside of deliberation.  If, for example, there is more to decision-making than practical reasoning, and that decision making can involve a stage selecting among permissible alternatives that occurs after practical reasoning has come to an end, then perhaps there are non-normative constitutive rules that operate within this stage of decision making.  Perhaps, for example, the following is a constitutive rule of intention: 

(I)  
Whenever one is hungry and one is presented with two identical ice-cream sundaes, one to the right and one to the left, one intends to eat the ice-cream sundae on the right.

If this were a constitutive rule of intention, then it would presumably be non-normative, since presumably it would be permissible to intend to eat the ice-cream sundae the left.  And presumably it would not be the case that we are rationally required, from the practical point of view, to believe that this rule is normative.  And so if there are constitutive rules similar to (I), then this would raise problems for my view.  I must therefore show that, from the practical point of view, we must assume that there are no such constitutive rules.

When I am choosing between the two ice-cream sundaes, I must assume that I am able to choose either.  That is, I must assume that I could choose the one on the right, and that I could equally choose the one on the left.  Now anything that I can do in one circumstance I am able to do in every relevantly similar circumstance.  Thus, if I am now able to choose the ice-cream sundae on the left, then I would be able to choose the ice-cream sundae on the left in every relevantly similar circumstance.  And if I could do this, then I could acquire the disposition to choose the sundae on the left in every relevantly similar circumstance.  I could, for example, adopt the maxim of always choosing the sundae on the left in such circumstances.
  But if (I) is a constitutive rule of intention, then insofar as I have intentions at all I must be disposed to conform to (I), and so it cannot be the case that I am disposed to intend to choose the sundae on the left.  Since, from the practical point of view, I must assume that I could adopt this maxim, and hence that I could have this disposition, it follows that I must reject the idea that (I) is a constitutive rule of intention.

A second objection to the view I have presented is this. 
 Perhaps you are right that we must assume, not only in the context of reasoning but also in the context of choosing among options one regards as equally good, that the constitutive rules by which we are guided are normative.  But still, all you will have shown in that in each context, we must assume that the rules that are currently operative are normative.  Not every constitutive rule will be operative, or causally efficacious, in every context, and so if this is all you have shown, you will not have shown that, from the practical point of view, we must always assume that all the constitutive rules of intention are normative.  Indeed, it may be that there is no context in which all the constitutive rules are operative, since there may be pairs of constitutive rules with mutually exclusive conditions of application.  And if so, then your argument will not suffice to show that there is any context in which we must assume that all the constitutive rules of intention are normative.

I believe, however, that this can be shown, or that something close to it can be shown.  For there is a difference between -ing because of a fact that happens to be a sufficient reason to , and -ing because one has a sufficient reason to .  Suppose, for example, that I am a proof-reader, and I am asked to circle every ungrammatical sentence.  And suppose that in doing so, I proceed as follows: I circle every sentence containing a dangling participle, I circle every sentence that is ten words long, and I circle every sentence containing the word “Parcheesi”; I leave every other sentence uncircled.  And suppose I encounter the following sentence:

Marching through the jungles of Africa, the mosquitoes became unbearable.

Because I always circle sentences with dangling participles, I circle this sentence.  In this case, although it is true that I circle this sentence because it contains a dangling participle, and hence because it has a feature that makes it ungrammatical, it is not true that I circle the sentence because it is ungrammatical.  In other words, it is the fact that the sentence contains a dangling participle, and not the fact that the sentence is ungrammatical, that I am responding to when I circle it.  We would say that I circle the sentence because it is ungrammatical only if there were a an appropriate systematic connection between the grammaticality of the sentences I encounter and my circling of these sentences.  But there is no such systematic connection.

Note that what matters is not whether there happens to be a regular connection between my actual circling behavior and the grammaticality of the sentences I actually encounter, but rather whether there is a regularity that supports counterfactuals.  It might be that, as a matter of fact, every sentence that I encounter is ungrammatical if only if the contain a dangling participle, it is ten words long, or is contains the word Parcheesi.  In this case, I will circle all and only all ungrammatical sentences.  Still, if I encountered different sentences, I would very often circle sentences that are grammatical and fail to circle sentences that are ungrammatical.  And so my actual circling behavior could not be seen as a response to the grammaticality of the sentences encountered. 

Now suppose that while intention is regulated by some constitutive rules that are genuinely normative, it is also regulated by some constitutive rules that are not genuinely normative.  There are two ways in which a constitutive rule could fail to be normative: it might be such that one ought not to follow it, or it might be such that it is merely permissible to follow it.  Let’s first consider the first possibility.

Suppose, hypothetically, it is a constitutive rule of intention that whenever it is hot one intends to wear short sleeves, and that it is also a constitutive rule of intention that whenever it is cold one intends to wear short sleeves.  Suppose that the first is a constitutive rule that one rationally ought to follow, while the second is a constitutive rule that one ought not rationally to follow.  And suppose that it is hot, and so one intends to wear short sleeves.  In this case, although one will be doing what one has decisive reason to do, one will not be doing it because it is what one has decisive reason to do, nor is one doing it because one has sufficient reason to do so.  For one might well wear short sleeves even if one had decisive reason not to do so.  Thus, although one is responding to a consideration that happens to be a decisive reason, one is not responding to the fact that one has such a reason.
Now consider a case in which there is a constitutive rule that it is merely permissible to follow.  Suppose that when the ambient temperature is medium (neither hot nor cold), intending to wear short sleeves is permissible but not obligatory.  Suppose, further, that it is a constitutive rule of intention that one always intends to wear short sleeves when the temperature is medium.  And suppose that on some particular day it is hot, and I am wearing short sleeves.  In this case, I am compelled to intend to wear short sleeves merely in virtue of the fact that the weather is not cold, or in other words, merely in virtue of the fact that the weather is either hot or medium.  For I could not adopt the maxim of doing otherwise than wearing short sleeves when the weather is hot or medium.  But if I am free and rational, and if it is up to me hat I wear, then the only considerations that can compel my will are considerations that constitutive decisive reasons.  The fact that the weather is not cold is a sufficient reason to wear short sleeves, but it is not a decisive reason, and so it cannot compel my will if I am free and rational.  Thus, even though the rule “when the weather is medium, intend to wear short sleeves” is not applicable in my current circumstances, the existence of this rule is still relevant to the question of whether my will is currently compelled only be decisive reasons, and so it is relevant to the question of whether I am currently choosing freely and rationally among my options.
The case just considered is one in which one chooses the same sort of action that one would choose in some other circumstance, in conformity with a hypothetical non-normative constitutive rule of intention (namely, the rule that one intends to wear short sleeves when the temperature is medium).  But now consider a case in which one chooses a different sort of act from the act one would choose in some other circumstance, in conformity with a hypothetical non-normative constitutive rule.  Suppose it is a constitutive rule of intention that when the weather is medium, one intends to wears long sleeves, and assume that doing so is merely permissible.  And suppose that the weather is currently hot, and so one intends to wear short sleeves.  In this case, the fact that the weather is not medium is causally relevant to one’s wearing short sleeves.  For one is disposed to wear short sleeves only when it the weather is not medium.  But the fact that the weather is not medium is normatively irrelevant to the question of whether one should wear short sleeves: the fact that the weather is hot is relevant, and the fact that the weather is not cold is relevant, but the fact that the weather is not medium is not relevant, and if one were free and rational, one’s will would not be affected by this fact.  Thus, if it were a constitutive rule of intention that one wears long sleeves when the temperature is medium, then one will be responding to a consideration that is not a reason even when, on a hot day, one intends to wear short sleeves. 

More generally, only when all the constitutive rules of intention are normative will it be the case that our individual decisions can be interpreted as responses to reasons, and only to reasons.  And since we must assume this in the context of practical deliberation, in this context we must likewise assume that all the constitutive rules of intention are normative.  And this argument applies to other attitudes as well.  Only when all the constitutive rules of belief are normative will it be the case that our individual judgments can be interpreted as responses to reasons and only to reasons.  And since we must assume this in the context of theoretical reasoning, in this context we must likewise assume that all the constitutive rules of belief are normative.   
Let us now turn to a third objection:  
If this argument succeeds, it proves too much.  For if it succeeds at all, then it shows, not only that in the context of practical reasoning (reasoning directed toward intention) we must accept the proposition that the constitutive rules of intention are normative, and that in the context of theoretical reasoning (reasoning directed toward belief) we must accept the proposition that the constitutive rules of belief are normative—this argument will show more generally that in the context of reasoning directed toward any type of attitude, one we accept the normativity of the constitutive rules of the type of attitude to be formed.  And so this should apply even to such disreputable attitudes as xenophobic aversion.  But clearly the constitutive rules of xenophobic aversion a not normative, and so clearly we should never accept the proposition that they are normative.

Now suppose we grant, as indeed we should grant, that the constitutive rules of xenophobic aversion are not normative.  It does not follow that we should never accept the proposition that these rules are normative.  For, as I have argued elsewhere, it can be rational to accept propositions that are known to be false.
Moreover, my arguments do not imply the narrow scope conclusion that one ought (to accept that the rules of xenophobic aversion in the context of reasoning directed toward xenophobic aversion).  For if my arguments implied this, then they would imply, a fortiori, that one ought to engage in reasoning directed at xenophobic aversion, and they imply nothing of the kind.  All they imply is that one ought to be such that (if one engages in reasoning directed toward xenophobic aversion, then in so doing one accepts as normative the constitutive rules of xenophobic aversion).  Thus, unless one holds that one ought to engage in reasoning directed toward xenophobic aversion, one cannot infer from my claim the conclusion that one ought to accept as normative the rules of xenophobic aversion in the context of such reasoning.

And it cannot be the case that one ought rationally to engage in reasoning directed toward xenophobic aversion.  For one ought rationally not to be disposed to avoid associating with everyone whom one believes to belong to a different ethnic group.  But having such a disposition is a precondition for being xenophobically averse toward anyone.  It follows that one ought rationally to lack the dispositions that are the preconditions for being xenophobically averse toward anyone.  But if one lacks the dispositions that are the preconditions for being xenophobically averse toward anyone, then one will be unable to engage in reasoning directed toward xenophobic aversion (just as anyone who lacks the dispositions that are the preconditions for believing anything will be unable to engage in theoretical reasoning).  Therefore, since one ought rationally to lack these dispositions, it cannot be the case that one ought rationally to engage in this form of reasoning.
I have argued that one ought rationally to be such that (if one engages in reasoning directed toward attitude A, one accepts the proposition that the constitutive rules of attitude A are subjectively normative).  Now it is plausible that one ought rationally to be such that (if one accepts the proposition that one ought rationally to have property X, then one has property X).  Thus, it is plausibly irrational to act in some way or to have some attitude while accepting the proposition that acting in this way or having this attitude is irrational.  If this is correct, then it follows that one ought rationally to be such that (if one engages in reasoning directed toward attitude A, then one complies with the constitutive rules of attitude A).  For if one engages in reasoning directed toward attitude A, yet one fails to comply with the constitutive rules of A, then it must be the case either than one fails to accept the proposition that these rules are normative, or else that one fails to comply with these rules in spite of accepting the proposition that one ought rationally to do so.

8.3.  Constitutive Rules and Objective Obligation


In the previous section, I argued that a close connection must be accepted between subjective or rational obligation and constitutive rules.  And in the present section, I will argue that a close connection must likewise be accepted between objective obligation and constitutive rules, and also between objective obligation and subjective obligation.
I will take as my point of departure the following observation I made at the end of section 7.2:  More generally, coming to believe with certainty, of one of the available options, that it is objectively obligatory and atomic, brings the process of rational decision making to an end: at this point one must rationally choose the option in question, and there is nothing more to be achieved through reasoning.  (Recall that I defined an atomic option as an option that is not equivalent to the disjunction of two or more relevantly different options.)  But coming to believe with certainty, of one of the available options, that it is subjectively obligatory and atomic, need not brings the process of rational decision making to an end, since one can rationally seek more evidence before making a decision.  

Similarly, coming to believe with certainty, of some subset of alternative options, that each of these options is objectively permissible and atomic, and that no other alternative is objectively permissible, brings the process of weighing reasons to an end: once one has identified such a subset of options, one knows that for each of these options there is no other option that would be better, so all that remains to be done is to plump for one of these options.  But coming to believe with certainty, of some subset of alternative options, that each of these options is subjectively permissible and atomic, and that no other alternative is subjectively permissible, need not bring the process of weighing reasons to an end, for one might continue to seek evidence, and in so doing one might discover that some of these options are better supported by objective reasons than others, or indeed that the best option does not belong to this subset at all.
Note that something similar is true is true in the case of theoretical reasoning.  If one comes to believes with certainty that the belief that p is objectively permissible, then one can no longer coherently engage in theoretical reasoning concerning whether to believe that p.  For the only propositions in which belief is objectively permissible are true propositions, and so if one believes with certainty that the belief that p is objectively permissible, one is rationally required to believe with certainty that p, and hence one cannot continue to reason concerning whether p, or seek further evidence in order to make up one’s mind concerning p.  But one can come to believe that the belief that p is subjectively or rationally permissible without coming to believe that p: for it may be that while the belief that p is rationally permissible, suspending judgment concerning p would also be rationally permissible.  In this case, one may permissibly suspend judgment, and wait for more evidence before making up one’s mind concerning whether p.

The analogy between theoretical and practical reasoning is even closer if we understand theoretical reasoning not as the process of coming to form beliefs simpliciter, but rather as the process of coming to form degrees of belief, so that the options being chosen among are options of having some particular degree of belief in a proposition.  If one believes with certainty that some particular degree of belief in a proposition is objectively obligatory, then one is rationally required to adopt this degree of belief in the proposition in question, and cannot coherently continue to deliberate concerning what degree of belief to adopt, nor can one coherently seek further evidence in order to make up one’s mind.  For a degree of belief of x in proposition q will only be objectively obligatory if the objective probability of q is x, and so if one is certain that this degree of belief is objectively obligatory, one is required to be certain that the objective probability of q is x, and hence to have a degree of belief x in q. (This follows from Lewis’s Principal Principle.)  But if we believes with certainty that a certain degree of belief in p is subjectively obligatory, then while we are rationally required to have this degree of belief in p tentatively (this much follows from my subjective principal principle, which I will defend in chapter 10), one can still coherently seek further evidence bearing on p with the aim of revising one’s degree of belief in p in light of this further evidence.  
Similarly, if one comes to believe with certainty that some set of degrees of belief would each be objectively permissible, one is rationally required to adopt one among these degrees of belief, and one cannot coherently seek further evidence bearing on the issue.  For a plurality of degrees of belief in a proposition will only be permissible if the objective probability, or degree of truth, of the proposition in question is vague.  And so if one is certain that these and only these degrees of belief are objectively permissible, then one must be certain that the objective probability or degree of truth of the proposition is vague among these values.  And in this case, there is no further light that evidence can shed on the issue.  If, on the other hand, one is certain that any one of a set of degrees of belief in a proposition would be subjectively permissible, and that no other degree of belief would be permissible, then although one is rationally required tentatively to adopt one of these of belief (this much follows from the general version of the subjective principal principle argued for in chapter 10) one can still coherently seek further evidence.
All this applies to other attitudes as well: preference, blame, guilt, gratitude, and so on.  But I won’t discuss these here.  

If this is right, then it establishes a close connection between subjective and objective normativity.  What I have said implies, first, the certainty concerning the objective deontic status of the various attitudes one can have toward an object (say, a proposition) can conclusively settle the issue of which among these attitudes to have.  It also implies that only a conclusive verdict concerning the objective deontic status of the various alternative attitudes one can have toward the object rationally requires one to make up one’s mind conclusively concerning which of these alternative attitudes to have, and hence not to seek further evidence in light of which to revise one’s attitude.
There may appear to be a counterexample.  Suppose I must decide right away among a set of practical options, and I believe that one of these options is subjectively or rationally obligatory, but I don’t know which of these options, if any, is objectively obligatory.  It would seem that in this case, I am rationally required to settle conclusively on the option I regard as subjectively obligatory.  Since I must act right away, I don’t have the luxury of waiting for further evidence before reaching a firm and settled decision.  So it appears that it is not just a verdict concerning the objective deontic status of one’s options that can require one to make up one’s mind conclusively among them: under certain circumstances, this can also be required by a verdict concerning the subjective deontic status of one’s options.

But this is not a genuine counterexample.  In cases like this, while one’s the intentions one forms are decisive, since one must act on them, they should not be called conclusive.  To settle one’s attitudes conclusively is hold that additional evidence could not possibly make an alternative attitude rational.  Thus, it is to be disposed to adopt this same attitude regardless of what further evidence one might, counterfactually, have had. But when we must make up our mind because of the need to act right away, in spite of our uncertainty concerning the objective permissibility of our options, one does not hold that no further evidence could be relevant, but only that one must act on the limited evidence that is available.
If only the certainty that an option is objectively obligatory can rationally require one to settle on this option conclusively (and not merely decisively), then if the certainty that p rationally requires one to settle conclusively on some option, it must be the case that the certainty that p rationally requires one to hold that this option is objectively obligatory.  Thus, for example, if the certainty that an option would prevent tremendous suffering rationally requires one to settle conclusively on this option, it must be the case that the certainty that the option would prevent tremendous suffering rationally requires one to believe with certainty that the option is objectively obligatory.  Similarly, if the certainty that a stranger has saved my life rationally requires me to settle conclusively on being grateful toward this stranger, then the certainty that the stranger has saved my life must rationally require me to believe with certainty that being grateful toward this stranger is objectively obligatory.  
Now if certainty that p rationally requires me to certain that q, then I am rationally required to certain that (if p then q).  And if I am rationally required to certain that (if p then it is objectively obligatory that I ), then I am rationally required to be certain that p would constitute, or at least imply the existence of, a decisive reason to .  It follows that if the certainty that the stranger has saved my life rationally require me to be certain this being grateful toward this stranger is objectively obligatory, then I am rationally required to be certain that the stranger’s saving my life would constitute, or at least imply the existence of, a decisive objective reason to be grateful toward the stranger.  Therefore, if the certainty that a stranger has saved my life rationally requires me to settle conclusively on being grateful toward this stranger, then I am rationally required to be certain that the stranger’s saving my life constitutes, or implies the existence of, a decisive objective reason to be grateful toward this stranger.  More generally, if the certainty that p rationally requires me to settle conclusively on option , then I am rationally required to be certain that p constitutes, or implies the existence of, a decisive objective reason to .

But I argued in the last section that in the context of reasoning directed toward an attitude, we must regard the constitutive rules of this attitude as subjectively or rationally normative, or in other words, we must accept the proposition that complying with these rules is rationally obligatory.  Therefore, if it is a constitutive rule of attitude A that agents settle conclusively on this attitude on the basis of a certain kind of consideration, then in the context of reasoning directed toward attitude A, one is rationally required to accept the proposition that one ought rationally to settle conclusively on A on the basis of this consideration.  
But we have seen that if one ought rationally to settle conclusively in on attitude on the basis of a given consideration, then one ought rationally to be certain that this consideration constitutes, or implies the existence of, a decisive objective reason for this attitude.  Therefore, if it is a constitutive rule of attitude A that agents settle conclusively on this attitude on the basis of a certain kind of consideration, then in the context of reasoning directed toward attitude A, one is rationally required to accept the proposition that one ought rationally to be certain that this consideration constitutes, or implies the existence of, an decisive objective reason for this attitude.  And if one is rationally required to accept the proposition that one ought rationally to be certain that p, then, (except under unusual circumstances)
 one will be rationally required to accept the proposition that p.  Therefore, if it is a constitutive rule of attitude A that agents settle conclusively on this attitude on the basis of a certain kind of consideration, then in the context of reasoning directed toward attitude A, one is rationally required to accept the proposition that this consideration constitutes, or implies the existence of, an decisive objective reason for this attitude.  

Thus, if it is a constitutive rule of intention that agents settle conclusively on the intention to  whenever they believe with certainty that -ing would have a more valuable outcome than any available alternative, then in the context of practical reasoning, we are rationally required to accept the proposition that the fact that -ing would have a more valuable outcome that any available alternative is, or implies the existence of, a decisive objective reason to .  Similarly, And if it is a constitutive rule of blame that an agent settles conclusively on blaming another agent whenever she believes that this other agent was responsible for an immoral act, then in the context of reasoning directed toward blame, we are rationally required to accept the proposition that the fact that an agent is responsible for acting immorally is a decisive objective reason to blame this agent.  And if it is a constitutive rule of gratitude that an agent settles conclusively on being grateful toward s whenever she believes with certainty that s benefited her significantly, then in the context of reasoning directed toward gratitude, we are rationally required to accept the proposition that the fact that s benefited us significantly constitutes, or implies the existence of, a decisive objective reason to be grateful toward s.  Hence, in the context of such reasoning, we must accept the following as an objective normative rule: if another agent benefits one significantly, one ought to be grateful toward this agent.
To sum the arguments of this chapter, from the fact that a given type of attitude has certain constitutive rules, we are not justified in believing that these rules are genuinely normative, either subjectively or objectively.  However, in the context of reasoning directed toward this type of attitude, we are rationally required to accept the proposition that these rules are rationally or subjectively normative.  And where an attitude has constitutive rules concerning the conditions under which an agent settles conclusively on this attitude, then in the context of reasoning directed toward this attitude, one is rationally required to accept the proposition that certain corresponding rules are objectively normative.  
9.   Varieties of Normative Relation
In the last two chapters, I have discussed one important distinction among normative concepts, namely a distinction between subjective and objective obligation.  In the present chapter I will be discussing some other distinctions.  Of these, the most important is a distinction between normative reasons and normative requirements, a distinction I borrow from John Broome.  In the first section, I will summarize Broome’s views, and in the remainder of this chapter I will present me own.

9.1.  Broome on Normative Reasons and Requirements
In Broome’s view, there are two fundamental relations that can obtain between agents and propositions.  The first of these relations, represented by ‘O,’ holds between an agent, s, and a proposition, p, whenever s ought to have the property ascribed to s by p.  Thus, “O(Nat, Nat believes that the cat is on the mat)” is true if and only if Nat ought to have the property of believing that the cat is on the mat—in other words, it is true if and only if Nat ought to believe that the cat is on the mat.  Similarly, “O(Nat, Nat pats the cat or intends to bat the gnat)” is true if and only if Nat ought to have the property ascribed to him by the sentence “Nat pats the cat or intends to bat the gnat,” namely, the property of either patting the cat or intending to bat the gnat.  (I will sometimes say “s ought to be such that p,” to mean “s ought to have the property ascribed to s by p.”  Thus, by “s ought to be such that s pats the cat”, I simply mean s ought to pat the cat.)  This relation is ‘strict,’ in the sense that if Nat ought to be such that p, then something is amiss if Nat is not such that p.

The second fundamental relation, represented by R, holds between an agent, s, and a proposition, p, whenever s has reason to be such that p is true.  Thus “R(Nat, Nat believes that the cat is on the mat)” is true just in case Nat has reason to believe that the cat is on the mat.  This predicate is not strict, but rather ‘slack’, in the sense that if Nat has reason to be such that p, there need not be anything amiss if Nat is not such that p.  For Nat may have equal or stronger reason to be otherwise.

I should mention that although I am treating the ‘O’ and ‘R’ as dyadic relations, Broome treats them as monadic properties of propositions.  In his words: “I shall formally write ‘you ought’ by a propositional operator ‘O’; I shall write ‘Oq’ where q is a proposition.” But of course, if we want an adequate normative language, we will need the ability to say more than just what you ought to do.  We will need to be able to say what any arbitrary agent ought to do.  And it would be best if we didn’t need to resort to an indefinitely large number of predicates, one for each agent.  So it will be better to think of ‘O’ as representing not as a property belonging to propositions, but rather as a relation holding between a propositions and agents.

Indeed, it is essential to see the “ought” relation as holding between a specific agent and a proposition.  For agents can differ in the relations that they ought to make true.  That is, there can be two agents, s1 and s2, and one proposition, p, such that it is true of s1 that she ought to be such that p, but it is not true of s2 that he ought to be such that p.  Suppose, for example, that Bill is a tally-whacker.  His job is to press a button on his tallying device every time someone enters the dining hall.  It follows that Bill ought to be such that (if Mary enters the dining hall, Bill presses the button).  In other words, Bill would be remiss if Mary entered the dining hall and Bill did not press the button.  It does not follow, however, that Mary ought to be such that (if Mary enters the dining hall, Bill presses the button).  For it is not the case that Mary would be remiss if she entered the dining hall and Bill failed to press the button.  The statement that it ought to be the case that (if Mary enters the dining hall, Bill presses the button) leaves open the question of who it is who acts wrongly if this conditional is false. 

On the basis of these two dyadic normative relations, Broome defines four triadic normative relations.  The first is the ‘oughting’ relation.  The statement “p oughts (s, q)” is true whenever p makes it the case that s ought to be such that q.  More precisely, “p oughts (s, q)” is true just in case either

(i)  
p is true, and p makes it the case that s ought to be such that q; or

(ii)  
p is not true, but if it were true, its being true would make it the case that s ought to be such that q.

As an illustration, “that Nat is dying of thirst oughts that Nat drink water” is true if and only if either Nat ought to drink water because he is dying of thirst, or else, Nat is not dying of thirst, but if he were, this would make it the case that he ought to drink water.  (In what follows, I will use the expression “would make” to cover both cases (i) and (ii), this, by “p would make it the case that q” I shall mean “p makes it the case that q, or else p would make it the case that q if p were true.”)
Now when p obtains, and when p oughts (s, q), we may say that p is a decisive reason for s to be such that q.  Thus, if Nat is dying of thirst, and if Nat’s dying of thirst ought that Nat drink water, that the fact that Nat is dying of thirst is a decisive reason for him to drink water.

Once again, I am departing from Broome’s formulation, since Broome represents the oughting relation as a two-term relation holding between propositions.  But it is important to think of it as a three-term relation holding between a first proposition, an agent, and a second proposition.  Correspondingly, it is important to think of the decisive reason-giving relation as a three-term relation holding between a fact (or a true proposition), an agent, and a second proposition.  Suppose, for example, that the fact that Bill is a tally-whacker gives him decisive reason to press the button whenever anyone enters the dining hall.  Then the fact that Bill is a tally-whacker is a decisive reason for him to be such that (if Mary inters the dining hall, then Bill presses the button).  But the fact that Bill is a tally whacker is not a decisive reason for Mary to be such that (if Mary enters the dining Hall, Bill presses the button). 

I will be providing an account of the decisive reason-giving relation in section 9.4, below.

A more general, three-term normative relation is the reason-giving relation.  This is more general than the decisive-reason giving relation, since not all reasons are decisive.  “p reasons (s, q)” is true just in case p makes it the case that s has reason to be such that q.  For example, “that Nat is mildly thirsty reasons (Nat, Nat drinks water)” is true if and only if Nat’s being mildly thirsty would make it the case that Nat has reason to drink water.  In other words, “p reasons (s, q)” is true if and only if p makes it the case that R(s, q).  (Note that while the triadic reason-giving relation can be defined in terms the dyadic relation R, this should not be understood to mean that the latter relation is explanatorily more fundamental that the reason-giving relation.  Presumably, if it is the case that one has reason to be such that p, this is to be explained by the fact that there is some consideration that stands in the reason-giving relation to one’s being such that p.)

I will be providing an account of an important kind of non-decisive reason giving relation, namely the relation of giving pro tanto reason, in section 9.6, below.

The third normative relation is the relation of normatively requiring.  This relation has the following features.  First, for any two propositions, p and q, “p normatively requires (s, q)” implies that s ought to be such that (if p then q). That is, “p normatively requires (s, q)” implies O(s, p→q). The conditional within the parentheses is the material conditional, and so we may say equivalently: “p normatively requires (s, q)” implies that s ought not to be such that p and not q.  That is, “p normatively requires q” implies 
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. For example, “that Nat believes that the cat is on the mat normatively requires (Nat, Nat believes that something is on the mat)” implies that Nat ought not to believe that the cat is on the mat while failing to believe that something is on the mat.

But although the existence of a normative requirement always implies a corresponding material conditional, it is not equivalent to the latter.  Consider the following counterexample (adapted from Broome): suppose it is the case that you ought to brush your teeth, or in other words, that you ought not to fail to brush your teeth.  It follows that you ought not to be such that you wiggle your toes and fail to brush your teeth.  That is,
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But although this material conditional is true, it still is not the case that your wiggling your toes normatively requires you to brush your teeth.  For whether you wiggle your toes is irrelevant to whether you ought to brush your teeth. 
Thus, in order for a normative requirement to obtain, more is needed than the truth of the material condition.  Unfortunately, Broome doesn’t say much about what more is involved.  He does, however, provide three illustrations of the normative requirement relation.  First, believing that one ought to  normatively requires that one .  Second, if q follows immediately from p by a valid inference, then believing that p normatively requires believing that q.  And third, intending an end normatively requires intending what one believes to be a necessary means to this end.

The fourth and final normative relation Broome distinguishes is the relation of normatively recommending.  Just as “p normatively requires (s, q)” implies that s ought not to be such that p and not q, so “p normatively favors (s, q)” implies that s has reason not to be such that p and not q.  But again, the two are not equivalent: although it is true that one has reason not to be such that one wiggles one’s toes and fails to brush one’s teeth, wiggling one’s toes does not normatively favor brushing one’s teeth.  But again, Broome does not provide much of an account of what more is involved, nor, in this case, does he provide examples of relations of normative favoring.

I will be providing an account of normative requirements in section 9.3, and of normative favoring in section 9.6.

Broome’s chief concern is to distinguish the relation of normatively requiring from the relations of oughting and of reason-giving.  In Broome’s view, while ‘p’ and ‘p oughts (s, q)’ jointly entail that s ought to be such that q (i.e., O(s, q)), and while ‘p’ and ‘p reasons (s, q)’ jointly entail that s has reason to be such that q, (i.e., R(s, q)), ‘p’ and ‘p normatively requires (s, q)’ do not jointly entail either that s ought to be such that q or that s has reason to be such that q.  For example, believing that the moon is made of cheese normatively requires believing that the moon is made of a dairy product.  But from this fact, together with the fact that one believes that the moon is made of cheese, it does not follow that one ought to believe that the moon is made of a dairy product.  Rather, what one ought to believe is that the moon is not made of cheese nor of any other dairy product.  Moreover, it does not follow from the fact that one believes that the moon is made of cheese that one has any reason to believe that the moon is made of a dairy product.  If one had any reason to believe that the moon is made of cheese, this reason would be transmitted to the implication that the moon is made of a dairy product.  But since there is no reason to have the former belief, there need be no reason for the have the latter belief.  Thus, from the fact that p and that p normatively requires that s be such that q, no normative conclusion can be detached concerning s’s being such that q.  (Similarly, from the fact that p and that p normatively favors s’s being such that q, no normative conclusion can be detached concerning s’s being such that q.)

And so normative requirements, in the sense Broome defines, are very different from obligations.  In virtue of having one attitude, one may be normatively required to have another attitude, and it may nevertheless be the case that one ought not to have the second attitude and that one has no reason to have the second attitude.  Further, as I will argue in section 10.2, one cannot have conflicting obligations (it cannot be the case that one ought to be A and that one ought not to be A).  One can, however, be under conflicting normative requirements (one can be normatively required, on the basis of certain attitudes, to be A, and on the basis of other attitudes, not to be A).  Suppose, for example, that I intend to have my cake and eat it too.  Suppose I believe that I can only eat my cake if I chew and swallow it, and that I can only have my cake if I refrain from chewing and swallowing it.  In this case, my intention to eat my cake in conjunction with my belief that I can only eat my cake if I chew and swallow it will normatively require me to chew and swallow my cake.  And my intention to have my cake in conjunction with my belief that I can only have my cake if refrain from chewing and swallow it will normatively require me to refrain from chewing and swallowing my cake.  Thus, given my inconsistent belief and intentions, I can be normatively required both to do something and not to do it.  Similarly, suppose I believe that Miss Peacock was killed by someone carrying a revolver, that only my brother was carrying a revolver, and that my brother did not kill anyone.  In virtue of the first pair of beliefs, I am normatively required to believe that my brother killed Miss Peacock, but in virtue of the third belief I am normatively required to believe that he is not.

In ordinary language, however, the terms “requirement” and “required” are generally used interchangeably with the terms “obligation” and “obligated.”  And so in drawing a sharp distinction between obligations and requirements, I am departing from standard usage.  But this should not worry us.  It is often necessary to draw distinctions that are blurred in ordinary language, and in order to do so, it often makes sense to use words in non-standard ways.

I will conclude this section by looking more closely at Broome’s conception of the reason-giving relation.  Recall that for Broome, a decisive reason to  is a fact that makes it the case that one ought to .  Or in other words, it is a fact because of which one ought to , or a fact that constitutes a full explanation of the fact that one ought to . 
  A problem, however, is that these relations are transitive.  If p makes it the case that q, and q makes it the case that, r, then p makes it the case that r.  Thus, if the fact that p fully explains the fact that q, and the fact that q fully explains the fact that r, then the fact that p fully explains the fact that r.  And conversely, if r is the case because of q, and q is the case because of p, then r is the case because of p.  
And this is a problem for Broome’s view.  For suppose that yesterday at noon I promised that I would water my neighbor’s geraniums in her absence.  And suppose my having promised this makes it the case that I ought to do so.  And suppose that what makes it the case that I made this promise is that yesterday at 11:59 a.m. my body, including my brain, was in a particular physiological state, and that various other contextual facts, C, obtained.  Suppose, that is, that my being in this physiological state at 11:59 a.m. resulted in my saying at noon “I promise to water your geranium,” and that in virtue of the contextual facts the contextual facts, this utterance constituted a promise to water her geranium.  
Now if I ought to water the geraniums because I promised to, and if I promised to do so because of various physiological and contextual facts, then I ought to water the geraniums because of these physiological facts.  Or in other words, if the physiological and contextual facts constitute an adequate basis for explaining the fact that I made the promise, and if the fact that I made the promise constitutes an adequate basis for explaining the fact that I ought to water the geranium, then the physiological and contextual facts constitute an adequate basis for explaining the fact that I ought to water the geranium.  And if a decisive reason for s to  is a fact that makes it the case that s ought to , or that explains the fact that s ought to , then these contextual and physiological facts will together constitute a decisive reason for me to water the geraniums.  But this seems wrong.  The decisive reason for me to water the geraniums is simply the fact that I promised to do so.  The various physiological and contextual facts may together explain the fact that I have a decisive reason to water the geranium, but they do not constitute such a reason. 

One might try modifying Broome’s definition, and say that a decisive reason to  isn’t just any fact that explains that fact that one ought to .  Rather, it is a fact that explains the fact that one ought to  in the right way.  One might propose, in other words, that reasons are facts that explain ought facts in the right way.  The worry, however, is that it may be impossible to give a non-circular account of the kind of explanation provided by the facts that constitute reasons.  That is, it may be that all we can say is that if R is a reason to , then it explains the fact that one ought to  by providing a reason to .  And this would hardly be progress.

Later in this chapter I will be proposing an alternative account of reasons, an account which will make use of the notion of a normative law.

9.2.  Causal and Normative Laws

There is a close analogy between reason-giving relations and causal relations.  Normative reasons are often expressed in language that sounds causal: “you should slam on the brakes because a child has run in front of your car.”  And conversely, causal relations are often expressed in the language of reasons: “the reason the bottle broke is that it was struck by a hammer.”  Both causal relations and reason-giving relations are naturally expressed in the form of conditionals: “if the bottle is struck, then it will break” expresses a causal relation, while “if a child jumps in front of your car, then you should slam on the brakes” expresses a reason-giving relation.  Just as causes are the sorts of things that can figure in causal explanations (e.g., the cause of the shattering of the bottle, namely its being struck by a hammer, figures in the causal explanation of the fact that the bottle shatters), so normative reasons figure in normative explanations (e.g., the reason I should slam on the brakes, namely that a child jumped in front of my car, figures in the normative explanation of the fact that I should slam on my brakes).  
Similarly, just as we can distinguish between events that constitute sufficient causes of an effect and events that merely contribute to sufficient causes of an effect (being struck by the hammer is a sufficient cause of the breaking of the bottle, while the placement of the final straw merely contributes to the sufficient cause of breaking of the camel’s back) so we can distinguish between considerations that constitute sufficient reasons and considerations that merely contribute to sufficient reasons (the fact that the Ford Pintos tend to explode is a sufficient reason not to buy one, while that fact that Honda Accords are highly fuel efficient only contributes to the existence of a sufficient reason to buy one.)  
Further, some sort of generalization principle seems to apply in both domains.  If it is permissible for s to , then there is some consideration that constitutes a sufficient reason for s to , and such that anyone to whom this consideration applies could permissibly .  And if x is A, then there is some event that constitutes a sufficient cause of x’s being A, and such that anything to which this event occurs could be A.

At this point there may appear to be a disanalogy between the causal relation and the reason-giving relation.  For one might hold that while the existence of a sufficient cause for an event entails that this event will occur, the presence of a sufficient reason for an action or attitude does not imply that this action or attitude ought to occur.  Thus, if being struck by the hammer is a sufficient cause for the breaking of the bottle, then if the bottle is struck by the hammer it must break.  But if my being thirsty is a sufficient reason for me to drink water, it doesn’t follow that I ought to drink water: drinking water may be merely permissible, and drinking pomegranate juice may be equally permissible.  But this objection is based on a false premise.  A sufficient cause for an event does not guarantee that the event will occur.  In a non-deterministic world, the existence of a sufficient cause for an event may merely make it possible that this event will occur.  Thus, in a quantum world, striking a uranium 238 nucleus with an energetic neutron is a sufficient to cause nuclear fission, but it does not necessitate the latter.  If a cause guarantees an effect, we may say that the former is a necessitating cause of the effect.  Necessitating causes are the analogues of decisive reasons.
Given these analogies, it may be that the best account of normative reasons will be analogous to the best account of causes.  But it is widely held that causal relations can be understood in terms of causal laws.  Perhaps, therefore, reason-giving relations can be understood in terms of normative laws.  In will argue in this chapter that several important kinds of reason-given giving relation, as well as the relations of normative requirement and normative favoring, can be understood in terms of normative laws.

There is an sense in which the project of understanding normative reasons in terms of normative laws is in the spirit of Broome’s attempt to understand normative reasons in terms of the notions of ‘ought’ and of ‘explanation.’  For the notion of a normative law may itself be a notion that it best understood in terms of the notions of ‘ought’ and of ‘explanation.’  A natural law is a true universal generalization that figures in the explanation of the fact that certain events occur, and a normative law is a true universal generalization that figures in the explanation of the fact that certain events ought to occur.  A fundamental natural law is a natural law that cannot be explained in terms of other natural laws, or in other words a normative law than which no other normative law is explanatorily prior.  And a fundamental normative law is a normative law that cannot be explained in terms of other normative laws alone, or than which no other normative law is explanatorily prior.  If a law follows from the fundamental natural laws alone, we may call it a purely natural law, and if a law follows from the fundamental normative laws alone, we may call it a purely normative law.  Thus a law that follows only from the conjunction of one or more natural laws and one or more normative laws will not count either as a purely natural law or as a purely normative law.  We may call it a mixed law.

Some true generalizations are lawlike, while others are accidental, and only the former figure in the explanation of their instances.  Thus, it is a law that every massive body is attracted toward every other massive body, and this figures in the explanation of the fact that the earth is attracted toward the sun.  That is, the following inference is explanatory:

Every massive body is attracted toward every other massive body;

The earth and the sun are massive bodies;

Therefore, the earth is attracted toward the sun.

By contrast, it is an accidental generalization that everyone who has a tattoo depicting The Wreck of the Medusa is allergic to peanuts, and this generalization does not figure in the explanation of the fact that Fred is allergic to peanuts.  That is, the following inference is not explanatory:

Everyone who has a tattoo depicting the Wreck of the Medusa is allergic to peanuts;

Fred has a tattoo depicting The Wreck of the Medusa;

Therefore, Fred is allergic to peanuts.

An analogous distinction can be drawn among normative generalizations.  Some normative generalizations are lawlike, while others are merely accidental, and only the former figure in the explanation of their instances.  For example, the rule utilitarian believes that the principle of utility is a normative law that explains why particular actions should be performed.  Thus, she believes that the following inference is explanatory:

One should to act in such a way as to maximize expected utility.

Giving money to Oxfam would maximize expected utility;

Therefore, one should give money to Oxfam.

But if it is an accidental generalization that anyone who has a tattoo depicting The Wreck of the Medusa is allergic to peanuts, then it is likewise an accidental generalization that one should not give peanuts to anyone with a tattoo depicting The Wreck of the Medusa.  And so the following inference is not explanatory:

One should not give peanuts to anyone with a tattoo depicting The Wreck of the Medusa;

Fred has a tattoo depicting The Wreck of the Medusa;

Therefore, one should not give peanuts to Fred.

Now if I am right that we must recognize a distinction between objective and subjective obligation, then we should likewise recognize a distinction between objective and subjective normative laws.  An objective normative law is a universal generalization that figures in the explanation of the fact that certain events ought objectively to occur, while a subjective normative law is a universal generalization that figures in the explanation of the fact that certain events ought subjectively to occur.  Thus, “everyone ought objectively to act in such a way as to maximizes utility” purports to state an objective normative law, a law that explains why certain actions ought objectively to be performed.  And “everyone ought subjectively to act in such a way as to maximizes expected utility” purports to state a subjective normative law, a law that explains why certain actions ought subjectively to be performed.
Before turning to the reason-giving relation, let us see whether we can understand the normative requirement relation in terms of normative laws.

9.3.  Normative Requirements and Normative Permissions

It often held that the fundamental form of a natural law is “All As are Zs,” which is equivalent to “for all x, Ax → Zx.”  Consider a particular natural law, say “everything that is metallic is electrically conductive.”  If this is a genuine law, then the following will be explanatory:

Everything that is metallic is electrically conductive

Yonder lightning rod is metallic

Therefore, yonder lightning rod is electrically conductive.

For it is nomologically necessary that, (if the lightning rod is metallic, it is electrically conductive).  Hence we may say that the lightning rod’s being metallic nomologically necessitates, or nomologically requires the lightning rod’s being electrically conductive.  
Can we say that, in general, if it is a purely natural law that for all x, Ax → Zx, then the instantiation of A by x nomologically necessitates the instantiation of Z by x?   There is problem with this suggestion.  Suppose it is a purely natural law that everything is Zx.  Then it will follow from this account that the instantiation of any property nomologically necessitates the instantiation of Z.  For example, if it is nomologically necessary that everything travel at a speed not greater than that of light, then it will follow that the swan’s being white nomologically necessitates the swan’s traveling at a speed not greater than that of light.

To avoid this implication, we should revise the account as follows:

For any object, x, Ax nomologically necessitates Zx if and only if

(i)  it is a purely natural law that:  for all x, Ax → Zx; and
(j)  it is not a purely natural law that:  for all x, Zx.
On this revised view, it still follows that the rod’s being made of metal nomologically necessitates the rod being electrically conductive.  For the following generalization is a purely natural law: 

Everything that is metallic is electrically conductive

While the following generalization is not:

Everything is electrically conductive.

Note that although it follows from the present view that the rod’s being metallic nomologically necessitates the rod’s being electrically conductive, it does not follow that the rod’s being metallic causally necessitates the rod’s being electrically conductive.  The latter implication would be false.

Can we formulate an account of normative requirements that is analogous to the one just given for nomological necessitation?  The following seems plausible:

For any agent, s, As normatively requires (s, Zs) if and only if:

(i)  it is a purely normative law that:  for all s, O(s, As → Zs); and
(j)  it is not a purely normative law that:  for all s, O(s, Zs).
In other words, an agent’s being A normatively requires her to be Z if and only if it is a purely normative law that every agent ought to be such that if she is A then she is Z, and it is not a purely normative law that every agent ought to be Z.

Note that it follows from this definition that if s’s being A normatively requires s to be Z, then for any agent, x, x’s being A normatively requires x to be Z.  And so we may say more simply that being A normatively requires being Z, omitting the reference to the agent.
(The reader may have noticed a change in the manner in which I have been discussing the normative requirement relation.  In the section on Broome, I spoke of it as a relation holding between a proposition, an agent, and another proposition: that p normatively requires an agent s to be such that q.  But now I am speaking of the normative requirement relation as a relation holding between an agent and two properties: agent s having property A normatively requires her to have property Z.  But these two ways of speaking are intertranslatable.  If we let p be the proposition that agent s has property A, and if we let q be the proposition that agent s has property X, 

s’s having proper A normatively requires s to have property Z
will be true just in case p normatively requires s to have property q.

Many of the requirements of rationality are normative requirements, in the sense I have defined.  Thus, for any proposition that can permissibly be disbelieved, q, it is a purely normative law that everyone ought to be such that if she believes that p and believes that p implies q, then she does not believe ¬q.  But, ex hypothesi, it is not a purely normative law that everyone ought not to believe ¬q.  And so, on my account, believing that p and believing that p implies q will normatively require not believing ¬q.  Similarly, for any action, , such that it is sometimes permissible not to intend to , it is a normative law that everyone ought to be such that if she intends to  and believes that the only way to  is to , then she does not intend not to .  But, ex hypothesi, it is not a normative law that everyone ought to intend to .  And so, on my account, intending to  and believing that the only way to  is to  will normatively requires that one not intend not to .

Broome discusses examples similar to these, and argues that while relations of normative requirement hold in these cases, relations of reason-giving do not.  I will now offer a further argument for this conclusion.  A subjective reason is a consideration that an agent ought to give weight to in her reasoning.  If, for example, I am standing in a burning building, and the stairway to the left appears to be full of smoke, I should give weight to this fact when I am reasoning theoretically concerning whether it would be safe to exit by this stairway, and I should also give weight to this fact when reasoning practically concerning whether to attempt to escape by this stairway.  However, there are cases in which one believes that p, and one believes that p implies q, and yet one should not give any weight to this fact when one is reasoning theoretically concerning whether q is true.  Suppose, for example, that I believe that 2 + 2 = 1, and I believe that if 2 + 2 = 1, then it will rain tomorrow.  In this case, it would be irrational for me to believe, on the basis of these premises, that it will rain tomorrow, and it would also be irrational for me, on the basis of these premises, to avoid believing that it will not rain tomorrow. The only rational way for me to proceed would be to reject my belief in the first premise; and having done so, there would be no basis for believing that it will rain tomorrow or for avoiding the belief that it will not rain tomorrow.  Similarly, suppose I intend to prove that 4 is a prime number, and I believe that the only way to prove that 4 is a prime number is to prove that it is indivisible by 2.  In this case, it would be irrational for me, on the basis of this intention-belief pair, to form the intention to prove that 4 is indivisible by 2, or to avoid forming the intention not to prove that 4 is indivisible by 2.  Rather, the only rational way to proceed would be to reject the intention to prove that 4 is a prime number.
  Since it would be irrational to give weight to these irrational attitudes in deciding whether to form the attitudes that they normatively require, the former are not subjective reasons for the latter.

Normative requirements can be either subjective or objective.  For any agent, s, we may say that an agent’s being A objectively normatively requires her to be Z if and only if it is a purely normative law that every agent ought objectively to be such that if she is A then she is Z, and it is not a purely normative law that every agent ought objectively to be Z.  As an illustration, it is plausible that the following is a purely normative law:

Every agent ought objectively to be such that if she kills someone, she kills someone in a manner that does not result in extreme suffering.

And it is plausible that the following is not a purely normative law:

Every agent ought objectively to kill someone in a manner that does not result in extreme suffering. 

It follows that on the account I have proposed, killing someone objectively normatively requires that one kill someone in a manner that does not result in extreme suffering.  (It does not, of course, follow that killing someone is a reason to kill someone in a manner that does not cause extreme suffering).

It is not, however, a purely normative law that everyone ought subjectively to be such that if she kills someone, she sills someone in a manner that does not cause extreme suffering.  If someone kills someone in a manner that does result in extreme suffering, then her actions are not as they ought objectively to be, but she may still be doing what she has most subjective reason to do.  For it may be that, given her evidence, it was rational for her to believe that killing in this manner would not result in extreme suffering.  And if it is not a purely normative law that everyone ought subjectively to be such that if she kills someone, she sills someone in a manner that does not cause extreme suffering, then it follows that killing someone does not subjectively normatively require killing them in a manner that does not result in extreme suffering.

Thus there are normative requirements that are objective and not subjective.  There are also normative requirements that are subjective but not objective.  As I argued in section 7.4.3. (The Problem of Akrasia) it is always subjectively impermissible to do something while believing that doing so would be irrational.  Thus, the following is a normative law:

For all s, s ought subjectively to be such that (if s believes that -ing would be irrational, then s does not ).

And as I argued in the same section, it is not always objectively impermissible to do something while believing that doing so would be irrational.  And so the following is not a normative law:

For all s, s ought objectively to be such that (if s believes that f-ing would be irrational, then s does not phi).

Consequently, while believing that something is irrational subjectively normatively requires that one not do it, it does not objectively normatively require that one not do it.
When being A subjectively normatively requires being B, we may say that being a rationally requires being B.

I will conclude this section by discussing a related normative relation, a relation which, to my knowledge, has not yet been identified, but which will nonetheless prove to be important in what follows: the relation of normatively permitting.  

For any agent, s, As normatively permits (s, Zs) if and only if:

(i)  it is a purely normative law that:  for all s, 
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(j)  it is not a purely normative law that:  for all s, 
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In other words, an agent’s being A normatively permits her to be Z if and only if it is a purely normative law that every agent is permitted to be such that if she is A then she is Z, and it is not a purely normative law that every agent is permitted to be Z.

Earlier, I argued that believing that p, and believing that (if p then q) normatively requires not believing that not q.  I did not, however, argue that believing that p, and believing that (if p then q), normatively requires believing that q.  More generally, while we ought not have inconsistent beliefs, it is generally agreed that we are not under any obligation to have beliefs that are closed under logical consequence.  And so we should not follow Broome in understanding the relation between belief in a proposition and belief in its logical consequences as the relation of normative requirement.
  Rather, we should understand it as a relation of normatively permitting.  For surely it is permissible for our beliefs to be closed under logical consequence.  Or more precisely, for any two proposition, p and q, where q is a logical consequence of p, surely we are permitted to be such that (if we believe that p then we believe that q).  For it must be the case either that it is permissible for us not to believe that p, or that it is permissible for us both to believe that p and to believe that q.  And if either of these alternatives is permissible, then it is permissible for us to be such that (if we believe that p then we believe that q).  It follows that for every two propositions, p and q, such that q is a logical consequence of p, and it is not a normative law that everyone under every circumstance is permitted to believe that q, the belief that p normatively permits the belief that q.

Similarly, we should not follow Broome in understanding the relation between willing and end and willing what one believes to be a necessary means to this end as a relation of normatively requiring.  For just as it can be permissible to believe something without believing its logical consequences, so it can be permissible to will an end without willing what one believes to be a necessary means to this end.  Suppose I intend to get married twenty years from now.  And suppose I believe that the only way I can get married twenty years from now is if, twenty years from now, I sign a marriage certificate.  Would it really be irrational for me not yet to have formed the intention to sign a marriage certificate twenty years from now?  Would it not be permissible for me to wait until closer to the time before forming the intention to sign the marriage certificate and to perform other necessary means to getting married?  After all, my beliefs concerning the necessary means may change between now and then.  Having the intention to get married twenty years from now may be a useful intention to form well in advance, since it may play a role in guiding my life in the present.  But many of the specific means-intentions would play no such action-guiding role in the present, and so it would seem to be permissible for me not yet to have formed them.

Still, if it is permissible for me to intend to get married twenty years from now, and to believe that the only way I can do so is by signing a marriage license, then it is permissible for me to intend sign a marriage license.  More generally, for any options,  and , it is always the case either that it is permissible not to be such that one intend to  and believes that the only way to  is to , or that it is permissible to have this belief-intention pair while also intending to .  Thus, it is always permissible to be such that (if one intends to  and believes that only by -ing can one , then one intends to ).  It follows that for any options,  and , such that it is not a purely normative law that everyone is permitted to intend to , intending to  and believing that only by -ing can one  normatively permits intending to .

9.4.  Decisive Reasons and Sufficient Reasons

In the previous section I provided an account of normative requirements in terms of the notion of a normative law.  The latter notion can also be used as the basis for an account of decisive reasons, as follows.

s’s being A is a decisive reason for s to be Z if and only if

(i)  It is a purely normative law that:  for all s, (As → O(s, Zs))

(j)  it is not a purely normative law that:  or all s, O(s, Zs)

Or in other words, s’s being A is a decisive reason for s to be Z just in case it is a purely normative law that everyone who is A ought to be Z, and it is not a purely normative law that everyone ought to be Z.

As an illustration, consider once more the case in which I promise to water my neighbor’s geraniums.  Now under what conditions will my having made this promise constitute a decisive reason for me to water her geranium?  According to the account I have offered, two conditions must obtain.  First, the following must be a purely normative law:

For all s, if s promises to water her neighbor’s geraniums, then s ought to water her neighbor’s geraniums.
And the following must not be a purely normative law

Everyone ought to water her neighbor’s geraniums.
The second condition clearly obtains: since it is not the case that everyone ought to water her neighbor’s geraniums, it is not a purely normative law that everyone ought to water her neighbor’s geraniums.  Does the first condition obtain?  It is not a fundamental normative law that if someone promises to water her neighbor’s geranium, she ought to do so.  But it might be a fundamental normative law that if someone makes a promise, she ought to fulfill it.  And in order for a generalization to count as a purely normative law, all that is required is that the generalization follow from fundamental normative laws.  Thus, if it is a fundamental normative law that if someone makes a promise, she ought to fulfill it, then it will be a purely normative law that if someone promises to water her neighbor’s geraniums, she ought to do so.  
Now my account implies if it is a fundamental normative law that if one makes a promise, then she ought to fulfill it, then my having promised to water my neighbor’s geranium will constitute a decisive reason for me to do so.  And this implications appears to be correct.  But if, on the other hand, it is not a normative law that if someone makes a promise, she ought to fulfills, then presumably it will not be a normative law that if someone promises to water her neighbor’s geranium then she ought to do so.  And so my account will imply that my having promised to water my neighbor’s geranium is not a decisive reason for me to do so.  And this implication likewise appears to be correct.  And so my account seems to get this case right.

Recall the problem I pointed out earlier for Broome’s account.  On his account, a decisive reason for s to  is a fact that makes it the case, or that fully explains the fact, that s ought to .  The problem is that if promising to water the geraniums fully explains the fact that I ought to do so, and if there are physiological and other natural facts antecedent to my promising to water the geraniums that fully explain the fact that I promise to water the geraniums, then the conjunction of these facts will also fully explain the fact that I ought to water the geraniums.  Thus Broome’s account has the undesirable implication that the conjunction of these facts constitutes a decisive reason for me to water the geraniums.

My account does not have this implication.  Let f be the conjunction of the physiological and other natural facts that explain my promising to water my neighbor’s geraniums.  It does not follow from a purely normative law that if f obtains, then I ought to water the geraniums.  Rather, it follows from a broadly natural law that if f obtains then I promise to water the geraniums.  And if my promising to water the geraniums is indeed a decisive reason for me to do so, then it will follow from a purely normative law that if I promise to water my neighbor’s geraniums, then I ought to do so.  The conjunction of these two laws will imply the following mixed law: if f obtains, then I ought to water my neighbor’s geraniums.  But since this is a mixed law, and not a purely normative law, it doesn’t follow from this law that f is a decisive reason to water the geraniums.

Having offered an account of decisive normative reasons in terms of normative laws, I will now offer an account of sufficient normative reasons in terms of normative laws.  The following seems plausible:

s’s being A is a sufficient normative reason for s to be Z if and only if

(i)  it is a purely normative law that:   for all s, (As → ¬ (O (s, ¬ Zs))); and

(j)  it is not a purely normative law that:   for all s, ¬ (O (s, ¬ Zs))

Or in other words, s’s being A is a sufficient reason for s to be Z just in case it is a purely normative law that everyone who is A is permitted to be Z, and it is not a purely normative law that everyone is permitted to be Z.

For example, if it is a purely normative law that

For any agent, s, if s has won an Olympic gold medal, then it is permissible for s celebrate;

And if it is not a purely normative law that

For any agent, s, it is permissible for s to celebrate;

Then it will follow from the account offered above that winning a gold medal is a sufficient reason to celebrate.

The above example involves a law of objective permission: if an agent has won a gold medal, then it would be objectively permissible for her to celebrate, or in other words, celebrating would not be objectively inappropriate.  And so the reason that follows from this law is an objective reason.  But there are also of subjective permission.  For example, the following may be a normative law:

For any agent, s, if it appears to s that a gold medal is being placed around s’s neck and s’s national anthem is being played, then it is subjectively permissible for s to celebrate.

But the following is not a normative law:

For any agent, s, it is subjectively permissible for s to celebrate.

For it if appears to s that s’s children are being tortured, it would not be subjectively permissible for s to celebrate.  It will follow that if it appears to s that a gold medal is being placed around her neck and her national anthem is being played, then this is a sufficient subjective reason for s to celebrate.

It follows from the accounts of decisive and of sufficient reasons that I have given that if s’s being A is a decisive/sufficient reason for s to be Z, then for any agent, x, x’s being A is a decisive/sufficient reason for x to be Z.  And so we may omit the reference to the agent.  We may simply say that being A is a decisive/sufficient reason to be Z.

I will now consider three objections to my accounts of decisive and of sufficient reasons.  I will state these objections in relation to the account I have offered of decisive reasons, but in each case, a parallel objection can be made to the account I have offered of sufficient reasons.

The first objection is as follows:

Your account of decisive reasons is much too narrow, as it excludes clear cases of decisive reasons.  Suppose I am driving down the street fast, and a child runs in front of my car.  The child’s running in front of my fast-moving car would seem like a paradigmatic instance of a decisive reason to apply my brakes.  However, it follows from my account that this is not a decisive reason to apply my brakes.  For it does not follow from a purely normative law that if s has the property of being such that a child runs in front of s’s fast-moving car, s ought to apply her brakes.  If there is any such law, it is a mixed law, as follows from the conjunction of a broadly natural law to the effect that if a child runs in front of one’s fast-moving car then failing to apply one’s brakes will result in injury or death for the child, and a purely normative law that to the effect if failing to apply one’ brakes will result in injury or death for a child, one ought to apply one’s brakes.

My response to this objection is as follows.  Although the fact that the child has run in front of one’s car is not, strictly speaking, a decisive reason to apply the brakes, it is a fact that implies that one has decisive reason to apply the brakes, given certain background assumptions that we take for granted.  Given that failing to apply the brakes when a child runs in front of one’s fast-moving car would result in injury or death for the child, the fact that a child has run in front of one’s car will imply that there is a fact that is a decisive reason to apply one’s brakes, namely the fact that failing to apply one’s brakes would result in injury or death for the child.

A second objection to my view is this:

According to your view, decisive reasons are all instantiations of properties by the agents to whom these reasons apply.  But surely some decisive objective reasons are facts concerning things other the agents for whom they are reasons.  For example, if Daphne has decisive reason to save chimpanzees from extinction, or to support the Bicycle Lane Initiative, then these reasons will consist in intrinsic properties of chimpanzees, or of the Bicycle Lane Initiative, respectively, not in any property of Daphne.

But this can’t be right.  If an intrinsic property of chimpanzees were a decisive reason for Daphne to save them, then its being the case that Daphne ought to save chimpanzees would not depend on any properties of Daphne.  And in this case, every agent would have equal reason to save chimpanzees.  Then every agent would be equally obligated to save chimpanzees from extinction.  But this is clearly false: Plato was not obligated to save chimpanzees from extinction.
Thus it is plausible to suppose that practical reasons always depend on properties of the agents to whom they apply (although this conclusion is weaker than my claim that practical reasons consist in properties of the agents to whom they apply).  But there are some objective reasons that do not seem to depend on properties of the agents to whom they apply. Consider, for example, the fact that Thomas Edison invented the light bulb.  In virtue of this fact, it would be fitting for any agent to believe that Thomas Edison invented the light bulb and also to admire Thomas Edison.  Hence, the fact that Thomas Edison invented the light bulb is an objective reason for any agent to believe that Thomas Edison invented the light bulb and to admire Thomas Edison.  And surely the fact that Thomas Edison invented the light bulb must be understood as the instantiation of a property by him, not as the instantiation of a property by those for whom it is a reason.

But why can’t it be understood in the latter manner?  Why can’t my reason for believing that Thomas Edison invented the light bulb be my instantiation of the property of inhabiting a world in which Thomas Edison invented the light bulb?  And why can’t your reason for believing that Thomas Edison invented the light bulb be your instantiation of the property of inhabiting a world in which Thomas Edison invented the light bulb?  This view may seem unacceptable, for it may seem to imply that you and I could never have the same objective reason for believing that Thomas Edison invented the light bulb.  But we can avoid this implication if we adopt a suitable conception of the same-reason relation.  We can say that two agents, x and y, have the same reason to be Z whenever there is some property, A, such that x’s being A is a reason for x to be Z, and y’s being A is a reason for y to be Z.

My claim is only that reasons can be understood as instantiations of properties by agents to whom they belong, not that they must be so understood.  I believe, however, that this is the simplest and most elegant manner of understanding them.

A third and final objection can be stated as follows:

One has decisive reason to do something if and only if one ought to do it.  But on your view, it can be the case that one ought to do something but that one does not have a decisive reason to do it.  For on your view, in order for s’s being A to be a sufficient reason for s to be Z, it must not be a purely normative law that everyone ought to be Z.  Therefore, if it is a purely normative law that everyone ought to be Z, then nothing will count as a decisive reason for s to be Z.  And so it will be the case that s ought to be Z, and yet it will not be the case that s has a decisive reason to be Z.

Your view has the same problem for sufficient reasons: it implies that if it is a purely normative law that it is permissible for every agent to have some property, then nothing counts as a sufficient reason to have this property.  And so it implies that something for which there is no sufficient reason can be permissible.

I believe the best way to respond to this objection is simply to deny the premise following premise on which it rests:

(E)   
if one ought to do something, one has decisive reason for doing it, or more generally that if one ought to have some property then one has decisive reason to have this property.  
(One should also deny the premise that if it is permissible to have some property, then one has sufficient reason to have this property, but I’ll focus on the case of decisive reasons).  For this premise leads to an infinite regress.  Suppose I ought to water my neighbor’s geraniums.  One plausible implication of (E) is that I must have a decisive reason to water my geraniums.  Let R represent the property having which is equivalent to having this decisive reason.  (R might, for example, be the property of having promised to water one’s neighbor’s geraniums.)  And let A represent the property of being such that (if one is R, then one waters one’s neighbor’s geraniums).  Since we are assuming that anyone who is R has decisive reason to water her neighbor’s geraniums, it follows that everyone ought to have property A.  And hence it follows from (E) that everyone has decisive reason to have property A.  Let R′ represent the property having which is equivalent to having this decisive reason, and let A′ represent the property of being such that (if one is R′, then one is such that (if one is R, then one waters one’s neighbor’s geraniums).  It follows that everyone ought to be A′, and hence it follows (E) that everyone has some decisive reason, R′′, to have property A′.  And so on ad infinitum.
In order to halt this regress, we must assume that there is at least one property that we ought to have, but such that there is no further reason as to why we ought to have it.  Different evaluative theories will disagree concerning the identity of this property or of these properties.  For utilitarian, this might be the property of maximizing utility, while for the Kantian, it might be the property of acting in such a way that one could will the maxim of one’s action as a universal law.

9.5.  The Immutability of Reasons

In section 9.3, I offered an account of normative requirements in terms of normative laws of the form “for all s, O (s, As → Zs).”  We may call these wide scope laws of obligation, since the conditional “As → Zs” falls within the scope of the operator O (the ‘ought’ operator).  And in section 9.4, I offered an account of decisive normative reasons in terms of laws of the form “for all s, As →O(s, Zs)”.  We may call these narrow scope laws of obligation, since the ought operator lies within the conditional “As →O(s, Zs).”  Does it follow that if we want to understand both normative requirements and decisive reasons, we must recognize two heterogeneous and irreducible types of normative laws, wide scope laws that explain normative requirements, and narrow scope laws that explain decisive reasons?  It would be much more theoretically satisfying if we could provide a unified explanation for both normative requirements and decisive reasons.  (The same goes for the relationship between normative permissions and sufficient reasons, but I’ll focus on normative requirements and decisive reasons.)
Before introducing such a unified account, I must introduce a new term.  Recall from section 7.1 that to have a property immutably is to have a property in such a way that it is not, or is no longer, under one’s control whether one has this property.  We may now define an essentially immutable property as follows.  Property A is essentially immutable if and only if, as a matter of logical necessity, for all any object, x, if x is A, then x is A immutably.  

I will be understanding properties liberally, so as to include both timeless properties and tensed properties.  Being awake at 3 am on August 9, 2006 is an example of a timeless property.  It is a property such that one has it at all times, if at all (or, at the very least, it is a property that one cannot have at one time and fail to have at a later time).  By contrast, being awake now is a tensed property, as are the properties of having been awake at 3 am this morning, and of being such that one will be awake a month from now.

Some timeless properties are essentially immutable.  For example, being born on June 16th, 1904 is an immutable timeless property.  It isn’t up to anyone when they are born, and so it isn’t up to anyone whether they are born on June 16th, 1904.  But many timeless properties are not essentially immutable.  The property of reading aloud from Ulysses on June 16th, 2004 is not essentially immutable, since, on June 15th, 2004, it can be up to an agent whether she has this property.

Tensed properties that concern the past are all essentially immutable.  Thus, it is never up to one whether one read aloud from Ulysses yesterday.  Many tensed properties concerning the future are not essentially immutable; an example is the property of being such that one will read aloud from Ulysses tomorrow.  But some tensed properties concerning the future are essentially immutable.  Consider the property of being such that nine years from now one will have been imprisoned in Alcatraz inescapably for the past ten years.  (Assume that suicide counts as a form of escape, so that anyone who is inescapably imprisoned in Alcatraz is prevented from committing suicide.)  It is never up to an agent whether she has this property, and so it is essentially immutable.  What about tensed properties concerning the present.  Many of these are essentially immutable.  The property of lying in bed now is essentially immutable, since it is never up to an agent whether she is lying in bed now, though it often is up to an agent whether she is lying in bed ten seconds from now.  The only tensed properties concerning the present that can fail to be essentially immutable are properties that consist in having certain attitudes, such as beliefs and intentions.  For it is up to an agent, at t, whether she has property A just in case whether she has property A depends on how she reasons at t.  And since the beliefs and intentions an agent has at t depend, in the appropriate manner, on how she reasons at t, it follows that an agent’s current beliefs and intentions are up to her.

Having defined the notion of an essentially immutable property, I can now present an account of the relationship between decisive reasons and normative requirements as follows:

Being A is a decisive reason to be Z if and only if A is an essentially immutable property and being A normatively requires being Z.

To show that this is correct, I will need to show, first, that if A is an essentially immutable property and being A normatively requires being Z, then being A is a decisive reason to be Z; and second, that if being A is a decisive reason to be Z then A is an essentially immutable property and being A normatively requires being Z.

The first conditional can be derived from the following argument.

(F1) 
Let A and Z be two properties such that A is an essentially immutable property and being A normatively requires being Z.
(F2)   
Since A normatively requires being Z, it follows from the account of the normative requirement relation that it is a purely normative law that everyone ought to be such that (if she is A then she is Z).

(F3)
It follows, for the same reason, that it is not a purely normative law that everyone ought to be Z.

(F4)   
If an agent is A immutably, then the only way she can be such that (if she is A, then she is Z) is by being Z.  Hence, if she ought to be such that (if she is A then she is Z), then she ought to be Z.

(F5)   
Therefore, since, from F2, it is a purely normative law that everyone ought to be such that (if she is A then she is Z), it follows that it is a purely normative law that everyone who is A immutably ought to be Z.
(F6)
It follows from the definition of an essentially immutable property that it is logically necessary that for any agent, s, and any essentially immutable property, B, if s is B then s is B immutably.
(F7)
Thus, from (F5) and (F6), and from the assumption that A is an essentially immutable property, it follows that it is a purely normative law everyone who is A ought to be Z.
(F8) 
But if it is a purely normative law that everyone who is A ought to be Z, and it is not a purely normative law that everyone ought to be Z, then being A is a decisive reason to be Z.

(F9)
Therefore, from (F3), (F7) and (F8), it follows that being A is a decisive reason to be Z.

It remains to be shown that if being A is a decisive reason to be Z then A is an essentially immutable property and being A normatively requires being Z.

Now it is clear that if A is a decisive reason to be Z, then A normatively requires Z.  This follow directly from our definitions of decisive reasons and of normative requirements.  If A is a decisive reason to be Z, then it must be a purely normative law that everyone who is A ought to be Z, and it must not be a purely normative law that everyone ought to be Z.  And if it is a purely normative law that everyone who is A ought to be Z, then it is impermissible to be A and not Z, and hence it is a purely normative law that everyone ought to be such that if she is A then she is Z.  And if this is a law, and if it is not a law that everyone ought to be Z, then being A normatively requires being Z.

Having shown that if being A is a decisive reason to be Z, being A must normatively require being Z, all that remains to be shown is that if being A is a decisive reason to be Z, then being A must be essentially immutable.

And this might seem to be false.  It might seem that, given the account I have offered of decisive reasons, the properties that constitute such reasons need not be essentially immutable.  Consider the following case.  It might seem that the fact that (one is about to jump from an airplane if one jumps from an airplane without a parachute one will die) is a decisive reason to wear a parachute.  For, it would seem that the following is a purely normative law: 
everyone who is such that (she is about to jump from an airplane and if she jumps without a parachute she will die) ought to wear a parachute.  
Whereas it would seem that the following is not a purely normative law: 
everyone should wear a parachute.  
And if this is right, then it follows from my account that being such that 
one is about to jump from an airplane and if one jumps without a parachute one will die

 is a decisive reason to wear a parachute.  But it is not an essentially immutable property: for it is generally up to us whether we are about to jump from an airplane.

But this objection rests on a mistake.  It is not a normative law that everyone who is such that (she is about to jump from an airplane and if she jumps without a parachute she will die) ought wear a parachute.  For there could be agents who will in fact jump from an airplane, but such that it would be permissible for them not to jump from the airplane.  And so there could be agents who will in fact jump from an airplane but for whom it would be permissible to be such that (they do not jump from an airplane and they do not wear a parachute).  It follows that there could be agents who will in fact jump from an airplane, and for whom it would be permissible for them not to wear a parachute.  Indeed, there could be agents who will in fact jump from an airplane, but for whom it is impermissible for them either to jump from an airplane or to wear a parachute: this would be true of agents who will be shot if they put on a parachute, but will be safe so long as they stay on the plane without wearing a parachute.
Moreover, the view that the instantiation of mutable properties can constitute decisive reasons has absurd consequences.  Consider the following case.  Charlie is getting dressed for work.  He has received warning that a sniper is hiding outside his office building, and that this sniper has instructions to kill the first man who enters the building wearing unmatching shoes and belt.  Since Charlie is always the first person to come to work, he knows that if his belt and shows don’t match, he’ll be the target.  Charlie has two pairs of shoes: one black pair and one brown pair, as well as two belts: a black belt that matches his black shoes, and a brown belt that matches his brown shoes.  His black belt/black shoes combination is not worse than his brown belt/brown shoes combination in any respect, and it is better in one important respect: while his black shoes fit perfectly, his brown shoes are much too tight and give him painful blisters.   And yet Charlie is a creature of habit, and he is in the habit of wearing his brown belt and brown shoes.

Suppose that on this particular day, he will in fact wear his brown shoes and brown belt to work.  Still, at the time when he is getting dressed, the property of wearing his brown shoes to work that day and the property of wearing his brown belt to work that day are both mutable properties: whether he has these properties will depend on what he decides to do.  Now if mutable properties can be decisive reasons, then we should regard the fact that he will in fact be wearing his brown shoes as a decisive reason for him to wear his brown belt, since wearing his black belt with his brown shoes would result in his being shot.  Similarly, we should regard the fact that he will in fact be wearing his brown belt as a decisive reason for him to wear his brown shoes, since wearing his black shoes with his brown belt would result in his being shot.  And if Charlie has decisive reason to wear his brown belt, as well as decisive reason to wear his brown shoes, then he has decisive reason to wear his brown belt and his brown shoes.  And so it follows that it would be impermissible for him to wear his black belt and his black shoes.  But this conclusion is absurd, since wearing his black shoes and belt would be in no respect worse, and in one important respect better, then wearing his brown shoes and belt.  

I have argued that decisive reasons must consist in the instantiation of essentially immutable properties.  I will now give an argument for the conclusion that all reasons must consist in the instantiation of immutable properties.  (Note: this is not arguments for the conclusion that all reasons must consist in the instantiation of essentially immutable.)

Any reason to choose an option must also be a reason to choose one among the alternative strategies to which this option belongs.  This, if there are several available strategies that involve wearing a brown belt, then any reason to wear a brown belt must be a reason for choosing one of these strategies, rather than one of the strategies that does not involve wearing a brown belt.  Now suppose the fact that one will be wearing brown shoes is a reason to wear a brown belt, and that it is up to one whether one wears one’s brown shoes.  Then there may be available strategies of each of the following three types:
(i) Strategies that involve wearing a brown belt and brown shoes;

(ii) Strategies that involve wearing a brown belt and not wearing brown shoes;

(iii) Strategies that involve not wearing a brown belt and wearing brown shoes;

(iv) Strategies that involve wearing neither a brown belt nor brown shoes.

Thus, any reason to wear a brown belt must be a reason to choose a strategy of type (i) or (ii) in preference to a strategy of type (iii) or (iv).  But the fact that one will be wearing brown shoes cannot be a reason for or against choosing a strategy that involves wearing brown shoes, and so it cannot be a reason for choosing a strategy of types (i) or against choosing a strategy of type (iii).  Further, the fact that one will be wearing brown shoes cannot be a reason for or against choosing a strategy that does not involve wearing brown shoes, and so it cannot be a reason for choosing a strategy of type (ii) or against choosing a strategy of type (iv).  Therefore, the fact that one will be wearing brown shoes cannot be a reason for choosing a strategy of type (i) or (ii) in preference to a strategy of type (iii) or (iv).  And since any reason to wear a brown belt must be a reason for choosing a strategy of type (i) or (ii) in preference to a strategy of type (iii) or (iv), it follows that the fact that one will be wearing brown shoes cannot be a reason for wearing a brown belt.
I have argued for the following thesis:

(D)     Being A is a decisive reason to be Z if and only if A is an essentially immutable property and being A normatively requires being Z.

In brief, a decisive reason is an essentially immutable requirer.  Similarly, a sufficient reason is an essentially immutable permitter.  That is,

(S)     Being A is a sufficient reason to be Z if and only if A is an essentially immutable property and being A normatively permits being Z.

Since the argument for (S) is very similar to the argument for (D), I shall omit it.

9.6.  Pro Tanto Reasons and Normative Favoring

I have discussed decisive reasons and sufficient reasons, but there is a very important kind of reason that I have not yet discussed, namely pro tanto reasons, or reasons that weigh in favor of something, but that need not weigh in favor decisively.  We should now turn to reasons of this kind.

I will be presenting an analysis of the locution “Being A rather than B is a pro tanto reason to be Z rather than Y,” and not of the locution “Being A is a pro tanto reason to be Z” simpliciter.  For there are difficulties and ambiguities with the latter notion that the former notion avoids.

Consider the following case.  Suppose I want an entertaining evening consisting of dinner and a movie.  Unfortunately, since I am still a graduate student, I have no money.  But fortunately, I have three envelopes, each containing one meal ticket and one movie ticket.  The first envelope contains a ticket to eat pasta at Alfredo’s and a ticket to see Lucio Fulci’s The Seven Doors of Death.  The second envelope contains a ticket to eat Sushi at Miko’s and a ticket to see Kurosawa’s The Seven Samurai.  And the third envelope contains a ticket to eat pickled herring at Brünhilde’s and a ticket to see Bergman’s The Seventh Seal.  Suppose I would rather watch The Seventh Seal than The Seven Samurai, and that I would rather watch The Seven Samurai than The Seven Doors of Death.  Suppose, however, that I would rather eat pasta than sushi, and that I would rather eat sushi than pickled herring.  Suppose, finally, that I must open exactly one of these three envelopes and use the tickets that it contains.
In this example, it would seem that the fact that the second envelope contains a ticket to eat sushi while the third contains a ticket to eat pickled herring is pro tanto reason to open the second envelope rather than the third.  Similarly, it would seem that the fact that the first envelope contains a ticket to eat pasta while the second contains a ticket to eat sushi is a pro tanto reason to open the first envelope rather than the second.  But is the fact that the second envelope contains a ticket to eat sushi a pro tanto reason to open the second envelope simpliciter?  It isn’t obvious how one should answer this question, nor is it clear that knowing more about the situation would permit us to answer this question.  
One might suggest that the fact that the second envelope contains a ticket to eat sushi will be a reason for me to open it simpliciter just in case it would be better for me to eat sushi than to eat nothing.  But this suggestion seems unmotivated, since in the present case, eating nothing is not an available alternative.
  A second suggestion might be that we regard a feature of an option as a pro tanto reason for choosing this option just in case the feature in question is better than the corresponding features of every available alternative.  If we follow this suggestion, we will conclude that the fact that the envelope contains a ticket to eat sushi is not pro tanto a reason for me to open it, since eating pasta would be preferable.  And we will similarly conclude that the fact that the second envelope contains a ticket to see The Seven Samurai is not a reason to open it, since seeing The Seventh Seal would be preferable.  Now since the second envelope contains nothing but one ticket to eat sushi and one ticket to see The Seven Samurai, then if neither its containing the former nor its containing the latter gives me pro tanto reason to open it, it would seem that opening it could not be what I have most reason to do.  And yet, it is consistent with my description of the scenario that opening the second envelope might be what I have most reason to do.

This argument is not meant to show that the notion of a pro tanto reason to  simpliciter is incoherent, or that it cannot be precisified in such a way as to enable us to give clear and consistent answers to questions like the ones just raised.  It is, however, meant to show that the notion of a pro tanto reason to  simpliciter is problematic, and that we might do better by focusing on the notion of a pro tanto reason to  rather than .

And just as difficulties arise when we understand the objects of pro tanto reasons non-comparatively, so difficulties can arise when we understand the sources of pro tanto reasons non-comparatively.  And these difficulties can be avoided when we understand the sources of pro tanto reasons comparatively, that is, when we understand one’s reason to  rather than  not as one’s being A simpliciter, but instead as one’s being A rather than B.  

Let us consider an example of what may appear to be an unambiguous, non-comparative pro tanto reason.  It may seem that the fact that it is drizzling (or more precisely, one’s being located in a region where it is drizzling) is a pro tanto reason to go to the gym rather than to the beach: for the fact that it is drizzling will decrease one’s enjoyment of the beach, but it will not decrease one’s enjoyment of the gym.  But the notion of a decrease of enjoyment presupposes some alternative condition to which the actual condition is being compared.  The degree to which one would enjoy the beach, conditional on its drizzling, will be less than the degree to which one would enjoy the beach, conditional on its being dry.  But it isn’t obvious that that the condition of its being dry is the relevant comparison.  For if it weren’t drizzling, it might be pouring, and the degree to which one would enjoy the beach, conditional on its drizzling, will be greater than the degree to which one would enjoy the beach, conditional on its pouring.  

We can avoid this ambiguity by expressing reasons in comparative terms.  We can say without ambiguity, that being located in a region where it is currently drizzling rather than in a region where it is currently dry is a pro tanto reason to go to the gym rather than to the beach.  And we can say, furthermore, that being located in a region where it is currently drizzling rather than in a region where it is currently pouring is a pro tanto reason to go to the beach rather than to the gym.  
This points to an important structural difference between pro tanto reasons, on the one hand, and sufficient and decisive reasons, on the other.  For in the case sufficient and decisive reasons, the kinds of ambiguity just discussed can never arise.  And so we can simply say, without risk of ambiguity, that being A is a sufficient or decisive reason to be Z; there is never a need to say that being A rather than B is a sufficient or decisive reason to be Z rather than Y.

And there is another important structural difference between pro tanto reasons, on the one hand, and decisive reasons and sufficient reasons, on the other.  I have argued that if an agent’s being A is a decisive reason for her to be Z, then for any agent s, s’s being A is a decisive reason for s to be Z.  Similarly, if an agent’s being A is a sufficient reason for her to be Z, then for any agent s, s’s being A is a sufficient reason for s to be Z.  Thus, decisive and sufficient reasons are universal and context invariant.  The same is not true of pro tanto reasons.  If I have a low tolerance for spicy foods, then the fact that the jalapeno surprise is spicier than the cucumber salad, rather than vice versa, is a pro tanto reason for me to order the cucumber salad rather than the jalapeno surprise.  But if Spencer has a high tolerance for spice, then the fact that the jalapeno surprise is spicier than the cucumber salad rather than vice versa may not be a pro tanto reason for him to order the cucumber salad rather than the jalapeno surprise; indeed, it might even be a pro tanto reason for him to order the jalapeno surprise rather than the cucumber salad.  
In order to provide an account of pro tanto reasons, I will proceed as follows.  First, I will discuss the notion of the value of an action for an agent, or more generally, of the value for an agent of instantiating a property.  Second, I will make use of this notion in providing an account of the relation of normative favoring.  And third, I will offer an account of pro tanto reasons in terms of the normative favoring relation.  It will turn out that the relation between pro tanto reasons and normative favoring is analogous to the relation between decisive reasons and normative requirement, and hence that it is also analogous to the relation between sufficient reasons and normative permitting.
Let us begin with the notion of the value of a property for an agent.  The manner in which the value of a property is determined will depend on the type of property in question.  Thus, the value of an action, which we may call practical value, will often depend at least in part on the causal consequences of the action, or on how good the world will be, or how good the situation of the agent will be, as a result of the action.  By contrast, the value of a belief, which we may call epistemic value, will depend on how well this belief corresponds with reality.  I will have more to say about epistemic value in Appendix E.

To state that the value for s of being A is x, we may write the following:


V(x, As) = x
The notions of permission and obligation can be defined in terms of this notion of value.  We may say that it is obligatory for s to be A just in case the value for s of being A is greater than the value for s of having any property that s could have instead of A.  And we may say that it is permissible for s to be A just in case the value for s of being A is not less than the value for s of having any property s could have instead of A.  Now in the last few sections I have argued that we can given an account of decisive reasons, of sufficient reasons, of normative requirements and of normative permissions in terms of normative laws concerning what properties agents ought to have or are permitted to have.  And if this is right, and if we can account for obligations and permissions in terms of the values for agents of instantiating properties, then it follows that decisive reasons, sufficient reasons, normative requirements, and normative permissions, can all be explained in terms of the value for agents of instantiating properties.  I will now argue that pro tanto reasons as well as normative favoring relations can also be explained in terms of the values for agents of instantiating properties.  Thus, if my accounts are successful, I will have shown that many of the most important normative relations can be understood value-theoretically.
Let us now turn to the normative favoring relation.  To a very rough first approximation, we may say that s being A rather than B normatively favors s being Y rather than Z just in case:

The comparison of s being Y to s being Z is more favorable under the condition that s is A than it would be under the condition that s is B.

Thus, my being located in a region where it is drizzling rather than in a region where it is dry normatively favors my going to the gym rather than the beach just in case my going to the gym compares more favorably to my going to the beach under the condition that it is drizzling than it would under the condition that it is dry.
More precisely:

s’s being A rather than B normatively favors s’s being Y rather than Z just in case there is some property, C, such that s is C and it is a purely normative law that for any two agents, w and x, if w and x are both C, and w is A and x is B, then (the value for w of being Y minus the value for w of being Z) is greater than (the value for x of being Y minus the value for x of being Z).

Formally, 
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This account will imply that my being located in region where it is currently drizzling rather than a region where it is currently dry normatively favors my going to the gym rather than to the beach just in case I have some property, C, such that it is a purely normative law that for any two agents, w and x, who share this property, if w is located in a region where it is currently drizzling, and x is located in a region where it is currently dry, then the vector difference in value between going to the gym and going to the beach is greater for w than for x.  That is, either the value of going to the gym exceeds the value of going to the beach by a greater margin for w than for x, or else the value of going to the beach does not exceed that of going to the gym by as great a margin for w as for x. (By the vector difference in value between  and , I mean the value of  minus the value of .  This may be negative, if the value of  exceeds that of .)
One might suppose that what I have just offered as an account of the relation of normative favoring can in fact serve as an account of the pro tanto reason relation.  For it would seem that my being located in a region where it is drizzling rather than dry will be a pro tanto reason for me to go to the gym rather than to the beach just in case there is some such property, C.  This may be a rather complex property, including a number of intrinsic and extrinsic features that I have, but it will presumably include the property of being disposed to enjoy spending time on the beach more when it is dry than when it is drizzling.  If I possess such a property, C—i.e., a property such that, necessarily, for any two agents who have it, if one is located in a region where it is drizzling and the other is located in a region where it is dry, the vector difference between the values of going to the gym and going to the beach is greater for the first agent then for the second—then it follows that if I retained this property, and yet I were located in a region where it is dry, I would have less reason for going to the gym rather than the beach.  And so it seems reasonable to infer that if I have such a property, my being located in a region where it is drizzling rather than dry is a pro tanto reason for me to go to the gym rather than the beach.  If, on the other hand, there is no such property—if, for example, I love being drizzled on, and so am disposed to enjoy spending time on the beach at least as much when it is drizzling as when it is dry—then my being located in a region where it is drizzling rather than dry will not be a pro tanto reason for me to go to the gym rather than the beach.  It seems, therefore, that the truth conditions I have proposed for the normative favoring relation are in fact the truth conditions for the pro tanto reason relation.
But this is incorrect.  For I have argued that the properties that constitute reasons must be immutable, in the sense I have defined.  But on the account just offered, properties that are not immutable can normatively favor other properties.  Thus, on the account just given, when Charlie is getting dressed in the morning, his being such that he will go to work wearing a brown belt can normatively favor his being such that he will go to work wearing brown shoes, and his being such that he will go to work wearing brown shoes can simultaneously normatively favor his being such that he will go to work wearing a brown belt.  Thus, if the account just offered could serve as an account of pro tanto reasons, then his being such that he will go to work wearing a brown belt and his being such that he will go to work wearing a brown belt could each be a pro tanto reason for the other.  But this is impossible.  And so the account I have just given cannot, as it stands, serve as an account of pro tanto reasons.

But perhaps it can so serve once we add the condition that the properties that constitute pro tanto reasons, as well as the background conditions in virtue of which these properties constitutive pro tanto reasons, must be immutable.  I suggest the following:

s’s being A rather than B is a pro tanto reason for s to be Y rather than Z just in case s is immutably A (and hence s is immutably not B), and there is some property, C, such that s is immutably C and it is a purely normative law that for any two agents, w and x, if w and x are both C, and w is A and x is B, then (the value for w of being Y minus the value for w of being Z) is greater than (the value for x of being Y minus the value for x of being Z).

Formally, 
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It is not currently up to me whether I am now located in a region where it is drizzling, and so my instantiation of this property is immutable, and equally immutable are those background conditions in virtue of which my being located in a region where it is drizzling rather than dry normatively favors my going to the gym rather than the beach.  Therefore, my being located in a region where it is drizzling rather than dry is a pro tanto reason for me to go to the gym rather than the beach.  By contrast, Charlie’s being such that he will wear his brown shoes rather than his black shoes to work today is up to him, and so although it normatively favors his wearing his brown shoes rather than his black shoes, it is not a pro tanto reason for him to do so.

Thus, just as a decisive reason is an immutable normative requirer, and a sufficient reason is an immutable normative permitter, a pro tanto reason is an immutable normative favorer.

One might object that the account of pro tanto reasons I have offered is excessively complicated.  Surely we could account for pro tanto reasons much more simply in terms of counterfactuals, rather than in terms of normative laws.  One might suggest the following:

s’s being A rather than B is a pro tanto reason for s to be Y rather than Z just in case s is immutably A (and hence s is immutably not B), and (the value for s of being Y – the value for x of being Z) is greater conditional on s’s being A than it would be conditional on s’s being B.
Unfortunately, this simpler account is subject to counterexamples.  Suppose my having promised to water my neighbor’s geraniums is a pro tanto (not a decisive) reason for me to do so.  Let N1 be some neurophysiological property of mine as a result of which I promised to water the geraniums, and let N2 be some alternative neurophysiological property such that, if I had this property, I would not have promised to water the geraniums.  The counterfactual account implies, implausibly, that my having property N1 rather than N2 is a pro tanto reason for me to water the geraniums rather than leaving them unwatered. 

The examples discussed so far have been examples of objective pro tanto reasons.  Thus, the fact that it really is drizzling rather than dry is an objective pro tanto reason for me to go to the gym rather than to the beach.  However, the fact that it appears to be drizzling rather than dry is a subjective pro tanto reason for me to go to the gym rather than to the beach.  A complete account of pro tanto reasons will have to account both for the type of reason constituted by the fact that it is drizzling rather than dry and for the type of reason constituted by the fact that it appears to be drizzling rather than dry.  And if pro tanto reasons are to be understood in terms of values or value comparisons, then in order to distinguish between subjective and objective reasons, we will need to distinguish between subjective and objective value.  A pro tanto objective reason for choosing one option rather than another is, roughly, a consideration that increases the degree to which the objective value of the first option exceeds that of the second option, or that decreases the degree to which the objective value of the second option exceeds that of the first.  And so similarly, a pro tanto subjective reason for choosing one option rather than another should be, roughly, a consideration that increases the degree to which the subjective value of the first option exceeds that of the second option, or that decreases the degree to which the subjective value of the second option exceeds that of the first.

What, then, is subjective value?  We want subjective value to be a dimension such that, the more of it an action or attitude possesses, the more subjective reason there is to perform this action or to have this attitude.  And hence we want it to be a feature such that, if an alternative has it to at least as high a degree as every other alternative, this alternative is subjectively or rationally permissible, and if one alternative has it to a higher degree than any other, this alternative is subjectively or rationally obligatory.  But surely, the more rational an action or attitude is, the more subjective reason one has to perform this action or to have this attitude; and if an alternative action or attitude is at least as rational as any other, then this alternative is subjectively or rationally permissible; and if an alternative action or attitude is more rational than any other, this alternative is subjectively or rationally obligatory.  It seems, therefore, that we can identify the subjective value of an action or attitude with its degree of rationality.  
It is clear that rationality admits of degrees.  It may be, for example, that if I appear to be getting a sore throat, then given my evidence it would be more rational for me to gargle a saline solution than to gargle mouthwash.  But gargling bleach would be still less rational.  Similarly, given the evidence available to Copernicus, it was more rational for him to believe in the heliocentric astronomical theory than in the geocentric astronomical theory, and so believing in the latter would be less than fully rational.  But it would have been still less rational for him to believe in the Flat Earth theory.  How should degrees of rationality be understood?  I suggest a possible account in Appendix E.  

It is now a straightforward matter to distinguish between subjective and objective pro tanto reasons, as well as between subjective and objective normative favoring relations.  To arrive an account of subjective pro tanto reasons, substitute “subjective value” for “value” in the general account of pro tanto reasons already given.  And to arrive at account of objective pro tanto reasons, substitute “objective value” for “value” in the general account already given.  Similarly, to arrive at accounts of subjective and of objective normative favoring relations, replace the term “value,” in the general account of the normative favoring relation already given, with “subjective value” and “objective value,” respectively.

I will conclude this section by illustrating the account of subjective pro tanto reasons.  I said earlier that the fact that it appears to be drizzling rather than dry is a subjective pro tanto reason for me to go to the gym rather than the to beach.  On the account I have offered, this will be true just in case:

(i)    
The fact that it appears to be drizzling rather than dry is immutable for me

(ii)   
There is some property, C, such that I am immutably C and it is a purely normative law that for any two agents, w and x, if w and x are both C, and it appears to w that it is drizzling, while it appears to x that it is dry, then (the subjective value for w of going to the gym minus the subjective value for w of going to the beach) is greater than (the subjective value for x of going to the gym minus the subjective value for x of going to the beach).

And this seems right.  The fact that it appears to be drizzling rather than dry is not up to me, and so it is immutable for me.  And if this fact is indeed a pro tanto subjective reason for me to go to the gym rather than the beach, then there will indeed be some property, C, satisfying the above conditions.  This is no doubt a very complex property.  It might, for example, be the property of being just like me in every respect, with the possible exception of one’s perception of the current weather.  For any two agents who share this complex property, the vector difference between the value of going to the gym and going to the beach will be greater for the one to whom it appears to be drizzling out than for the one to whom it appears to be dry out.  And so the account I have offered seems to provide the right truth conditions for subjective pro tanto reason statements.

9.7.  The Normative Status of Beliefs

An agent’s beliefs can rationally require or subjectively normatively require actions or attitudes.  Thus, the belief that pressing the red button would result in the destruction of the universe rationally requires that one not press the red button.  For everyone ought rationally to be such that (if she believes that pressing the red button would result in the destruction of the universe, she does not press the red button).

Further, and agent’s beliefs can subjectively normatively permit actions or attitudes.  Thus, believing that pressing the red button would be harmless subjectively normatively permits pressing the red button.  For everyone is rationally permitted to be such that (if she believes that pressing the red button would be harmless, she presses the red button).

Beliefs cannot, however, provide reasons for actions or attitudes, not even subjective reasons.  If one’s beliefs are irrational, then they will not make rational the actions or attitudes that they normatively require or permit.  And if the beliefs are themselves rational—if, for example, they are supported by appropriate evidence—then the very facts that make these beliefs rational will also be the facts that make rational the actions or attitudes that these beliefs normatively require or permit.

The explanation for why beliefs cannot constitute reasons is as follows.  I have argued that reasons must be immutable, or in other words, that if a property, A, belonging to an agent is a reason for this agent to have some other property, Z, then it cannot be up to the agent whether she has property A.  And I have also argued that an agent’s current beliefs are up to her in the relevant sense: for they depend, in the appropriate manner, on the agent’s current reasoning.  Thus, an agent’s current beliefs cannot constitute reasons.

(An agent’s past beliefs, however, may constitute reasons.  More precisely, at any time t, the property of having had some belief prior to t can be a reason for an agent to have some property.  For it is not up to an agent, at t, what beliefs she had before t.  And if beliefs figure in diachronic normative laws—if, for example, it is a normative law that for any agent, s, s ought rationally to be such that if she had certain beliefs prior to t, and then acquires some new evidence at t, she updates her beliefs in some particular way—then past beliefs will indeed constitute subjective reasons.)

Now if beliefs can subjectively normatively require actions, and beliefs can also subjectively normatively permit actions, then it is natural to suppose that beliefs can subjectively normatively favor actions.  But this is not the case.  For the fact that one is A rather than B will only subjectively normatively favor being Y rather than Z if the relative rationality of being Y or Z depends on whether one is A or B.  But I have argued that the rationality of actions depends only on one’s evidence, not on one’s beliefs.  Therefore, one’s beliefs cannot subjectively normatively favor any actions.
But surely there is some relation in which beliefs can stand to actions and intentions that is weaker than either the relation of normatively requiring or the relation of normatively permitting.  Consider, for example, the belief that Los Angeles is a Mecca for bicyclists.  This belief does not normatively require moving to LA, for one could permissibly believe that LA is a Mecca for bicyclists without moving there.  Nor does this belief normatively permit moving to LA, for there are circumstances in which one could be rationally required both to believe that LA is a bicycling Mecca and not to move to LA (e.g., one could have strong evidence both that LA is a bicycling Mecca and that LA is about to be destroyed in an earthquake).  However, the belief that LA is a bicycling Mecca does seem relevant to whether one should move to LA; it casts, as it were, a favorable light on the option of moving to LA.  Or to put this less picturesquely, the conditional expected value of (moving to LA given that LA is a bicycling Mecca) exceeds the conditional expected value of (moving to LA given that LA is not a bicycling Mecca).  Hence, we may say that the belief that LA is a bicycling Mecca normatively supports moving to LA.
More generally, for any agent, s, any proposition, p, and any option, , we may say that s’s believing that p normatively supports s’s -ing just in case the expected value of  for s is greater conditional on p than conditional on not-p.  And we may say that s’s believing that p normatively supports s’s -ing rather than -ing just in case the vector difference between the expected value of -ing and -ing is greater conditional on p than conditional on not-p.  
Similarly, for any for any agent, s, any proposition, p, and any option, , we may say that s’s having credence in p normatively supports s’s -ing just in case the greater is s’s degree of credence in p, the greater will be the expected value of s’s -ing.  And we may say that s’s having credence in p normatively supports s’s -ing rather than -ing just in case the greater is s’s degree of credence in p, the greater will be the vector difference between the expected value of -ing and -ing.
Thus, my having credence in the proposition that LA is a bicycling Mecca normatively supports my moving to LA, because the greater is my degree of credence in this proposition, the greater will be the expected value of my moving to LA.  Similarly, my having credence in the proposition that LA is a bicycling Mecca normatively supports my moving to LA rather than Boston, because the greater is my degree of credence in this proposition, the greater will be the degree to which the expected value of moving to LA exceeds the expected value of moving to Boston (or the lesser will be the degree to which the expected value of moving to Boston exceeds that of moving to LA).
9.8.  How to State Our Earlier Results Correctly
In this chapter, I have discussed the relationship between, on the one hand, various narrow scope normative categories (including decisive reasons, sufficient reasons, and pro tanto reasons), and, on the other hand, various wide scope normative categories (including the relations of normatively requiring, normatively permitting, and normatively favoring).  In light of these distinctions, it now becomes clear that while many of my of the conclusions that I expressed in terms of narrow scope normative categories, ought to have been expressed in terms of wide scope normative categories.

For I have been asking what it is rational for an agent to do given her credence distribution over descriptive or evaluative theories.  But it now appears that this is the wrong question to ask.  For I have argued that the rationality of an option depends on an agent’s evidence, not on her beliefs.  I have argued that beliefs and degrees of belief do not provide reasons, not even subjective reasons, for options.  And hence, in particular, beliefs and degrees of belief do not provide reasons for accepting or rejecting theories.  Beliefs and degrees of belief do stand in certain normative relations to options—namely relations of normatively requiring, normatively favoring, or normatively supporting—but these relations are not reason-giving relations.  So I must now restate some of the conclusions that earlier I stated imprecisely.

First, the fact that one has a high degree of credence in some theory does nor provide pro tanto reason to accept the theory.  For one may have no reason to have a high degree of credence in the theory, and in this case one may have no reason to accept it.  Rather, having a high degree of credence in a theory normatively supports accepting this theory.  For the greater one’s degree of credence in a theory is, the greater is the expected value of accepting it.  Similarly, the fact that a given theory is highly typical of the theories in which one has credence is not a pro tanto reason for accepting this theory.  For one may have no reason to have credence in theories that are similar to the theory in question, and in this case one may have no reason to accept the theory in question.  Rather, the fact that a theory is highly typical of the theories in which one has credence does normatively support accepting this theory.  Or to be more precise, to say that a theory, T, is highly typical of the theories in which s has credence is to say that s has credence in theories that are similar to T, and s’s credence in these theories will normatively support her accepting T. 

Something similar is true of dispersion and selectiveness.  For having credence in a theory with a high dispersion or a high degree of selectiveness is not a pro tanto reason to accept the theory.  If one ought rationally to have a degree of credence of zero in the theory in question, then one ought to regard the fact that this theory has a high dispersion or a high degree of selectiveness as irrelevant.  (This may be true, for example, of hyperfanatical theories—these may be theories in which we should have no credence, and hence whose high dispersion we should ignore.)  However, having credence in a theory with a high dispersion or a high degree of selectiveness will normatively support accepting this theory, and the greater the dispersion or degree of selectiveness of the theory in question, the greater will be the degree to which one’s credence in this theory normatively supports accepting this theory.

If I am correct in assuming that maximizing expected value is a requirement of rationality, then it follows that every agent is rationally required to make whatever choices are most supported, in the sense I have defined, by her credences.  Now suppose an agent violates the principle of theory acceptance I have argued for in this dissertation.  Such an agent will be irrational, for in choosing what theory to accept or reject, she fails to make the choices that are best supported by her beliefs.  But from the fact that she complies with these principles of theory acceptance, we cannot infer that she is rational in her choice of what theories to accept or reject.  For if her credences are irrational, then the choices that are best supported by these credences may themselves be irrational.  

We will, however, be able to infer that an agent who complies with these principles chooses rationally what theories to accept or reject so long as we assume that her degrees of credence are rationally permissible.  For if is rationally permissible to be A, and if being A rationally requires being B, then it is rationally permissible to be B.  Thus, any choices that are rationally required by rationally permissible credences are themselves rationally permissible.
Thus, many of the narrow scope claims I have made concerning what an agent ought to do, or may do, or has reason to do, only apply only under the condition that the agent in question has rational degrees credence.  There are, however, narrow scope claims that we can make that do not depend on whether an agent’s actual degrees of credence are rational.  We can say the following: any agent who ought to have a high degree of credence in a theory has pro tanto subjective reason to accept this theory.  Likewise, for any agent who ought to have a high degree of credence in theories that are similar to a given theory, T, has pro tanto subjective reason to accept T.  And any agent who ought to have credence in a theory with a high dispersion or with a high degree of selectiveness has pro tanto subjective reason to accept this theory.

Finally, some of the narrow scope claims that I have made can be made without qualification, since their validity depends neither on the rationality of an agent’s credences, nor on what the agent’s credences ought rationally to be.  These are the claims concerning the rejection of non-discriminating theories.  For it is rational to reject such theories regardless of one’s degrees of credence in these theories, and regardless of what one’s degrees of credence in these theories ought rationally to be.  
10.  The Mere Uncertainty Paradox

10.1.  The Problem Raised by Uncertainty Concerning Rationality
Let us now return to the problem we raised at the outset of Part IV, namely the problem of rationality under uncertainty concerning rationality.  

Suppose I presented with Newcomb’s problem and I must decide between two options.  One option is to open both the box that may contain $1000, 000 and the box that is sure to contain $1000.  And the second option is only to open the box that may contain $1000, 000. And suppose my credence is divided between two theories of rationality: evidential decision theory and causal decision theory.  The evidential decision theory implies that I ought rationally to open only the first box, while the causal decision theory implies that I ought rationally to open both boxes.  Given my uncertainty concerning which theory of rationality is correct, which should I follow?

Or as a second illustration of our problem, suppose that I must choose between saving my leg and saving Green’s life.  And suppose my credence is divided among a number of theories of rationality.  According to one theory, an action is rationally permissible only if one should expect it to have the best or equal-best consequences for oneself.  According to a second theory, an action is rationally permissible only if one should expect it to have best or equal-best consequences as evaluated from an impartial standpoint.  According to a third theory, in evaluating one’s options, one ought rationally to give some weight to the personal standpoint but more weight to the impersonal standpoint.  And according to a fourth, one ought rationally to give some weight to the impersonal standpoint but more to the impersonal standpoint.  How should I choose between saving my leg and saving Green’s life, given my uncertainty concerning which theory of rationality is correct?

The answer to this question is simple: one ought rationally to do whatever the true theory of rationality says one ought rationally to do.  This, indeed, is analytically true, for if it were not the case that one ought rationally to do what theory T implies that one ought rationally to do, then theory T would not be the true theory of rationality.

Thus, if, as a matter of fact, the evidential decision theory is correct, then when faced with Newcomb’s problem one ought rationally to open only the first box, regardless of how much credence one may have in the causal decision theory.  And if, as a matter of fact, the causal decision theory is correct, then one ought rationally to open both boxes, regardless of how much credence one may have in the evidential decision theory.  Similarly, if the theory according to which one ought rationally to do whatever one expects to be best from an impartial standpoint is true, then one ought rationally to save Green’s life, regardless of how much credence one may have in various theories of rationality according to which one should save one’s own leg.

There may be some cases in which one has no credence whatever in the correct theory of rationality, and in which none of the options recommended by the true theory of rationality are recommended by any of the theories of rationality in which one has credence.  Suppose, for example, that the correct theory of rationality implies that an action is rationally permissible only if one expects it to have best or equal-best consequences as evaluated from an impartial standpoint, and yet every theory in which one has credence implies that one ought rationally to give significant weight to the personal standpoint.  Suppose one is then faced with two alternatives: the alternative of saving one’s own life, and the alternative of saving the life of one stranger and the finger of a second stranger.  In this case, although each of the theories in which one has credence will imply that one ought rationally to save one’s own life, the true theory of rationality will imply that one ought rationally to save the stranger’s life and the other stranger’s finger, and so this is what one ought rationally to do.  It follows that one ought rationally to do something that each of the theories in which one has credence implies one ought rationally not to do.

One might object that this conclusion must be mistaken.  For surely it is irrational to do something that one believes one ought rationally not to do.  But if all the theories in which one has credence imply that one ought rationally not to save the stranger’s life and the other stranger’s finger, then surely it would be irrational to do so.  Doing so would be a form of akrasia, or of acting against one’s judgment concerning what is most rational.  And surely acting akratically is irrational.

This objection rests on a mistake.  As Broome points out, the requirement of coherence between what one does and one believes one ought rationally to do is a wide-scope requirement, not a narrow scope requirement.  What is required is that one be such that (if one believes one ought rationally to , one -s), and hence that (if one believes that one ought rationally not to , one does not ).  There are two possible ways of satisfying the latter requirement: one is by not -ing, the other is by not believing that one ought rationally not to .  And so it is perfectly possible that someone who believes with certainty that she ought rationally not to  ought rationally to .  But if this is true, then it must also be the case that she ought rationally not to believe that she ought rationally not to .  And so, in particular, if I am deciding between saving my own life and saving the life of one stranger and the finger of another, it may be that, in spite of my being certain I ought rationally to do the former, I ought rationally to do the latter.  But if this is the case, it must also be the case that it is irrational for me to be certain that I ought rationally to save my own life.

This has an important implication.  It implies that one’s credence distribution ought never to be such that one is certain, of each of the rationally permissible options, that it rationally impermissible.  For if one has such a credence distribution, then either one will fail to choose a rationally permissible option, in which case one will act irrationally, or else one will choose an option that one is certain one ought rationally not to choose, in which case one will act akratically.  Similarly, if follows that one’s credence distribution ought never to be such that one is certain, of some option that in fact one ought rationally not to choose, that one ought rationally to choose it.  For in this case, once again, one will either choose an irrational option or one will act akratically.  
To sum up, one ought always do whatever the true theory of rationality implies that one ought rationally to do, regardless of how one’s credence is distributed over alternative theories of rationality.  And so there is no special problem of rationality under uncertainty concerning rationality.  What we call problems of rationality under uncertainty should in fact be thought of as problems of rational requirement under uncertainty.  For while what is rational for an agent never depends on her beliefs or degrees of belief, what is rationally required of an agent can depend on her beliefs or degrees of belief.  Suppose, for example, that I live in Yuma, Arizona, and I ought rationally to have a degree of credence of .001 in the proposition that it will rain this afternoon, but in fact I have a degree of credence of .9 in this proposition.  Given that I ought rationally to be nearly certain that it will not rain, I ought rationally not to bother carrying an umbrella.  However, in virtue of having a degree of credence of .9 in the proposition that it will rain, in conjunction with various background beliefs and intentions, I may be rationally required to carry an umbrella (that is, the conjunction of my beliefs and intentions may subjectively normatively require me to carry an umbrella, or at least to intend to do so).  Thus, while credence distributions do not provide reasons, they can generate normative requirements, and in particular they can generate rational requirements.
In what follows, I will argue for two principles concerning what is rationally required of an agent in virtue of her beliefs or degrees of credence in propositions concerning rationality.  I will then argue, on the basis of these principles, that mere uncertainty concerning what it is rational to do or to believe can generate conflicting rational requirements.  I will conclude that what appear to be perfectly rational forms of uncertainty concerning rationality are in fact irrational.  But in order for this conclusion to be justified, I will need to show that it is rationally impermissible to be under conflicting rational requirements.  This will be the burden of the next section.  Or rather, I will show more generally that within any domain of normativity, it is impermissible to be under conflicting normative requirements.  It follows that it is rationally or subjectively impermissible to be under conflicting rational or subjective requirements, and that it is likewise objectively impermissible to be under conflicting objective requirements.

10.2.  The Impermissibility of Being under Conflicting Requirements

The impermissibility of being under conflicting requirements follows from the account I have offered of a rational requirement, in conjunction with two laws of normative logic.

An agent, s, is under conflicting normative requirements if and only if, for some properties, C, D and E,

(i)   
s has property C;

(ii)

s has property D;

(iii)
having property C normatively requires having property E; and

(iv)
having property D normatively requires not having property E.

Now if having property C normatively requires having property E, it follows that s ought to be such that if she is C then she is E.  That is,

(v) Ought 
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Similarly, if having property D normatively requires not having property E, it follows that s ought to be such that if she is D then she is not E.  That is,

(vi) Ought 
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Now it is a law of normative logic that for any agent, s, and any two propositions, p and q, if s ought to be such that p, and s ought to be such that q, then s ought to be such that p and q.  (Later I will address those deny this.) Therefore, it follows from (v) and (vi) that: 

(vii)  
Ought 
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Now the following proposition 
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And it is a law of normative logic that for any agent, s, and any two propositions, p and q, if s ought to be such that p, and p logically entails q, then s ought to be such that q.  Therefore, it follows from (vii) that:

(viii)   Ought 
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That is, s ought not to have both properties C and D, the properties in virtue of which she is under conflicting requirements.  And this argument is completely general.  And so we can conclude that every agent ought not to have any combination of properties that puts her under conflicting requirements.

 I will now consider an objection to this argument.  It rests on the putative law of normative logic that for any agent, s, and any two propositions, p and q, if s ought to be such that p, and s ought to be such that q, then s ought to be such that p and q.  (Call this the conjunction rule for obligation.)  But no less a philosopher than Bernard Williams denies the validity of this rule.  Indeed, any philosopher who holds that obligations can conflict, and who also holds that ‘ought’ implies ‘can,’ must deny the validity of this rule.  For suppose that obligations can conflict, so that it is possible for there to be an agent, s, and a proposition, p, such that s ought to be such that p and s ought to be such that not p.  It will follow from the conjunction rule that s ought to be such that p and not p.  But s cannot be such that p and not p.  And so this conclusion is incompatible with the principle that ‘ought’ implies ‘can.’

So I must defend the conjunction rule for obligation.  To do so, I will show that if follows from principles that everyone should agree to, namely, the following disjunction rule for impermissibility: 

If it is impermissible to such that p, and it is impermissible to be such that q, then it is impermissible to be such that either p or q.

For example, if it is impermissible to eat eggs, and it is impermissible to eat dairy products, then it is impermissible to be such that one either eats eggs or eats dairy products.  Since either of the two possible ways of satisfying the disjunction is impermissible, satisfying the disjunction is impermissible.

Now suppose that the conjunction rule for conjunction is not.  From the second assumption, it follows that there could be cases in which one is obligated to be such that p, and one is obligated to be such that q, but one is not obligated to be such that p and q.  This is equivalent to saying that there could be cases in it is impermissible not to be such that p, and it is impermissible not to be such that q, but it is permissible to be such that either not p or not q.  But this conflicts with the disjunction rule for impermissibility.  Therefore, since the disjunction rule for impermissibility is indisputably valid, so is the conjunction role for obligation.
10.3.  The Epistemic Principal Principle
I made use of the epistemic principal principle earlier, in arguing for the rejection of differentiating skeptical hypotheses, but I have yet to clarify and defend this principle.  I will do so in the present section.  The principle may be stated as follows:

For any agent, s, and any proposition, p, and any real number value of x, s ought rationally to be such that, if she has a nonzero degree of credence in the proposition that the epistemic probability of p for s is x, then her conditional degree of credence in (p given that the epistemic probability of p for s is x) is x.

To distinguish this from a principle that I will introduce shortly, let us call this the special epistemic principal principle.  (This principle is closely analogous to, and was named after, Lewis’s Principal Principle, according to which one’s conditional degree of credence in a proposition, given that it’s objective probability is x, must be x.
)

Recall that by the epistemic probability of the proposition for an agent, I mean the degree of credence that this agent ought rationally to have in this proposition.  (When it is rationally permissible for an agent to have any of several alternative degrees of belief in a proposition, the epistemic probability of the proposition for the agent will be undefined.)  
If we let ‘cred(p)’ represent s’s degree of credence in p, and we let ‘probe(p)’ represent the epistemic probability of p for s, or the degree of credence that s ought to have in p, and we let ‘Oughtr’ signify subjective or rational obligation, then we may formalize the special epistemic principal principle as follows:
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Note that the conditional probability of (p given q) is just the probability of (p and q) divided by the probability that q.  Thus, a rational agent’s conditional degree of credence in (p given q) is simply her degree of credence in (p and q) divided by her degree of credence in q.  It follows that the epistemic principal principle may be stated as follows:

For any agent, s, and any proposition, p, and any real number value of x, s ought rationally to be such that, if she has a nonzero degree of credence in the proposition that the epistemic probability of p for s is x, then (her degree of credence in the conjunction of p and the proposition that the epistemic probability of p for s is x) divided by (her degree of credence in the proposition that the epistemic probability of p for s is x)) is x.

Or formally,
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As an illustration of the special epistemic principal principle, suppose I don’t know whether sense experience provides epistemic justification.  But suppose I am confident that if sense experience does provides epistemic justification, then my degree of credence in the proposition that there is a table in front of me ought rationally to be .99, but otherwise my degree of credence in the proposition that there is a table in front of my ought rationally to be .1.  In other words, I am confident that if sense experience provides epistemic justification, then the epistemic probability of the proposition that there is a table in front of me is .99, but otherwise the epistemic probability of this proposition is .1.  In this case, the epistemic principal principle will imply that my conditional degree of credence in the proposition that there is a table in front of me given that sense experience provides epistemic justification, and hence given that I ought rationally to have a degree of credence of .99 in this proposition, is rationally required to be .99.  Thus, by the definition of conditional degrees of credence, my degree of credence in the proposition that

there is a table in front of me and the epistemic probability of the proposition that there is a table in front of me is .99

divided by my degree of credence in the proposition that

the epistemic probability of the proposition that there is a table in front of me is .99 

is rationally required to be .99.  Similarly, it follows from the epistemic probability principle that my conditional degree of credence in the proposition that there is a table in front of me, given that sense experience does not provide epistemic justification, is rationally required to be .1.

Now suppose I have a degree of credence of .8 in the proposition that sense experience provides epistemic justification.  It follows from the requirements of probabilistic coherence that my degree of credence in the proposition that there is a table in front of me is rationally required to be .8*.99 + .2*.1 = .812.

In order to argue for the special epistemic principal principle discussed hitherto, I will first show that it follows from a more general principle, which I will call the general epistemic principal principle.  And I will then argue for the latter principal.  
The general epistemic principal principle may be stated as follows.

For any agent, s, whose credence function is Fs, and any other credence function, Fx, s ought rationally to be such that: 

if s has a nonzero degree of credence in some hypothesis, h, such that h implies that s ought not to have credence function Fx, then it is not the case that, for every proposition, p, 
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In other words, it is impermissible for s’s degrees of credence in propositions conditional on h always to coincide with the unconditional degrees of credence assigned by a credence function that h implies to be impermissible.

The special principle follows straightforwardly from the general one.  To see why, assume that s violates the special epistemic principal principle.  It follows that for some proposition, p, s has a non-zero degree of credence in some hypothesis, h, such that h implies that x implies that the epistemic probability of p is x, and yet her conditional degree of credence in (p given h) is not x.  Clearly, h implies that s ought to have a degree of credence of x in p, and hence that any degree of credence in p other than x would be impermissible for s.  Therefore, h implies that any credence function that assigns a probability other than x to p is impermissible for s.  And since s’s conditional degree of credence in (p given h) is not x, it follows that s’s actual credence function, FA, assigns to (p given h) a conditional probability other than x.  Now let 
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 is impermissible.  Thus, s has a non-zero degree of credence in a proposition, h, which implies that she ought not to have credence function 
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.  Thus, s is in violation of the general epistemic principal principle.  It follows that any agent who violates the special epistemic principal principle also violates the general epistemic principal principle, and so the latter entails the former.
I must now demonstrate the general epistemic principal principle.  The argument will requires three premises:

The principle of nonakrasia: one ought rationally to be such that (if one believes one ought rationally to have property A, one has property A).

That is, for any property A, one ought either to have this property, or else not to believe that one ought rationally to have it.  And so, for example, one ought not to believe that one ought to believe something, and yet fail to believe it, nor ought one to believe that one ought to do something and yet fail to do it.

The principle of conditionalization: one ought rationally to be such that (if one’s initial conditional degree of credence in (p given q) is x, and one then learns that q, one’s subsequent degree of credence in p is x).

Thus, I ought rationally to be such that (if initially my degree of credence that it will rain given that it is cloudy out is .7, and I then look out my window and learn that it is cloudy out, my subsequent degree of credence in the proposition that it will rain is .7).

The epistemic principle of rational robustness: an agent ought rationally not to be such that, for some proposition p in which she has a nonzero degree of credence, were she to learn that p and hence conditionalize on p, her resulting beliefs would be irrational.

In other words, there ought to be no proposition in which the agent has a nonzero degree of credence such that, if she were to learn that this proposition is true, she would be under conflicting rational requirements.  If someone violates the epistemic principle of rational robustness, then, in virtue of coming to learn something which she now regards as possible, she would be required to have irrational beliefs.  Because of this disposition, we may say that the agent is already irrational: even if her current beliefs happen to be rational, their rationality is fragile.
I can now present an argument for the general epistemic principal principle.  Suppose that some agent, s, violates this principle.  That is, suppose that for some proposition, p, some hypothesis, h, and some credence function, Fx,

(i)     h implies that credence function Fx is rationally impermissible for s;
(ii)    s has a non-zero degree of credence in h; and

(iii)   s’s actual credence function, Fs, is such that, for every proposition, p, 
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It follows from (iii) that if s were to learn that h is true, then in order to comply with the principle of conditionalization, her subsequent credence function would have to be Fx.  And since h implies that she ought not to have credence function Fx, it follows that, having learned that h is true, she would come to have a credence function, namely Fx, which she believes she ought rationally not to have.  Thus she would violate the principle of non-akrasia, and hence her beliefs would be irrational.  It follows that her initial credence distribution is such that, for some proposition in which she has a non-zero degree of credence (namely h), where she to learn that this proposition is true and hence conditionalize on this proposition, her resulting beliefs would be irrational.  Hence, her initial credence distribution violates the principle of rational robustness, and is therefore irrational.  Thus, anyone who satisfies conditions (i) through (iii) has an irrational credence distribution.  It follows that the general epistemic principal principle is valid.

I will conclude this section by arguing for a corollary of the general epistemic principal principle that I will employ in the following section.  We may call it the epistemic interval principle:

For any agent, s, and any proposition, p, s ought rationally to be such that: 

if she has a nonzero degree of credence in some hypothesis, h, such that h implies that her degree of credence in p ought rationally to lie within the interval (a, b), then her conditional degree of credence in p given h lies within the interval (a, b). 

The argument is straightforward.  Suppose Linda has a positive credence in some hypothesis, h, where h implies that Linda’s degree of credence in p ought rationally to lie within the interval (a, b) (i.e., that it should be not less than a, and not more than b, where a and b are real numbers between 0 and 1, and a is not greater than b).  It follows that h implies that any credence function that assigns to p a probability lower than a, or greater than b, is rationally impermissible for Linda.  And suppose, further, that Linda’s conditional degree of credence in p given h does not lie within the interval (a, b).  Let FL be Linda’s credence function.  And let 
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 does not lie within thin interval (a, b).  And so it follows that h implies that 
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 is an impermissible credence function.  Therefore, Linda is in violation of the general epistemic principal principle.  Thus, any agent who violates the epistemic interval principle necessarily violates the general epistemic principal principle.  And so the latter entails the former. 

10.4.  The Paradox of Uncertainty Concerning Epistemic Rationality
Let us consider once more the case described in the previous section in which I am uncertain what my degree of belief ought to be in the proposition that there is a table in front of me.  (For brevity, let us use the letter p to denote the proposition that there is a table in front of me).  Recall that in this example, I have a degree of credence of .8 in the proposition that my degree of credence in p ought to be .99, and a degree of credence of .2 in the proposition that my degree of credence in p ought to be .1.  And recall that according to the epistemic principal principle, I am rationally required, in virtue of this credence distribution over propositions concerning rationality, to have a degree of credence in p of .8*.99 + .2*.1 = .812.  

But now I’m in trouble problem.  For if I have a degree of credence of .8 in the proposition that my degree of credence on p ought to be .99, and a degree of credence of .2 in the proposition that my degree of credence in p ought to be .1, then I am rationally required to have a degree of credence of 1 in the proposition that (either I ought rationally to have a degree of credence of .99 in p, or I ought rationally to have a degree of credence of .2 in p).  And if my degree of credence in p ought to be .99, then it ought not to be .812.  Similarly, if my degree of credence in p ought to be .1, then it ought not to be .812.  Therefore, I am rationally required to have a degree of credence of 1 in the proposition that I ought rationally not to have a degree of credence of .812 in p.  Therefore, in virtue of my credence distribution over propositions concerning what my degree of credence in p ought rationally to be, I am rationally required both to have a particular degree of credence in p, and to believe with certainty that I ought rationally not to have this degree of credence in p.  But if I comply with both these requirements, I will have a degree of belief in p that I am certain I ought rationally not to have, and so I will violate the principle of non-akrasia.  Thus, in virtue of my distribution over propositions concerning rationality, I am under conflicting rational requirements.  Hence, my credence distribution is irrational.
One might hold that the problem lies in holding that there is some specific degree of credence in a proposition that is rationally obligatory.  In the case just considered, my credence is divided between two possibilities, in each of which there is only one degree of credence that it is permissible for me to have.  And perhaps it is irrational for my credence to be divided among such stringent views of epistemic rationality.  Perhaps on any plausible view, there is a range of rationally permissible degrees of credence one might have in a proposition.  

However, the same sort of problem can arise in cases in which one’s credence is divided between conflicting views of the range or permissible degrees of belief in a given proposition.  Suppose I have a degree of credence of .8 in the proposition that my degree of credence in p ought to lie between .9 and 1, and a degree of credence of .2 that my degree of credence in p ought to be between 0 and .25.  In this case, it will follow from the epistemic interval principle that my conditional degree of credence in (p given that my degree of credence in p ought to be between .9 and 1) is rationally required to be between .9 and 1, and that my conditional degree of credence (p given that my degree of credence in p ought to be between 0 and .25) is rationally required to be between 0 and .25.  And so it follows from the laws of probabilistic coherence that my unconditional degree of credence in p is required to be somewhere between a lower bound of .8*.9 + .2*0 = .72, and an upper bound of .8*1 + .2*.25= .85.  But if my credence is divided between the view that my degree of credence in p ought to lie between .9 and 1, and the view that my degree of credence in p ought to lie between 0 and .25, then I am certain that my degree of credence in p ought not to be between .72 and .85.  Thus, in virtue of my credence distribution over propositions concerning permissible degrees of credence in p, I am rationally required to have a degree of credence in p that I am certain is rationally impermissible.

This result can be generalized.  For any agent, s any proposition, p and any values of w, x, y, and z between 0 and 1 inclusive, such that w < x < y < z, and such that y – x is greater than x – w, and y – x is likewise greater than z – y, it can be shown that if s’s credence is divided evenly between the following two propositions: 

s’s degree of credence in p ought rationally to lie between w and x
s’s degree of credence in p ought rationally to lie between y and z
then s will be required to have a degree of credence in p that is greater than x but smaller than y.  Hence s will be required to have a degree of credence in p that she is certain she ought rationally not to have.  (The proof of this general claim is straightforward, but rather tedious, and so I’ll omit it.)
I have shown that problems can arise when one’s credence is divided between two and only two alternative hypotheses concerning what one’s degree of credence ought to be, or may permissibly be, in some proposition, p.  But these problems can be averted if one has credence in additional hypotheses.  For example, suppose my credence is evenly divided among three alternative hypotheses.  According to the first hypothesis, my degree of credence in p ought rationally to be .4; according to the second, it ought rationally to be .6; and according to the third, it ought rationally to be .8.  It follows from the epistemic principal principle that my unconditional degree of credence in p is rationally required to be .6.  And in this case, the degree of credence that I am rationally required to have in p is not a degree of credence that I am certain I ought rationally not to have; to the contrary, I have a degree of credence of 1/3 in the proposition that I ought to have precisely this degree of credence in p.  And so I am not in violation of the principle  of non-akrasia.

Indeed, the problem I have discussed can always be averted by having some positive degree of credence in completely permissive theory of epistemic rationality, according to which any degree of credence in p is permissible.  For if one has a positive degree of credence in this theory, there will be no degree of credence in p that one is certain one ought not to have, and so one will never be rationally required to have a degree of credence in p that one is certain one ought not to have.

And if uncertainty concerning epistemic rationality is only problematic when one’s credence is divided between two and only two alternative hypotheses in the manner illustrated above, then it may not be such a serious problem.  For the kinds of uncertainty that we have seen to result in difficulties involve a rather peculiar distribution of credences.  The problematic cases arise when, for some values of x and y such that y > x, one is certain that it is rationally impermissible to have a degree of credence in p between x and y, but one holds that it might be rationally obligatory to have a degree of credence in p of less than x, and that it might be rationally obligatory to have a degree of credence in p of more than y.  And this is a strange kind of uncertainty to face.  For it would seem that, if one holds that it might be obligatory to have a degree of credence in p of less than x, and that it might be obligatory to have a degree of credence in p of more than y, one should take seriously the idea that a degree of credence in p intermediate between x and y might be permissible.  Therefore, unless the problem I have pointed to is more general than I have as yet succeeded in showing, if will be of limited significance.

But the problem is indeed more general.  All that is required to give rise to the problem is that one has some degree of credence, however small, in two appropriate hypotheses.  So long as this condition is satisfied, it makes no difference how many other hypotheses one has credence in, or which other hypotheses one has credence in; it doesn’t even matter whether one has credence in the completely permissive hypothesis according to which any degree of credence in permissible.

Suppose I have a degree of credence of d in hypothesis h1, according to which my degree of credence in p ought rationally to be between 0 and .3, and suppose I also have a degree of credence of d in hypothesis h2, according to which my degree of credence in p ought rationally to be between .7 and 1.  Here p can be any proposition, and d can take any value that is greater than 0 but not greater than .5.  Thus, the argument I am about to present does not require that h1 and h2 be the only alternative hypotheses between which my credence is divided.    

 First, it follows from the epistemic interval principle that my conditional degree of credence in (p given h1) is rationally required to be between 0 and .3, and it similarly follows that my conditional degree of credence in (p given h2) is rationally required to be between .7 and 1.  Furthermore, it follows from the definition of conditional credence that, since h1 and h2 are mutually exclusive possibilities, my conditional degree of credence in (p given (h1 or h2)) must be as follows:
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and since I have a degree of credence of d in each of h1 and h2, it follows that:
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simplifying, we get:
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And since my conditional degree of credence in (p given h1) is required to be between 0 and .3, while my conditional degree of credence in (p given h2) is required to be between .7 and 1, it follows that my conditional degree of credence in (p given (h1 or h2)) is required to be between a lower bound of


[image: image92.wmf](

)

35

.

7

.

0

2

1

=

+

×


and an upper bound of
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It follows that I am rationally required to violate the epistemic interval principle.  To see how this follows, let hD represent the disjunction of h1 and h2.  That is, let hD represent the hypothesis that either h1 is true or h2 is true.  It follows that my conditional degree of credence in p given hD is rationally required to lie between .35 and .65.  And yet hD implies that any degree of credence between .3 and .7 in p is impermissible.  Thus, it is rationally required that my degree of credence in (p given hD) have a value that is impermissible according to hD.  That is, I am rationally required to violate the epistemic interval principle.  
Thus, if I have any positive degree of credence, d, in h1, and an equal degree of credence in h2, I will be under conflicting rational requirements.  And since I have shown that it is impermissible to be under conflicting rational requirements, it follows that for any positive value of d, it is rationally impermissible for me to have a degree of credence of d in each of  h1 and h2.  More generally, for any proposition, p, it is impermissible to have any positive credence in any hypothesis according to which one’s degree of credence in p ought to be less than .3, and to have the same degree of credence in an hypothesis according to which one’s degree of credence in p ought to be more than .7.

But this conclusion is very counterintuitive.  As an illustration of the counterintuitive nature of this conclusion, consider the following case.  Natasha is in New Jersey, and is interested in the question of whether it will rain tomorrow.  So she consults two meteorologists.  She knows that the first meteorologist has twenty years of experience in the field, but has only recently arrived in New Jersey, and so has little experience with New Jersey weather.  And she knows that the second meteorologist considerably less total experience predicting weather, but considerably more experience predicting New Jersey weather.

Now it would seem that she could rationally be uncertain concerning what her degree of credence ought to be in the proposition that it will rain tomorrow.  Thus, it would seem that she could rationally have some small degree of credence (say, .05) in the proposition that she ought rationally to give considerably more weight to the meteorologist with more total experience predicting the weather, and hence that her degree of credence in the proposition that it will rain tomorrow ought to be much closer to 0 than to 1.  And it would seem that she could also rationally have the same small degree of credence in the proposition that she ought rationally to give considerably more weight to the meteorologist with more experience predicting New Jersey weather, and hence that her degree of credence in the proposition that it will rain tomorrow ought to be much closer to 1 than to 0.  Thus, it would seem that she could rationally have a degree of .05 in the proposition that her degree of credence in the proposition that it will rain tomorrow ought rationally to be less than .3, as well as a degree of credence of .05 in the proposition that her degree of credence in the proposition that it will rain tomorrow ought rationally to be more than .7.

Moreover, it is generally agreed that there are very few propositions in which it is rational to have a degree of credence of 1 or 0—it is often held that the only propositions in which it is rational to have a degree of credence of 1 are tautologies, and that the only propositions in which it is rational to have a degree of credence of 0 are contradictions.  But the propositions concerning epistemic rationality that give rise to the problems we have discussed (e.g., the proposition that one’s degree of belief in the proposition that it will rain ought rationally to be less than .3) is not a contradiction, and does not seem like the sort of proposition in which a degree of credence of 0 is appropriate.

Thus, it seems clear that uncertainty of the kind belonging to Natasha can be rationally permissible.  But if the argument I have given is correct, then this kind of uncertainty is always rationally impermissible.  My arguments imply that merely being uncertain about what one’s degree of credence in a proposition ought rationally to be, in such a way that one’s credence is divided in what appears to be a perfectly reasonable manner among what appear to be perfectly plausible views, can be rationally impermissible.  We may call this the paradox of uncertainty concerning epistemic rationality.

10.5.  The Paradox of Uncertainty Concerning Practical Rationality
In this section, I will first present a simple case that illustrates the manner in which mere uncertainty concerning practical rationality can give rise to conflicting rational requirements.  This initial argument will be intuitive and informal.  I will then give a general argument for the thesis that whenever an agent faces non-trivial uncertainty concerning the rationality of her options, she is subject to conflicting rational requirements, and is thus irrational.

Let us consider another archipelago example.  (This example is closely analogous to the three envelope problem that we have considered above.)  Assume that you are stranded on a raft in the South Seas.  You are from Toronto, and on board your raft is one person from New York and one person from LA.  The raft is falling apart, so you must land on one of the islands in the nearby archipelago.  The raft will not last long enough to make a trip to several of the islands.  The archipelago contains three islands:  on the first island, there are coconuts and Canadian-eating Cannibals.  On the second island, there are coconuts and American-eating Cannibals.  And on the third island, there are cannibals who only eat Americans from the Northeastern states, but there are no coconuts.   You know that a friendly ship will come by in a few hours to rescue whomever they find on any of the islands in the archipelago.  You are the only person who can steer the raft, and so it is up to you to decide what island to go to.

Your choice is complicated by the fact that your credence is divided evenly between two alternative theories of rationality.  The first is an egoistic theory of rationality, according to which you ought rationally to value, and hence to aim to promote, only your own welfare.  According to this theory, going to the island with the American-eating cannibals would be most rational option, since you know that in doing so you would save your own life and get coconuts; going to the island with the Yankee-eating cannibals would be slightly less rational, since you know that in doing so you would save your life but get no coconuts; and going to the island with the Canadian-eating cannibals would be far less rational that either of the alternative options, since you know that in doing so you would be eaten.

The second theory of rationality in which you have credence is an impartialist theory, according to which you ought rationally to value, and hence to aim to promote, everyone’s welfare weighted equally.  According to this second theory of rationality, going to the island with the Canadian-eating cannibals would be the most rational option, since one knows that doing so would result in two people’s lives being saved, both of whom would get coconuts; going to the island with the Yankee-eating cannibals would be slightly less rational, since one knows that doing so would result in two people’s lives being saved, but neither would get coconuts; and going to the island with the American-eating cannibals would be much less rational than either of the other two options, since one knows that doing so would result in only one person’s life being saved.

To simplify the argument, let ‘A’ represent the option of going to the island with the American-eating cannibals, let ‘C’ represent the option of going to the island with the Canadian-eating cannibals, and let ‘Y’ represent the option of going to the island with the Yankee-eating cannibals.

Now it seems that in this case, you are rationally required to choose option Y.  For the egoistic theory of rationality implies that you ought rationally to have a much higher expectation for the value of Y than for the value of C, and it also implies that you ought rationally to have an only slightly lower expectation for the value of Y than for the value A.  Therefore, it follows from the general epistemic principal principle that your conditional expectation for the value of (Y given that the egoistic theory of rationality is true) is required to be much greater than your conditional expectation for the value of (C given that the egoistic theory of rationality is true), and only slightly lower than your conditional expectation for the value of (A given that the egoistic theory of rationality is true).

Further, the impartialist theory of rationality implies that you ought rationally to have a much higher expectation for the value of Y than for the value of A, and it also implies that you ought rationally to have an only slightly lower expectation for the value of Y than for the value C.  Therefore, it follows from the general epistemic principal principle that your conditional expectation for the value of (Y given that the impartialist theory of rationality is true) is required to be much greater than your conditional expectation for the value of (A given that the impartialist theory of rationality is true), and only slightly lower than your conditional expectation for the value of (C given that the impartialist theory of rationality is true).

Therefore, since your credence is divided evenly between the egoistic and impartialist theories of rationality, it follows that if you comply with the general epistemic principal principle, the unconditional expected value of Y will exceed that of the other two options.  Thus, you will be rationally required to go to the island with the Yankee-eating cannibals.  And yet you are certain that doing so would be irrational, since you are certain that either the egoistic theory of rationality is true or the impartialist theory of rationality is true, and if either of these theories is true, then going to the island with the Yankee-eating cannibals would be irrational.  Therefore, going to the island with the Yankee-eating cannibals would violate the principle of non-akrasia.  Thus, you are under conflicting obligations.

We are now in a situation similar to the one we were in at the corresponding point of the previous section.  We have shown if one’s credence is divided between two and only two alternative theories of rationality, then one can be subject to conflicting rational requirements.  But this may not seem too surprising.  Surely the kind of uncertainty that gives rise to this problem is of a peculiar nature.  For surely it is strange to have some credence in the view that one is rationally required to give to value only one’s own welfare, and to have some credence in the view that one is rationally required to value everyone’s welfare equally, but to have no credence whatsoever in any theory according to which it is permissible to value everyone’s welfare, but to value one’s own welfare most.  And if one has credence in the view that this is permissible, then one will have credence in the view that option Y as permissible, and so one will not be rationally required to choose an option that one is certain is impermissible.  Therefore, unless the problem I have indicated is more general than I have as yet succeeded in showing, it will be of limited significance.

But the problem is more general.  In the remainder of this section, I will argue for the general thesis that non-trivial uncertainty concerning practical irrationality is always rationally impermissible.  But first I must define non-trivial uncertainty concerning practical rationality.

This notion is best understood by contrasting it with trivial cases of uncertainty concerning practical rationality.  Suppose I’m choosing among a set of option, and among these options there is one option, , such that I am certain that  is rationally permissible, but there is some other option, , such that I am uncertain whether  is rationally permissible.  In this case, I will be in no real quandary.  I can simply choose option  in the certainty that I am thereby acting in a manner that is rationally permissible.  Non-trivial cases of uncertainty concerning practical rationality can’t be like this.  So let us say that in any given choice situation, a necessary condition for non-trivial uncertainty concerning practical rationality is that there be no option such that one is certain that this option is rationally permissible.

But this is not a sufficient condition.  Suppose that Buridan’s ass is a rational animal, and that he is presented with two seemingly identical bales of hey, between which he must choose.  And suppose he believes that it is probably the case that either options is rationally permissible, but he is not certain of this.  He recalls that last time he was in a similar situation, he chose the bale on the right, and he has some credence in the hypothesis that this makes it slightly more rational for him to choose the bale on the right again this time, for the sake of consistency.  But he also has some credence in the hypothesis that since he knows he chose the bale on the right last time, this makes it slightly more rational for him to choose the one on the left this time, for the sake of variety.  He is certain, however, that if one of his options is more rational than the other, it is more rational only by a minuscule degree.  That is, he is certain that any subjective reason provided by his memory of having chosen the bale of hay on the right last time, either to choose the bale on the right again this time, or instead to choose the bale on the left this time, is an extremely weak reason.  And so he is certain that if he had reason to believe that the bale of hey on the left contained one more straw than the bale on the right, this fact would outweigh any reason he might have for favoring the bale on the right, and similarly, he is certain that if he had reason to believe that the bale on the right contained one more straw than the bale on the left, this fact would outweigh any reason he might have for preferring the bale on the left.  Thus, although there is no option of which he is certain that it is rationally permissible, there is an option of which he is certain that it is not non-trivially irrational, or irrational to a significant degree.  Indeed, it is true of each of his options that he is certain that it is not non-trivially irrational.  Let us therefore say that the uncertainty concerning practical rationality faced by Buridan’s ass in this example is of the trivial kind.

We may thus define non-trivial uncertainty concerning practical rationality as follows: a given agent, in a given choice situation, faces non-trivial uncertainty concerning practical rationality just in case there is no option such that she is certain that it is not non-trivially irrational, that is, of which she is not certain that it is not irrational to a significant degree.

Before arguing that non-trivial uncertainty concerning practical rationality is always rationally impermissible, I must define some terms and introduce some premises.  

An agent’s expectation for the value of some variable is a function of her degrees of belief in the possible values of that variable; specifically, it is the sum, for each possible value of the variable, of the product of the possible value in question and her degree of belief that this possible value is the actual value for this variable.  For example, if I have a degree of belief of .5 that some square has a side length of 1 (and hence an area of 1) and a degree of belief of .5 that the square has a side length of 2 (and hence an area of 4).  Then my expectation for the side length of the square will be .5*1 + .5*2 = 1.5, and my expectation for the area of the square will be .5 * 1 + .5 * 4 = 2.5.  Expectations are not, of course, beliefs.  In the case just described, I am certain that the side length of the square is not 1.5, and I am certain that the area is not 2.5.  And indeed, it is mathematically impossible that it could be true both that the side length is 1.5 and that the area 2.5.

Now although an agent’s expectation for the value of a variable is not a belief, it is a function of her beliefs, or rather of her degrees of belief.  And what an agent’s expectation for the value of a variable ought rationally to be, or what we may call her rational expectation for the value of this variable, is a function of what her degrees of belief ought to be.  But what an agent’s degrees of belief ought to be depends on her evidence.  It follows that while an agent’s expectations depend on her beliefs, her rational expectations depend on her evidence.

I am now ready to present the five premises required for the argument:

(M1)  
An agent is rationally required to choose an option with maximal expected value.

(M2)  
A rational option is an option whose rationally expected value is maximal

Note that (M1) and (M2) jointly imply that if an agent has irrational beliefs, she can be rationally required, by these beliefs, to choose irrational options.  Thus, if the glass to my left contains a liquid that smells like bleach, and the glass to my right contains a liquid that smells like water, then it would be irrational for me to drink from the glass on my left.  If, however, I irrationally believe that the glass on my left contains water, and that the glass on my right contains bleach, and I intend to drink water, I may be rationally required to drink from the glass on my left.

(M3)  
If an option is non-trivially irrational, then there is some other option that the agent ought to expect to be better by a non-trivial margin.  More precisely, if we let  represent the minimal non-trivial difference in value, then if an option, , belonging to an agent, s, is non-trivially irrational, then there must be some alternative option, , such that s’s expectation for the value of  ought rationally to exceed s’s expectation for the value of  by at least a margin of .

For the sake of my argument, I need not specify the value of .  It can be however small you like.  It might, for example, be one millionth of the value of a penny (that is, the value of a gamble in which one has a one in million chance of getting a penny).  If this is the value of , then (M3) will imply that, for any option , unless there is some other option that I ought to expect to be better than  by a margin at least as great as one millionth of the value of a penny, then it would not be non-trivially irrational for me to choose option .  If, for example, I ought to expect the best option to exceed the value of  by a margin that is only sufficient to break ties, than  will be only trivially irrational.

(M4)
The practical principle of rational robustness: an agent ought rationally to be such that she would remain rational regardless of what options she were presented with.

Full practical rationality does not depend solely one one’s actions, but also one one’s dispositions.  Suppose an agent’s actions never violate any requirements of rationality, but that this is true only in virtue of the limited set of options she encounters, so that if she had more options, she would act in such a way as to violate rational requirements.  Because of this disposition, we may say that the agent is already irrational: even if her actual actions happen to be rational, their rationality is fragile.  (We might also say that she is rationally lucky; her condition is analogous to that of the morally lucky agent who never does anything morally wrong because she never has the opportunity).  A fully rational agent cannot be like this: she must be disposed to act rationally regardless of what options she is presented with. 

(M5)
The general epistemic principal principle:

For any agent, s, whose credence function is Fs, s ought rationally to be such that: 

if she has a nonzero degree of credence in some hypothesis, h, such that h implies that she ought not to have credence function Fx, then it is not the case that, for every proposition, p, 
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This principle was defended in the section before last.

The next step in the argument for the irrationality of non-trivial uncertainty concerning rationality is to argue for the following proposition:

(M6)
For any agent, s, any pair of options,  and , and any hypothesis, h, in which s has a non-zero degree of credence, if h implies that s’s expectation for the value of  ought rationally to exceed her expectation for the value of  by at least a margin of , then s’s conditional expectation for the value of ( given h) is rationally required to exceed her conditional expectation for the value of ( given h) by at least a margin of .

In other words, roughly, if h implies that you should expect  to be better than  by a margin of , then you must expect that if h is true, then  is better than  by at least a margin of .  This follows from the general epistemic principal principle.  For if h implies that s’s expectation for the value of  ought rationally to exceed her expectation for the value of  by at least a margin of , then h implies that any credence function, FB, relative to which the expected value of  does not exceed that of  by at least  is impermissible.  And so the general epistemic principal principle implies that s is rationally required to have a credence function relative to which the expected value of  conditional on h exceeds the expected value of  conditional on h by at least a margin of .  

We will also need the following, very similar premise:

(M7)
For any agent, s, any pair of options,  and , and any hypothesis, h, in which s has a non-zero degree of credence, if h implies that s’s expectation for the value of  ought not rationally to exceed her expectation for the value of  by a margin of  or more, then s’s conditional expectation for the value of ( given h) is rationally required not to exceed her conditional expectation for the value of ( given h) by a margin of  or more.

The argument for (M7) is nearly identical with the argument for (M6), so I’ll omit it.

 Our aim is to show that non-trivial uncertainty concerning practical irrationality is always irrational, and so before proceeding with the argument, it will be useful to consider a case involving such uncertainty.  Suppose Emily faces non-trivially uncertain concerning practical rationality.  Let S be the set of options among which she is choosing.  It follows that for every option, , belonging to S, Emily has positive credence in some hypothesis according to which  is non-trivially irrational, and hence according to which her expectation for the value of  ought rationally to be less than her expectation for the value of some alternative option by at least a margin of .  For any option, , let p represent the Emily’s degree of credence in the proposition that  is non-trivially irrational.  And let pm represent the minimal probability of non-trivial irrationality for any of the available alternatives.  That is pm is the probability such that, for some alternative belonging to S, Emily’s degree of credence that this alternative is non-trivially irrational is pm, and there is no alternative belonging to S such that Emily’s degree of credence that this alternative is non-trivially irrational is less than pm.  Let us label the options in S i1 through in.
Now suppose a genie were to appear to Emily, and say the following:

I can see that you don’t know which option is S is most rational.  So I’m going to expand the set of options you can choose among.  If you like, you can go ahead and choose among the options in S without my help.  For each option in S, call the strategy of choosing this option without my help a simple strategy, and label the simple strategies j1 through jn in such a way that the kth simple strategy (jk) is the strategy of choosing the kth option in S (ji) without my help.  But in addition to these n simple strategies, I’m going to give you a further option, which we may call the learning option.  The learning option consists in paying me a fee to find out which option in S is most rational, and then choosing this options.  And the fee that I charge is minuscule.  Paying this fee has a disvalue of 
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In this situation, Emily is rationally required to adopt the learning strategy.  To see why, let L represent the learning strategy, and let jx represent some simple strategy, namely the strategy of choosing option ix without the help of the genie. Let h be the hypothesis that ix is non-trivially irrational, and let ph be Emily’s degree of credence in h.    
It follows from the definition of expectation that the expected value of L is equal to (the probability of h times the conditional expected value of L given h) plus (the probability of not-h times the conditional expected value of L given not-h).  Formally,

(M8)     
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Now suppose h is true, and hence that ix is non-trivially irrational.  And let iy be the option Emily would choose if she adopted the learning strategy and found out from the genie which options in S are most rational.  Assuming that h is true, Emily’s expectation for the value of iy ought rationally to exceed her expectation for the value of ix by at least a margin of .  Now the value of the learning strategy is equal the value of the option in S Emily would choose were she to take this strategy, minus the cost of consulting the genie and finding out which options in S are most rational.  And recall that this cost is 
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.  Hence h implies that Emily’s expectation for the value of the learning strategy ought to be at least her expectation for the value of ix plus  minus 
[image: image98.wmf]d

m

p

2

1

.  In other words, h implies that Emily’s expectation for the value of the learning strategy ought to exceed her expectation for the value of ix by at least 
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But there is no cost involved in not consulting the genie, and so the value of the simple strategy, jx, consisting in choosing option ix without the help of the genie, will be the same as the value of jx.  It follows that h implies that Emily’s expectation for the value of the learning strategy ought to exceed her expectation for the value of jx by at least 
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.   And so it follows from (M6) that Emily’s conditional expectation for the value of the learning strategy given h is rationally required to exceed her conditional expectation for the value of jx given h by at least 
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.  Thus, Emily is rationally required to have a credence distribution such that:
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Now suppose, on the other hand, that h is false, and that ix isn’t non-trivially irrational.  Still, by adopting the learning strategy, Emily will choose an option that she ought to expect to be no worse than ix.  And indeed, if ix is the option in S with the highest rational expected value, then if Emily adopts the learning strategy, she will end up choosing ix.  Of course, the learning strategy will involve the cost of paying the genie, but the disvalue of this payment is only 
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.  Thus, the negation of h entails that Emily’s expectation for the value ix ought not to exceed her expectation for the value of the learning strategy by more than a margin of 
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.  And since the value of jx is the same as the value of ix, Emily’s expectation for the value jx ought not to exceed her expectation for the value of the learning strategy by more than a margin of 
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And so it follows from (M7) that Emily’s conditional expectation for the value of jx given the negation of h ought not to exceed her conditional expectation for the value of the learning strategy given the negation of h by a margin of more than 
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.  Therefore, Emily is rationally required to have a credence distribution such that 
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Now (M8), (M9) and (M10) jointly entail:
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Expanding (M11) and then simplifying, we get,
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But if follows from the definition of expected value that

(M13)     
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And (M12) and (M13) together imply

(M14)
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But recall that pm is the minimal probability that any option is non-trivial irrationality.  Therefore, since ph is the probability of h, and hence the probability that ix is non-trivially irrational, it follows that

(M15)
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And (M14) and (M15) together imply

(M14)
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A fortiori, since 
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 is positive,
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Thus, Emily is rationally required to have an acceptance distribution such that the expected value of the learning strategy, L, exceeds the expected value of the simple strategy, jx.  But, as (M1) states, Emily is rationally required to adopt a strategy with maximal expected value.  It follows that Emily is rationally requires not to adopt the simple strategy jx.

The argument just given applies to every simple strategy.  Thus, Emily is rationally required not to adopt any simple strategy.  And since the only available alternative is the learning strategy, Emily is rationally required to adopt the learning strategy.

However, the learning strategy is irrational.  For if Emily were to adopt the learning strategy, she would find out which options belonging to S have the equal-highest rational expected values, and then adopt one of these options.  Recall that iy is the option Emily would choose if she were to adopted the learning strategy.  For any option, , let
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 represent what Emily’s expectation for the value of  ought rationally to be, or what it would be if her degrees of credence were rational.  Now since the learning strategy would involve choosing option iy after incurring a cost of 
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And recall that for every option belonging to S, there is a corresponding simple strategy consisting in choosing this very option without the help of the genie.  Thus, the simple strategy jy consists simply in choosing option iy without the help of the genie.  Therefore rational expected value of jy is the same as the rational expected value of iy.  That is,
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And (M16) and (M17) together imply
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Thus, the rational expected value of the learning strategy is less than the rational expected value of the simple strategy, jy.  And it follows from (M2) that if the rational expected value of the learning strategy is lower that the rational expected value of some alternative strategy, then the learning strategy is irrational.  Therefore, the learning strategy is irrational.

We have seen, however, that Emily is rationally required by her credences to adopt the learning strategy.  Thus, Emily is rationally required to act irrationally.  Thus, no matter what Emily does, she will be irrational: either she will act irrationally, or her actions will fail to cohere with her credences in the manner that rationality requires.

Thus, prior to the arrival of the genie, Emily was such that, were her options expanded the manner described she would be under conflicting rational requirements, and would thus be in a condition that is rationally impermissible.  And so it follows from the practical principle of rational robustness that, even before the arrival of the genie, Emily’s condition was rationally impermissible. 
The argument just given applies to any agent who is faced with a set S of options and is non-trivially uncertain concerning their rationality: any such agent is such that, if her options were expanded, so that she is able either to adopt the simple strategy of choosing any one of the options in S without the help of a genie, or to adopt the learning strategy of paying a nominal fee and finding out which options in S are most rational, and then choosing one of those options, then she would be under conflicting rational requirements and would thus be irrational.  And so it follows from the practical principle of rational robustness that any agent who faces non-trivial uncertainty concerning the rationality of her options is irrational.

But this conclusion is extremely counterintuitive.  For it seems clear that it is rationally permissible to face non-trivial uncertainty concerning practical rationality.  Surely it is rationally permissible to have some positive degree of credence, however small, in evidential decision theory, and some degree of credence, however small, in causal decision theory.  But anyone who has such credences will face non-trivial uncertainty concerning the practical rationality of her options whenever she encounters a Newcomb-type problem.  Similarly, surely it is rationally permissible to have some positive degree of credence, however small, in a theory of rationality according to which one ought rationally to choose an option with an equal-best prospect for promoting one’s own welfare, and some positive degree of credence in a theory of rationality according to which one ought rationally to choose an option with an equal-best prospect for promoting total welfare .  And if one has such credences, then one will be non-trivially uncertain concerning the practical rationality in any choice situation in which there is no available alternative with an equal best prospect both for promoting one’s own welfare and for promoting total welfare.

Further, anyone who faces uncertainty concerning what her credences ought rationally to be will be susceptible to uncertainty concerning practical irrationality.  Remember Natasha, from the previous section, who has some credence in the proposition that she ought rationally to have a high degree of credence in the proposition that it will rain, and who also has some credence in the proposition that she ought rationally to have a low degree of credence in the proposition that it will rain.  Now suppose Linda has planned to stage a performance of The Tempest in Central Park.  Linda realizes that (in spite of the irony it would involve) performing The Tempest in the rain would be a bad idea.  But she also realizes that, other things being equal, if the weather is good, it would be much better to go on with the show than to cancel it.  In this case, if Linda rationally ought to have a low degree of credence in the proposition that it will rain, then it would be non-trivially irrational for her to cancel the show, but if she ought rationally to have a high degree of credence in the proposition that it will rain, then it would be non-trivially irrational for her not to cancel the show.  Therefore, if it is rationally permissible for Linda to be uncertain, in the way she is, concerning what her degree of credence should be in the proposition that it will rain, then it is equally rationally permissible for Linda to be non-trivially uncertain concerning the practical rationality of her options.

Thus, it seems clear that non-trivial uncertainty concerning practical rationality is rationally permissible.  And yet, if the arguments I have given are sound, such uncertainty is rationally impermissible.  We may call this the paradox of uncertainty concerning practical rationality.

I will conclude this section by addressing a worry that some readers may have:

In the arguments of this section, you have assumed a maximizing conception of practical rationality, in the form of premises (M1).  But surely such an assumption is question-begging when what is at issue is precisely the question of what it is rational for agents to do when they are uncertain concerning what conception of practical rationality is correct.  For such agents may well be uncertain whether any maximizing conception of rationality is correct.  
In reply to this worry, I can only reiterate something I said at the very beginning of part IV.  If maximizing principles of rationality are valid at all, then presumably the fact that one ought rationally to comply with them will not depend on whether one believes them to be valid, much less on whether one believes with certainty that they are valid.  Thus, if such principles are at all, then even agents who are uncertain whether they are valid ought rationally to comply with them.  If the principles that I am assuming are denied by a given agent, then she will not be persuaded by my arguments, but the conclusions of my arguments will apply to her nonetheless, if they apply to anyone.

10.6.  Rational Acceptance Revisited

In this dissertation, we have considered three varieties of uncertainty: descriptive uncertainty, evaluative uncertainty, and uncertainty concerning rationality.  In cases involving descriptive or evaluative uncertainty, I have argued we can be required to accept theories or hypothesis that we do not believe.  This requirement results from our cognitive limitations, and specifically from our inability, in the course of practical reasoning, to take account of every alternative hypothesis that we regard as minimally plausible.  Thus, for reasoners like us who have limited cognitive resources, a discrepancy between degrees of belief and degrees of credence can be necessary in order to deliberate efficiently and effectively.  I will now argue that uncertainty concerning rationality can likewise require an agent to accept what she does not believe, but for a very different reason, one that has nothing to do with limited cognitive resources.  Where one’s uncertainty concerns rationality, a discrepancy between degrees of acceptance and degrees of belief may be necessary may be necessary in order to deliberate coherently.  
If I am in a burning building from which I intend to escape, and I believe that the only way I can escape is by taking the stairs rather than the elevator, and I also believe that the only way I can escape is by taking the elevator rather than the stairs, then I am in a quandary.  For I am rationally required by one belief to take the stairs rather than the elevator, and by another belief to take the elevator rather than the stairs.  And so each available option is rationally prohibited by one of my beliefs.  My beliefs are therefore paralyzing, in the sense that I cannot rationally act on their conjunction.  In this case, it is clear what I ought to do: I ought rationally to revise my beliefs.  

If the arguments presented are sound, similar quandaries can result from mere uncertainty concerning practical rationality.  Recall the case in which you must choose between going to the island with the American-eating cannibals, the island with the Canadian-eating cannibals, and the island with the Yankee-eating cannibals, and your credence is divided evenly between an egoistic and an impartialist theory of rationality.  In this case, if you are not epistemically akratic, then the option with the highest expected value will be that of going to the island with the Yankee-eating cannibals, and so you will be rationally required, by your degrees of belief, to choose this option.  And yet, given your degrees of belief, you are certain that this option is irrational, and so you are rationally requires, by your degrees of belief, not to choose this option.  Thus, every available option is rationally prohibited by your degrees of belief.  And so your degrees of belief are paralyzing, in the sense that they do not provide a basis for rational action.  
What are you to do in this situation?  It may seem that in this case, like the case involving the burning building, you ought rationally to revise your degrees of credence.  But there is an important difference between the burning building case and the archipelago case.  In the fire case, the beliefs that give rise to the conflicting requirements are themselves inconsistent.  And so I am required by purely epistemic principles, and in particular, by logical principles, to revise these beliefs.  But in the archipelago case, the degrees of credence that gives rise to the conflicting requirements are themselves perfectly consistent.  They do not conflict with any rules of logic, nor is it clear that they conflict with any purely epistemic principles whatever.  You cannot have these degrees of credence and be fully rational, but this is not because the degrees of credence themselves violate any epistemic norms, but rather because they are such that none of your practical options coheres with them, and hence because, in virtue of having these degrees of credence, you are unable to satisfy constraints of coherence between your actions and your degrees of credence.

But if your degrees of credence do not violate any epistemic norms, then it would seem that you have no epistemic reason to revise them.  And if one has no epistemic reason to revise one’s degrees of credence, then it is not clear that revising them would be rational.  It is even less clear that one will be psychologically capable of revising one’s degrees of credence when one’s only reasons for doing so are non-epistemic.

What, then, is one to do, if one’s degrees of credence cannot provide a basis for rational action, and yet one is unable to rationally revise these degrees of credence.  The only solution is to adopt some basis for action other than one’s degrees of credence.  This will be possible so long as one can accept a theory of rationality without believing that it is true, or more generally, so long as one’s degrees of acceptance in theories of rationality can differ from one’s degrees of credence in these theories.  For where there is a discrepancy between what one accepts and what one believes, one’s actions are not directly guided by one’s beliefs, and so one can avoid the practical paralysis that would result if one attempted to guide one’s actions directly on the basis of one’s beliefs.

Thus, uncertainty concerning rationality, like descriptive and evaluative uncertainty, can require one to accept what one does not believe.  I have already pointed out one respect in which the requirement to accept what one does not believe that results from uncertainty concerning rationality is greater in scope than the corresponding requirement that results from descriptive or evaluative uncertainty: the latter requirements only apply to agents with limited cognitive resources, while the former requirement can apply to any agent.  But there is another, related difference in scope between the two requirements.  The requirement to accept what one does not believe that results from descriptive is context-dependent.  In most practical contexts, there will be pressure to make a decision in short order, and so in these contexts, it may be necessary to accept a theory, or to include a subset of theories in deliberation, even though one is not certain that the theory one accepts, or that any of the theories one includes, is true.  But there may be other contexts in which one has the luxury to deliberate for much longer, and in which one can therefore take into account all the theories in which one has credence—these may include, for example, contexts in which one is deciding what theories to accept in making future decisions.  And in these contexts, it may be rational guide one’s actions directly on the basis of one’s degrees of belief.  
But where one’s uncertainty concerns rationality, and where the theories of rationality in which one has credence are sufficiently at odds with one another, there may be no context in which one can coherently reason on the basis of one’s degrees of belief in these theories, for it may be that if one were to do, one would always find oneself rationally prohibited from choosing any option.  Thus, uncertainty concerning rationality can give rise to a universal, or context independent, requirement to accept what one does not believe in course of practical reasoning.  Hence, when our credence is divided among divergent theories of practical rationality, the fate of many of these theories may be to usher themselves entirely from the practical scene.
Appendices

A.  Defining the Set of Options

So far I have simply assumed that a set of options to be decided among is given.  We must now consider the question of how this set should be defined.  Should it be taken to include anything that one could conceivably do, or just those actions that one considers worthy of genuine consideration? At any moment, the number of alternative actions one could perform is vast.  Some of these would generally be pointless, e.g., twiddling one’s thumbs, wiggling one’s toes, or vocalizing random syllables.  And others would be clearly harmful, e.g., gouging out one’s eyes, grinding one’s face into glass, or strangling one’s daughter.  Should all of these possibilities be included in the set of options?

For most practical purposes, it may make little difference what one regards as an option.  Even if one regards grinding one’s face into glass as an option, one will immediately rule it out, and hence regarding it as an option will have no impact on one’s actions except perhaps to slow down the decision making process.  However, what one regards as the set of practical options can make a big difference when what one is deciding is not which of these actions to perform, but rather what theory or theories to accept in deciding among these options.  For several of the principles of theory selection we have discussed, namely the principles of dispersion, selectiveness and typicality, refer to the set of options under consideration.  Thus, how this set is defined will affect the implications of these principles, as it will effect our evaluations of the degrees of dispersion, selectiveness and typicality of the contending theories.  Thus, if we decide what theory to accept using any of these principles, what we regard as the set of practical options may affect what theory we accept, and hence it may indirectly affect what practical option we choose.

As an illustration, let us consider another island example.  Suppose the Mysterious Archipelago contains four islands, and in deciding which to go to, you may consult either the Cannibal Account or the Scorpion Account, both of which you regard as equally probable.  You have partial knowledge of what each account says about each location, summarized in the following table:

	Island
	Cannibal Account
	Scorpion Account

	North 
	Coconuts (1)

or Nothing (0)
	Treasure (100)

Or Nothing (0 )

	South
	Coconuts (1)

or Nothing (0)
	Treasure (100)

Or Nothing (0)

	East
	Jovial Cannibals (-1000)

or Unfriendly Cannibals (-1001) 
	Blackflies (-1)

or Scorpions (-101)

	West
	Jovial Cannibals (-1000)

or Unfriendly Cannibals (-1001)
	Blackflies (-1)

or Scorpions (-101)


(The numbers in brackets represents the value of going to an island of the type specified.  Thus, the value of going to an island containing treasure is 100).  

Suppose that once you consult either account, you will acquire full knowledge of what it says concerning the four islands.  Assuming you can only consult one account, and assuming you are to choose an island to be taken to on the basis of the account you consult, which account should this be?

Let us begin with the assumption that going to each of the four islands should be regarded as an option.  In this case, it would seem that you should accept whatever account has the higher disparity.  For we are assuming that both accounts are equally probable, and the case has been constructed so that both accounts have the same degree of selectiveness.  And since you have credence in only two theories, the typicality of the Cannibal Account will be proportional to the degree to which it resembles the Scorpion Account, and vice versa, and so clearly the two accounts will be equally typical.  Therefore, since the two accounts have the same degrees of probability, selectiveness and typicality, it seems to follow from the dispersion principle that you should accept the account with the greater disparity, namely the Cannibal Account.

But this would be a mistake.  For you know that both accounts regard the eastern and western islands as worse than the northern and southern islands.  Thus, you know that whatever account you consult in choosing an island, you’ll end up going to either the northern or the southern island.  Thus, the only role to be played by the account you accept will be to determine which of these two islands you go to.  Now if the Scorpion Account is true, then it would be much better to accept this account, for if you do so you are sure to find the treasure, whereas if you accept the Cannibal Account you may find the treasure or you may end up with nothing.  If, on the other hand, the Scorpion Account is true, then it would be only slightly better to accept it, since by doing so you will end up with coconuts, whereas if you accept the Cannibal Account, you may end up with Coconuts, or you may end up empty handed.  Thus, the expected value of accepting the Scorpion account will far exceed that of accepting the Cannibal Account.

It seems, therefore, that the principles I have proposed get things wrong in this case, since they seem to recommend accepting the Cannibal Account, when it would clearly be more rational to accept the Scorpion Account.

The problem is that in regarding each of the four islands as genuine options, we are misapplying the principles.  For since you know you will not go to either the eastern or the western island regardless of which account you accept, the specific values that these accounts assign to these islands is irrelevant to the question of what theory you should accept.  In other words, since you know that, regardless of which theory you accept, you will end up on either the northern or the southern island, all you need to consider are the values the two accounts assign to these islands.  And in relation to these two islands, the Scorpion Account has a much higher disparity than the Cannibal Account.  Further, the two accounts have the same degrees of probability and typicality, and in relation to these two islands they have the same degree of selectiveness.  Therefore, when only the northern and southern islands are regarded as genuine options, the principles I have proposed correctly imply that you should accept the Scorpion Account.

In order to discuss this problem in more general terms, I must introduce a principle, namely the self-preference principle.  All else being equal, if a theory in which we have credence implies that one is likely to do better by accepting it than by accepting another theory, then it is more likely that one will in fact do better by accepting it than by accepting another theory, for this will be the case on the condition that the theory in question is true.  For our expectation for the comparative value of accepting a given theory, or for how well we would do if we accepted this theory compared to how well we would do by rejecting it and accepting another theory, will likewise be based on what all the theories in which we have credence imply about the comparative value of accepting this theory.  Therefore, if one of the theories in which we have credence, t, implies that t itself has a high expected comparative value, then this will increase our expectation of the comparative value of T.  Therefore, since we have reason to accept a theory with a high expected comparative value, if follows that all else being equal, we have reason to accept  theories that imply that they have a high expected comparative value.  Thus, other things being, we have reason to prefer theories that imply that we are likely to do better by accepting them than we would by rejecting them and accepting some other theory in which we have credence.  In other words, we have reason to prefer self-preferring theories.  We may call this the categorical self-preference principle.

The same considerations that justify the categorical self-preference principle also justify the more general comparative self-preference principle.  To define the latter principle, we must begin by defining a self-preference margin.  For any theory, t, its self-preference margin is the difference between the expected value t assigns to the option of accepting t and the expected value t assigns to the option of rejecting t and selecting among the remaining theories.  The comparative self-preference principle states that, all else being equal, one should select a theory with a greater self-preference margin in preference to a theory with a lesser self-preference.  If a theory’s self-preference margin is positive, then it is self-preferring; if this margin is negative, then we may say that the theory is self-effacing; and if this margin is zero, we may way that the theory is self-indifferent.  The comparative self-preference principle implies that we have reason to prefer self-preferring theories to self-indifferent theories, and that we should prefer self-indifferent theories to self-effacing theories.  It also implies that we have reason to prefer more self-preferring theories to less self-preferring theories, and that we should prefer less self-effacing theories to more self-effacing theories.

The dispersion principle follows from the comparative self-preference principle.  For in general, the greater a theory’s dispersion, the more self-preferring it will be.  For if a theory, t, has a high dispersion, then it implies that some of one’s options are much better than others.  Hence t implies that if one accepts some theory other than t, one may end up choosing an option that is significantly worse than the best options, i.e., the options that t itself recommends.  Thus, a theory of high dispersion will generally imply that one is likely to do considerably better by accepting it than by accepting some other theory.

It follows that in applying the dispersion principle, we should not include in the set of options under consideration those options that we know we will not choose, regardless of what theory we accept.  And the reason is this.  What justifies accepting theories of high dispersion is that such theories are such that if they are true, we are likely to do much better by accepting them than by accepting some alternative theory—that is, such theories are highly self-preferring.  Since a theory of high dispersion theory, t, implies that some of our options are much better than others, it will imply that if we accept some theory other than t, we may do much worse than if we accept T.  But this assumes that, if we accept some theory other than t, we may choose one of the options that t regards as much worse than the best option.  Therefore, the fact that t regards an option as much worse than the best option will only be relevant to the degree to which t is self-preferring if the option in question is one that we might choose, were we to accept some other theory.  Therefore, in evaluating a theory’s degree of dispersion, we should not consider options that we know we will not choose, regardless of what theory we accept.  (For brevity, we may call such options irrelevant alternatives.)

The selectiveness principle, like the dispersion principle, can be derived from the comparative self-preference principle.  For the more selective a theory is, the more self-preferring it is likely to be.  Suppose a theory, t, is highly unselective.  In other words, suppose t assigns to a high proportion of options values that are near the top of its value range.  It follows that if t is true, and yet we reject it and select an option on the basis of some other theory, the option we choose is likely to be assigned a near-maximal value by t, and hence to be nearly as good as the best available option.  But if the option we would choose if we rejected t is likely to be nearly as good as the best option, then it is unlikely that if we rejected t we would do significantly worse than if we accepted T.  Thus, t is likely to have a low self-preference margin.  Suppose, on the other hand, that t is highly selective.  In this case, t will assign to most options values that are relatively far from the top of its value range.  Therefore, t will imply that if one rejects t and accepts some other theory, one is likely to choose an option that is relatively poor.  Thus, t is likely to have a high self-preference margin.

And since the selectiveness principle, like the dispersion principle, follows from the self-preference principle, it follows, on similar grounds, that in evaluating a theory’s degree of selectiveness, one should not include irrelevant alternatives among the set of options under consideration.

And what goes for dispersion and selectiveness goes for typicality as well.  In measuring the typicality of a theory, we should not take into account the values they assign to options that we are certain not to choose regardless of which of our contending theories we accept.  Suppose, for example, that I have credence in a number of theories that assign very different values to different forms of self-immolation.  Some say that self-immolation is worst when performed with a jagged object, other that self-immolation is worst when performed with a rusty object, etc.  And suppose some of these theories involve evaluations of the various methods of self-immolation that are fairly typical of the theories in which I have credence, while other theories assign more unusual values to the different methods of self-immolation.  Now if self-immolation were something I might actually do, then in evaluating theories I would have reason to prefer theories whose evaluations of the methods of self-immolation were highly typical.  That way, if I chose self-immolation, then I would be likely to choose a form of self-immolation that is highly regarded by most of the theories in which I have credence, and so I would be likely to choose a fairly good form of self-immolation even if the theory I accepted was false.  However, if I am certain not to choose self-immolation regardless of what theory I accept, then whether a theory’s evaluations of self-immolation are typical or atypical will not affect how well I am likely to do if I accept this theory.  Thus, the only kind of typicality that is relevant to theory selection is typicality in relation to potentially choiceworthy options.

Thus, in applying each of the principles of theory selection, irrelevant alternatives should be excluded from the set of options under consideration.

This result has important implications.  For it implies that a theory’s degrees of dispersion and selectiveness, no less than its degree of typicality, will depend on the other theories in which one has credence.  For an irrelevant alternative is defined as an option that we know in advance is not recommended by any of the theories in which one has credence.  Therefore, what options count as relevant alternatives will depend on what theories we regard as plausible.  Thus, if our evaluation of a theory’s dispersion and selectiveness depends on what we regard as relevant alternatives, and if the latter depends on what theories we regards as plausible, then our evaluations of the degrees of dispersion and selectiveness of any given theory will depend on the entire set of theories that we regard as plausible.  For example, in the Cannibal/Scorpion case discussed above, we should regard the Cannibal Account as having a low dispersion.  But if we though the contending theory might recommend going to the eastern or the western island, then the set of relevant alternatives would expand, and so we should regard the Cannibal Account as having a high dispersion.

More complicated problems arise in cases in which, prior to deciding what theory to accept, we already know of certain options that they would not be recommended by a certain subset of the contending theories, but we don’t know that they would not be recommended by the remaining theories.  And still further complications arise in cases in which, prior to deciding what theory to accept, we think it would be very improbable, but not impossible, that certain theory might recommend a certain option.  But we may safely set these problems aside, as their solution is not essential for our purposes.

B.  Selecting a Subset of Theories to Accept

So far we have been assuming that we are to accept a single theory, from among the contending theories under consideration.  Thus, for example, I have been assuming that if our credence is divided among ten evaluative theories, and we must decide which way to send the trolley, we are to guide our decision on the basis of one among these ten theories; or that if our credence is divided among ten theories of gravitation, and we must choose a trajectory for a lunar rocket, we are to guide this choice on the basis of one among these gravitational theories.  But we need not do so.  Even if it would not be feasible to take into account all the contending theories in which we have credence, it doesn’t follow that we must exclude from consideration all but one of them.  We might instead reject a subset of these theories, and have partial acceptance in the remaining subset.  We might, for instance, take into account two or three alternative evaluative theories, or two or three alternative theories of gravity.  More generally, whenever one’s credence is divided among n alternative theories, one might take into account any number of these theories in deciding how to act, and whenever we aim to take into fewer than n of these theories, we are faced with a problem of subset selection, or in other words, of determining which subset of theories to take into account.  This problem can be thought of, equivalently, as the problem of determining what subset of alternative theories to reject or exclude from consideration.

Now to exclude a theory is to deliberate on the supposition that it is false, or in other words it is to aim to choose the option with the highest expected value conditional on its  being false.  And to exclude a set of theories is to deliberate on the supposition that they are all false, or in other words to aim to choose the option with the highest expected value on the condition that they are all false.  But the conditional probability of any given theory, T1, conditional on the falsity of a set s of alternative theories, is the initial probability of T1 divided by (1 minus the sum of the probabilities of all the theories in S).  Thus, whenever we exclude a subset of theories from consideration, we must renormalize the probabilities of the remaining theories, treating them as though their probability were greater than their subjective probability by a factor of (1 minus the sum of the probabilities of all the excluded theories).  When we renormalize in this manner, the remaining theories that are included in deliberation will be treated as though their probabilities summed to one.  In other words, we will treat them as though we are certain that one or other of them is true.  

We have discussed the issue of what theory to accept, if one is to accept a single theory, we must still consider the more general problem of what subset of m theories to include in deliberation, for any m representing the number of alternative theories permitted by our cognitive limitations.  Are the factors that make a theory worthy of inclusion or partial acceptance the same as the factors that make a theory worthy of full acceptance, or are they different?  In what follows I will argue that they are similar, but not identical. 

First I will argue that if one’s credence is divided among n theories, and if one is to partially accept m of these theories, where m < n, there is pro tanto reason to partially accept more probable theories in preference of less probable theories, and there is likewise pro tanto reason to reason to partially accept theories of greater dispersion in preference to theories of lesser dispersion.  More specifically, there is reason to partially accept theories such that the product of their probability and typicality is greater.  This can be shown by the following argument. 

Let i and j represent any two options under consideration, and let  represent the degree to which the expected value of i exceeds that of j.  That is,

 = EV(i) – EV(j)

Thus, it will be more rational to choose i than j whenever  is positive, and it will be more rational to choose j whenever  is negative.  Now the expected value of any one option, k, is simply the weighted average of its expected values conditional on each of the alternative hypotheses or states of nature, weighted by the probability of the latter.  Formally, where px is the subjective probability of hypothesis Hx, and where hx(k) is the expected value of option i conditional on hypothesis Hx, the expected value of option k will be as follows:

EV(k) =  p1h1(k) + p2h2(k) + . . . + pnhn(k)  = 
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 = EV(i) – EV(j) = 
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Thus, the contribution made by a given hypothesis, Hx, to the relative values of any two options, i and j, is 
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. In other words, it is the product of the probability of the hypothesis and the difference between the expected values of the options, conditional on the hypothesis being true.  

But in general, the greater the dispersion of an hypothesis, the greater should be our expectation for the difference between the values of two options, conditional on this hypothesis being true.  Indeed, given certain simplifying assumptions, where x represents the dispersion of an hypothesis, measured as the standard deviation among the values of one’s options conditional on Hx being true, the expectation of the magnitude of the difference between the values of i and j, conditional on Hx, is given by the following formula:
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Therefore, the expectation of the magnitude of the contribution made by Hx to the relative values of i and j is 
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, the standard deviation of the options under consideration conditional on Hx, is a measure of Hx’s dispersion, it follows that the probability and dispersion of an hypothesis combine multiplicatively in determining the contribution it makes to the relative expected values of one’s options.  Thus, as either the probability or the dispersion of an hypothesis approaches zero, the hypothesis approaches practical irrelevance.

But if an hypothesis makes little difference to the unconditional expected values f one’s options, then taking into account in deciding how to act is unlikely to make much difference to option one chooses.  More precisely, the unconditional expected value of the option one would choose if one were to include it in deliberation is not likely to differ much from the unconditional expected value of the option one would choose if one were to reject it, or exclude it from consideration.  Thus, that make little contribution to the unconditional expected values of one’s options are good candidates for exclusion, and all else being equal, if one is to reject a subset of the theories in which one has credence, one should reject the ones that contribute least to the unconditional expected values of one’s options.  But we have seen that the expected degree to which a theory contributes to the unconditional expected values of one’s options varies with the product of its probability and dispersion.  Thus, there is reason to reject theories such that this product is low.  And when all else is equal, and in particular when one does not regard some of the theories in which one has credence as more typical than, or more selective than, any others, a rational strategy is to rank the alternative theories in terms of the products of their probabilities and typicalities, and then reject then theories for which this product is lowest, partially accepting the remainder.

C.  Formal Derivation of the Principles of Theory Acceptance

In what follows, I will derive a formula for estimating the expected value of accepting a given theory in the course of making a given decision.  Everything that follows applies equally to descriptive and to evaluative theories.  In deriving this formula, I will be making five simplifying assumptions: 

1. Assume that each of the theories in which one has credence assigns a definite value to each of one’s options.

2. Assume that all the theories in which we have credence are acceptance-independent.

3. Assume that the multivariate distribution of the values assigned to one’s options by the various theories is normal.

4. Assume that the value of accepting a theory in the course of making a given decision is simply the expected value of the option one would choose on the basis of this theory.  That is, assume there are no further costs or benefits associated with the acceptance of a given theory beyond those that derive from the option one would choose on its basis.  

5. Assume that if one were to accept a given theory in the course of making a given decision, one would choose one of the options ranked highest by this theory.

6. Assume that in deciding what theory to accept, we are confined to employing certain elementary features of these theories, namely their subjective probabilities, the basic statistics describing the way each theory assigns expected values to options (mean, maximum, minimum, and standard deviation), and the correlations among the values assigned to one’s options by these different theories.

We may define our terms as follows.  In each of the following definitions, it is assumed that TA and TB are variables ranging over all the theories in which one has credence, and that i is a variable ranging over all of one’s available options.

D1. Let i range over options.

D2. Let t range over theories.

D3. Let n represent the number of options being decided among.

D4. For any variables, j and any proposition, q, let 
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D5. For any option, i, and any theory, TA, let 
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D6. For any two theories, TA and TB, let 
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represent the expected value of accepting TA, and let 
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 represent the expected value of accepting TA on the condition that is true TB.
D7. For any theory TA, let tA represent the value function corresponding to the theory TA.  Thus, tA(i) is the value assigned to option i by theory TA.

D8. For any theory TA, let pA represent the subjective probability of TA.

D9. For any theory TA, let 
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 represent the average value TA assigns to one’s options.  Thus,   
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D10. For any function 
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D11. For any theory TA, let 
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 represent the option one would choose if one were to accept TA (we need not know the identity of this option; all we need is to be able to refer to it under this description).

D12. For any theory TA, let 
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 represent the standard deviation among the values TA assigns to one’s options.  It may be defined as follows:
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D14. For any two theories TA, and TB, Let 
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 represent the correlation between the values assigned to one’s options by TA and TB.  It may be defined as follows:
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D15. For any theory, TA, let 
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 represent the correlation between the values assigned to one’s options by TA and TB.  It may be defined as follows:
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Theorem 1:  General Formula for the Value of Accepting a Theory
Prove:  For any theory, TA,
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Proof:  
For any theories, TA and TB, 
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For any two theories, TA and TB,
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Theorem 2:  Formula for the Value of Accepting a theory Assuming Independence

Prove:  
If for any two theories in which one has credence, TA and TB, 
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Proof:  

Assume
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Theorem 3:  General Acceptance Inequality 

Prove:  For any two theories, TA and TB,
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Proof:  For any two theories, TA and TB,
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By analogous reasoning, it can be shown that
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Theorem 4:  Acceptance Inequality Assuming Independence

Prove:
If for any two theories in which one has credence, TA and TB, 
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Proof:
Assume:
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It follows that that for any theory in which we have credence, TA,
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It follows that that for any two theories in which we have credence, TA and TB,
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Theorem 5:  The Probability Principle
Prove:  
For any two theories, TA and TB, such that 
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Proof:  
Assume that TA and TB are two theories such that: 
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It follows that:
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Theorem 6:  The Dispersion Principle
Prove:  
For any two theories, TA and TB, such that 
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Proof:  
Assume that TA and TB are two theories such that: 
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Theorem 7:  The Selectiveness Principle
Prove:  
For any two theories, TA and TB, such that 
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Proof:  
Assume that TA and TB are two theories such that: 
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It follows that:
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Theorem 8:  The Correlation Principle
Prove:  
For any two theories, TA and TB, such that 
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Proof:  
Assume that TA and TB are two theories such that: 
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It follows that:
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E.  Degrees of Rationality
For any action or attitude A belonging to an agent, s, the degree of rationality of A is proportional to its expected objective value, or more precisely, it is proportional to what s’s expectation ought to be for the objective value of A, given s’s evidence.

For example, on the current account, the degree to which it would be rational for me to gargle a given liquid is proportional to the what my expectation ought to be for the objective value of gargling this liquid, given my evidence.  And given my evidence, I ought to have slightly a higher expectation for the value of gargling a saline solution than for the value of gargling mouthwash, since I ought to expect the former option to be slightly more likely to cure my soar throat.  Therefore, on the current account, it would be slightly more rational for me to gargle the saline solution than for me to gargle that mouthwash.  But I ought to expect gargling the bleach to be much worse than either of the other options.  And so, on the current account, doing so would be much less rational.

Similarly, on the current account, the degree to which it would be rational to have a given degree of credence in a proposition will be proportional to what one’s expectation should be for the objective value of this degree of credence.  And the objective value of a degree of credence is a function of the proximity of this degree of credence to the objective probability of the proposition in question.
  For example, if a proposition is true, and hence has an objective probability of 1, then the closer one’s degree of credence in the proposition is to 1, the more objectively fitting is one’s degree of credence, and so the greater is its objective value.  And is a proposition is false, and so has an objective probability of 0, then the closer one’s degree of credence in this proposition is to 0, the greater will be the objective value of this degree of credence.  And if a proposition has an intermediate objective probability—if, for example, the objective probability of the proposition that the radium atom will decay is .7—then the closer one’s degree of credence is to this intermediate objective probability, the more fitting will be one’s degree of credence, and so the greater will be its objective value.  And so since, on the present account, that the degree of rationality of a degree of credence is proportional to the degree to what the agent’s expectation should be for the objective value of this degree of credence, it follows that on the present account, the degree of rationality of a degree of credence will be proportional to what the agent’s expectation should be for the degree to which this degree of credence approximates the objective probability of the proposition in question.

Suppose, for example, that Copernicus ought to have a very high degree of credence in the proposition that the objective probability of the heliocentric theory is 1.  In this case, he should expect that, by having a degree of credence in the heliocentric theory of 1 or close to 1, it is very likely that his degree of credence will have a high objective value.  Thus, Copernicus ought to have a high expectation for the objective value of any degree of credence close to 1 in the heliocentric theory.  And so it follows, on the present account, that any degree of credence close to 1 that Copernicus might have in the heliocentric theory will have a fairly high degree of rationality.  Ands suppose, further, that Copernicus ought to have a very high degree of credence in the proposition that the objective probability of the flat earth theory is 0.  In this case, he should expect that, by having a degree of credence in the flat earth theory of 1 or close to 1, it is very likely that his degree of credence will have a very low objective value.  Thus, Copernicus ought to have a low expectation for the objective value of a degree of credence close to 1 in the flat earth theory.   And so it follows, on the present account, that any degree of credence close to 1 that Copernicus might have in the flat earth theory will have a very low degree of rationality.

Bibliography

Aristotle (1994), Nichomachean Ethics, from The Complete Works of Aristotle, vol. 2, edited by Jonathan Barnes, Princeton: Princeton University Press.
Brandt, R. (1979), A Theory of the Good and the Right, Oxford, Oxford University Press.
Bratman (1992), “Practical Reasoning and Acceptance in a Context” Mind 101, 1-15.

Broome, J. (2004), “Reasons” in Wallace, Pettit, Scheffler, and Smith, Reason and Value, Oxford: Oxford University Press.  

Broome, J. (1999), “Normative Requirements,” Ratio 12, 398-419.

Broome, J. (1997), “Is Incommensurability Vagueness” in Chang, R. (1997): 67-89.

Broome, J. (1991), Weighing Goods, Oxford: Basil Blackwell, 1991.

Broome, J. “Ought,” unpublished manuscript.

Chang, Ruth (1997), Incommensurability, Incomparability, and Practical Reason, Cambridge: Harvard University Press.
Cullity, G. and Gaut, B. (1997), Ethics and Practical Reason, Oxford: Oxford University Press.
Elster, J. (1979), Ulysses and the Sirens, Cambridge: Cambridge University.
Frankfurt, H. (1978), “The Problem of Action,” American Philosophical Quarterly 15: 157-62.
Gibbard, A. (2003), Thinking How to Live, Cambridge: Harvard University Press.
Greenspan, Patricia (1975), "Conditional Oughts and Hypothetical Imperatives," Journal of Philosophy, 72, 259-76.
Hudson, J. (1989), “Subjectivization in Ethics” American Philosophical Quarterly 26.

Hegel, G. (1991), Elements of the Philosophy of Right, edited by Allan Wood, Cambridge: Cambridge University Press. 
Hume, D. (1969) A Treatise of Human Nature London: Penguin Books.
Elijah Ingram (1997), “Incommensurability and Practical Reasoning,” in Chang, R. (1997) pp. 151-169. 
Hacking, I. (1965), “Salmon’s Vindication of Induction” Journal of Philosophy 62: 260-265.
Hájek, A. (2003), “Waging War on Pascal’s Wager,” Philosophical Review 112, pp. 27-56.

Jeffrey, R. (1983), The Logic of Decision, Chicago: University of Chicago Press.
Joyce, J. (1998), “A Nonpragmatic Vindication of Probabilism” Philosophy of Science 65, pp. 575-603.
Lenz, J. (1958), “Problems for the Practicalist’s Justification of Induction” Philosophical Studies 9: 4-7.

Kant, I. (1996), Practical Philosophy, edited by Mary Gregor, Cambridge: Cambridge University Press.

Kant, I. (1992), Theoretical Philosophy, 1755-1770, translated and edited by Walford, D. Cambridge: Cambridge University Press.

Kant, I. (1970), Political Writings, edited by Reiss, H., Cambridge: Cambridge University Press.

Kant, I. (1968), Critique of Pure Reason, translated by Smith, N., London: MacMillan.

Kant, I. (1910), Gesammelte Schriften, Berlin: Druck und Verlag von Georg Reimer.
Korsgaard, C. (1996), Creating the Kingdom of Ends, Cambridge: Cambridge University Press.
Korsgaard, C. (1997) “The Normativity of Instrumental Reason” in Cullity and Gaut (1997).

Levi, I. (1974), Gambling with Truth, Cambridge: MIT Press.
Long, A. and Sedley, D. (1987), The Hellenistic Philosophers, New York: Cambridge University Press.

Lewis, D. (1980) “A Subjectivist’s Guide to Objective Chance” in Jeffrey, R., ed., Studies in Inductive Logic and Probability, Volume II, Berkeley: University of California Press.
Lockhart, T. (2000) Moral Uncertainty Its Consequences, Oxford: Oxford University Press.

Maher, P. (1993), Betting on Theories, Cambridge: Cambridge University Press.

Mates, B. (1996), The Skeptic Way: Sextus Empiricus’s Outlines of Pyrrhonism, New York: Oxford University Press.

Nagel, T. (1970), The Possibility of Altruism, Oxford: Clarendon Press.
Nagel, T. (1986), The View from Nowhere, Oxford: Oxford University Press.

Parfit, D. (1984) Reasons and Persons Oxford: Clarendon Press.
Parfit, D. Climbing the Mountain unpublished manuscript.
Popper, K. (1959), The Logic of Scientific Discovery, London: Hutchinson.

Rawls, J. (1999), A Theory of Justice, Revised Edition, Cambridge: The Belknap Press of Harvard University Press.

Raiffa, H. (1969), Decision Analysis, Reading: Addison-Wesley. 
Railton, P. (2003), Facts, Values and Norms, Cambridge: Cambridge University Press.

Reichenbach, H. (1949), The Theory of Probability, Berkeley: University of California Press.

Reichenbach, H. (1951), The Rise of Scientific Philosophy, Berkeley: University of California Press.
Salmon, W. (1956), “Regular Rules of Induction,” Philosophical Review 65: 385-388.

Salmon, W. (1991), “Hans Reichenbach’s Vindication of Induction” Erkenntnis 35: 99-122.

Scanlon, T. (1998), What We Owe to Each Other, Cambridge: The Belknap Press of Harvard University Press.
Searle, J. (2001), Rationality in Action, Cambridge: MIT Press.
Searle, J. (1983), Intentionality, Cambridge: Cambridge University Press
Peter Singer, Animal Liberation, 2nd ed.  (New York: Avon Books, 1990).

Temkin, L. (1993), Inequality, Oxford: Oxford University Press.
Velleman D. (2000): The Possibility of Practical Reason, Oxford: Oxford University Press
Williams, B. (1981), Moral Luck Cambridge, Cambridge University Press.
Williams, B. “Internal and External Reasons” in Williams (1981), pp. 101-113.

Williams, B. “Conflicts of Values” in Williams (1981), pp. 71-82.

Van Fraassen, B. (1980), The Scientific Image, Oxford: Oxford University Press. 












� I borrow the term “self-effacing” from Part One of Reasons and Persons.


� See Jeffrey (1983).


� See Peter Singer, Animal Liberation.


� In Moral Uncertainty and Its Consequences, Lockhart considers a very similar objection, and in response he proposes what he calls the Principle of Equality among Moral Theories (p. 84). According to this principle, the difference in moral value between the best and worst option in any given situation should be considered equal across all moral theories.  But this principle is incompatible with the fact that different moral theories can disagree concerning which of two choice situations is more morally significant.  For example, utilitarianism might imply that more is at stake in deciding what charity to give money to than in deciding whether to make a lying death-bed promise, while Kantianism might imply the reverse.  And from this it would follow that the two theories cannot agree concerning how much is at stake in both choice situations.  Thus Lockhart’s principle must be false.


� Of course, in the absence of intertheoretic value comparisons, one might simply follow the theory one finds most plausible, so that if one regards the traditional morality as ever so slightly more plausible than Singer’s theory, one would order the veal cutlet, and if one regarded the two theories as equally plausible, one would flip a coin.  But as is shown by this case, and by others we have considered above, this hardly seems like a rational solution.


� What if a theory with an infinite disparity has an infinitesimal probability?  Suppose, for example, that we have credence in two theories, TU and TX, such that the disparity of TU exceeds that of TX by an infinite ratio, but its disparity is exceeded by that of TX by an infinite ratio.  In this case, which theory is more worthy of acceptance?  This question has no simple answer.  Insofar as it has a well-defined answer at all, it will depend on the magnitudes of the infinitudes involved.  See Alan Hájek, “Waging War on Pascal’s Wager,” Philosophical Review 112, (Jan 2003): 27-56.    


� Diogenes Laertius 9.62, quotes from A. A. Long & D. N. Sedley, The Hellenistic Philosophers (New York: Cambridge University Press, 1987).


� Outlines of Pyrrhonism 1.23, quoted from Benson Mates, The Skeptic Way: Sextus Empiricus’s Outlines of Pyrrhonism (New York: Oxford University Press, 1996).


� David Hume, A Treatise of Human Nature, Book I, Part IV, Section VII.


� Wesley Salmon, “Hans Reichenbach’s Vindication of Induction” Erkenntnis 35, 1991, p. 107


� Hans Reichenbach, The Rise of Scientific Philosophy (University of California Press, Berkeley, 1951), p. 246.


� John Lenz (1958) makes a similar criticism.


� Thus, as others have pointed out in response to Pascal’s wager, the hypothesis that an omnipotent, omnibenevolent being would reward people for believing propositions for which there is no evidence and punish people for failing to do so—this view is no less implausible than the view that such a being would punish people for believing the propositions in question and reward them for failing to do so.  


� This is far from an exhaustive list of desire-based theories of practical reason.  There are many others, some of which may also deserve to be called “actual-” or “idealized desire based theories.”  But these are the only two theories I will consider here.


� Brandt, A Theory of the Good and the Right, p. 113.


� Ibid., p. 111.


� See, e.g., Elster, 1979.


� This example is borrowed, with modification, from Nagel’s The Possibility of Altruism, p. 74.


� Dreams of a Visionary Explained by Dreams of Metaphysics, Part I, chapter 4.  I am grateful to Peter Railton for bringing this passage to my attention.


� Kant’s term glauben is generally translated as “faith” in his religious writings and as “belief” in his theoretical writings.  This is misleading, since it is clear that he intends the very same meaning in both contexts, a meaning that is very specific and that differs significantly from our ordinary notion of belief.  To avoid this confusion, I will translate glauben as “faith.”  But this too can be misleading, since for Kant, an attitude of glauben can be appropriate toward perfectly mundane propositions.  And so “acceptance” might indeed be the best English translation for this term.  


� A 824/B 852.


� A 825/B 853.


� A 824/B 852


� 5: 143.


� Ibid.


� 5:  44


� 5: 113.


� A 807/B 835.


� 6: 96.


� 6: 94


� “Idea for Universal History with a Cosmopolitan Purpose,” thesis 5


� Ibid., thesis 7.


� A 646-47/B 674-75.


� 5: 184.


� A 815/B 843.


� 5: 3.


� 5: 114.


� Karl Popper, The Logic of Scientific Discovery.


� I am grateful to Ruth Chang for pointing this problem out to me.


� See Section 5 of Parfit (1984).


� See Greenspan (1975)."


� The example I will use differs from the one used by Broome, which he gets from Parfit, and which Parfit gets from Donald Regan.  For the original example invites a moral interpretation of the term ‘ought.’  And it may well be true that the moral ought is always evidence-relative.  For the moral ought is connected with the notion of blame, and what agents are blameworthy for depends on the evidence available to them.  But even if there is no evidence-nonrelative moral sense of ‘ought’, it does not follow that there is no evidence nonrelative sense of ought.


� See Broome, “Ought” (unpublished manuscript).


� It is conceivable that in some situations, there are infinitely many atomic options, since there may be situations in which there is a continuum of relevantly different options.  But even so, one’s options will always be analyzable into atomic options.


� To be more precise, it is a rational requirement that if one believes that the option of -ing is atomic and that one ought objectively to , then one does not intend to , nor does one suspend judgment concerning whether to  (where suspending judgment concerning whether to  is understood as a genuine attitude, and not merely as absence of any intention to  or not to ).  It may be that it can be rationally permissible temporarily to believe that the option of -ing is atomic and that one ought objectively to  without having any practical attitudes whatever concerning whether to . 


� Climbing The Mountain, p. 2.  The actual text says “if” rather than “if and only if.”  But in personal correspondence, Parfit has indicated that he means to be presenting necessary and sufficient conditions for rationality, and not merely sufficient conditions for rationality.


� As Broome points out, the rational obligation is of wide scope: one ought, rationally, to be such that (if one believes that one ought rationally to be A, then one is A).  It does not follow that if one believes one ought rationally to be A, then one ought rationally to be A.  If this did follow, then beliefs about rationality would be infallible.  See Broome (1999).


� To borrow an expression from Yeats, we might say that she is “dolphin-torn.”


� Failure to distinguish between rules and norms can lead to serious philosophical errors.  It leads to the erroneous view that those who study the origins of rules and rule-following behavior in humans and other hominids are studying normativity, and that they are able to shed light on, or even to explain, the origins of normativity.


� Groundwork 448.


� In this example I use ice-cream sundaes rather than bales of hey, since I assume that norms do not apply to non-rational beings, and the only rational beings I am familiar with should avoid eating bales of hay altogether.  


� Indeed, on one theory of action, if, in the present circumstance, I freely choose the sundae on the left, this choice must be the expression of a maxim always to act in this way in a given type of circumstances.  I do not, however, need to assume this theory of action in making the present argument.


� The unusual circumstances are those in which p is self-effacing in the sense that p implies that one should not accept that p.


� See Broome’s “Reasons” in Wallace, Pettit, Scheffler, and Smith, Reasons and Value (Oxford: Oxford University Press, 2004).  Broome uses the term “perfect reason” rather than “decisive reason.”  In his formulation: “a perfect reason for you to  is a fact that explains why you ought to .”  And he says that the ‘explains’ relation is the inverse of the ‘because’ relation.  Thus, he holds that a perfect reason for you to  is a fact because of which you ought to .


� Broome simply uses the term “explanation” rather than “full explanation.”  But he understands explanations to be full explanations: for him, an explanation must entail what it explains.  Further, he does not understand the explanation relation, or its inverse, the ‘because’ relation, as necessarily causal.


� Here I disagree with Broome, for Broome holds that reasoning is rational whenever the premises normatively require the conclusion.  


� Broome states “the relation between believing something and believing its consequences is another normative requirement:  Bp requires Bq.”  Other statements Broome makes suggest he may want to restrict this claim to cases in which the logical relation between p and q is immediate.  But even if his claim is restricted in this way, it is still dubious.  Plato believed the soul has three parts.  And from the proposition the soul has three parts, it obviously follows that (either the soul has three parts or the Ottawa Senators win the 2007 Super Bowl).  But it would be permissible for Plato to believe the former without believing the latter.


� Patricia Greenspan (1975) makes a similar point.


� Moreover, even if in this case eating nothing does seem like the obvious default option, one can easily construct cases in which there is no obvious default option.


� Here I am simply restating an argument that Williams presents in “Conflicts of Value.”


� See David Lewis, “A Subjectivist’s Guide to Objective Chance”


� See James Joyce, “A Nonpragmatic Vindication of Induction.”
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