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Peter Vogel, editor of XML Developer, Pinnacle Publishing's newest publication, offers an introduction to the capabilities of XML. He defines XML and introduces the fundamentals of the language including defining and using tags as well as creating and processing documents.
I used to play Scrabble with a friend who had a copy of the Oxford English Dictionary (or OED, as it is universally referred to). Whenever a player disputed the validity of a word (e.g., "withershanks"), we would go to the OED to see if the word existed. The problem was that the OED lists every word published in the English language for the last several hundred years. Playing Scrabble with this book was frustrating: It seemed that every combination of letters possible had, at one time or another, been a word in English.

Some words, however, we all knew weren't part of the English language. We didn't have to check the OED to disallow "xorp," for instance, though we did have to check "lorp." If you think about it, there are rules that define what constitutes a word. "2orp" won't be a word, for instance. Nor will "w" or "wither shanks" (that would be two words) .

All of which is a roundabout way of introducing XML. XML is a set of rules that describe what a valid markup tag is. If you've ever looked at HTML, you know what a markup tag is. <BODY>, <HEAD>, <B>, and <P> are all examples of markup tags. Markup tags are embedded into a document as a way of passing information to whatever program will process the document. Markup tags aren't part of the document's content. Instead, the program reading the document finds the tag, takes the appropriate action, and processes the content that the markup tag was embedded in.

In a Web page, markup tags tell a Web browser how the page is to be displayed. As another example, try opening a Word document using Notepad. Since Notepad won't process Word tags, you can see all of the markup tags that tell Microsoft Word how to handle the document. Markup tags form an important part of any document-publishing system.

The role of XML
So what do document publishing systems have to do with you? Over the past 10 years we've seen a real move to distributed systems. From database to client/server to Web to business-to-business processing, the components of a particular application have been scattered across the network. Even desktop applications are now written as a series of objects that interact with each other. While the program runs on a single computer, the functionality of the application has been distributed among several applications.

As a result, much of what goes on in a distributed application is communication: between the client and the server, between the objects that make up a component, between the server and the database, between components on different systems, and so on. In the same way that a document communicates to the person reading it, XML supports creating ways to communicate between the components of a system.

A markup language, like XML, allows you to define a set of tags that are used to define a communication. Instead of, for instance, reading five properties from an object, a client could accept an XML document that contains that data, with markup tags that identify the information. Here's an XML document that passes a customer's name (first and last) and address:

<FirstName>
 Peter
 </FirstName>
 <LastName>
 Vogel
 </LastName>
 <Street>
 51 Colborne Street
 </Street>
 <City>
 Goderich
 </City>
 <Province>
 Ontario
 </Province>
 <Country>
 Canada
 </Country>
 <PostalCode>
 N7T 2V8
 </PostalCode>
 
Wherever communication happens, XML has a role to play. And there are many more places where communication occurs than you might think.

For instance, the latest XML-based specification to emerge is SOAP. SOAP describes a tag-based format for sending a request for an object across a network. In an object-based application, if you wanted to set an object's property or call its method, you might write the following:

obj.Property = 3
 obj.Method
 
Using SOAP, the application and operating system would convert this into an XML document and send it to the server that the object was running on. Received at the other end, the server would read the document, create the appropriate object, set the property, and call the method. The results of both actions (including error codes and return values from calling the method) would be bundled up into another XML document and sent back to you. At your end, that document would be unbundled and the results returned to your program.

The wonderful thing about this process is that the communication mechanism–XML–is completely text based. Every computer system understands text. Text documents can be sent over any protocol, including HTTP, the protocol used for requesting and returning Web pages. As a text document, an XML request can be passed cleanly through most firewalls and piggyback on top of whatever security has already been set up to manage Web-based requests. XML not only provides a way of communicating between components, but a way of communicating across disparate operating systems and hardware platforms.

The rules
The original language for defining markup tags is the Standard Generalized Markup Language (SGML). SGML is a very flexible tool, allowing you to define tags in almost any format. XML is a much simpler tool for defining tags and was derived from SGML primarily by removing all of the optional parts. For instance, in SGML, it is possible to define tags that begin with any character. In XML, all tags must begin with the less than sign ("<"). In the same way that the rules for creating words in the English language forbid words that begin with numbers, the XML rules for creating tags forbid tags that begin with anything but "<".

So, what are the rules? The good news is that there aren't many. The good/bad news is that they're strictly enforced.

After the initial "<" in a tag, you have the tag name. This name must begin with a character or an underscore ("_"). If the name does begin with an underscore, it must be followed by at least one character. The rest of the name can contain numerics or alphabetics but can't contain spaces or any other characters except the hyphen ("-"), period ("."), or underscore ("_"). These, then, are all valid names:

<My_Name>
 <A>
 <_AName>
 <A-Name>
 
These names are not:

<_> (must contain at least one letter) 
 <?AName> (invalid initial character) 
 <A Name> (embedded spaces) 
 <A?Name> (embedded punctuation) 
  

Once you've defined the name for a tag, you can use attributes in the tag. Attribute names follow the same rules as tag names. An attribute must have a value, and that value must be enclosed in quotation marks. Here's a tag (called AName) with a valid attribute (called MyAttribute):

<AName MyAttribute="14">
 
Here are some invalid attributes:

<AName :MyAttribute="14"> (bad initial character) 
 <AName My Attribute="14"> (embedded blank) 
 <AName MyAttribute=14> (missing quotes) 
  

As my examples show, a tag ends with the greater-than sign (">").

By creating a set of tags, you're effectively building a dictionary of words in a particular XML-compliant dialect. While you'll often hear people refer to "XML tags," that's really not accurate (though I've done so myself). There really aren't any tags defined by XML. Instead, you can create tags that comply with the XML rules. There is, for instance, a world of difference between an "XML tag" and an "HTML tag." An "HTML tag" would refer to one of the tags defined in the World Wide Web Consortium's HTML specification. When people say "XML tag," they either are referring to nothing at all or are using the term as shorthand for "a tag that complies with the rules for XML."

Syntax
XML also defines a set of rules for how valid tags are to be used. Every tag in a document must have a corresponding closing tag, for instance. The closing tag is created by adding a "/" to the front of the tag's name and omitting all attributes. The closing tag for the <MyName> tag is </MyName>, for instance. Opening and closing tags enclose a body of text. In this example the MyName tag encloses, well, my name:

<MyName>Peter Vogel</MyName>
 
Where a tag doesn't need to enclose any text, it can close itself by adding the "/" before the final ">". These are referred to as empty tags. This example shows a tag that doesn't need a closing tag because it closes itself:

<MyName/>
 
XML also requires that all tags be wholly nested between any tags that enclose them. This set of tags is invalid because the <MyName> tags are only partially nested between the <YourName> tags:

<YourName>
 <MyName>
 </YourName>
 </MyName>
 
This set of tags is properly nested, however:

<YourName>
 <MyName>
 </MyName>
 </YourName>
 
XML is case sensitive, so the closing tag for any opening tag must match the opening tag name exactly. The following are not valid open/close tag pairs:

<MyName></myname>
 <MyName></MYNAME>
 <MyName></Myname>
 
While a tag is the basic unit of XML, tags are used to create elements. An element is an opening and closing tag, with all that the tags enclose. Here are three Name elements:

1. <Name First="Peter" Last="Vogel"/>
 2. <Name>Peter Vogel</Name>
 3. <Name>
    <First>Peter</First>
    <Last>Vogel</Last>
    </Name>
 
Document components
An XML document is created by enclosing a set of tags fully within one tag, called the root tag. In this example, all of the tags are enclosed within the <MyName> tag, creating a valid XML document:

<MyName>
 <FirstName>
 </FirstName>
 <LastName>
 </LastName>
 </MyName>
 
The absence of the enclosing tag keeps this set of tags from being an XML document:

<FirstName>
 </FirstName>
 <LastName>
 </LastName>
 
If your document does comply with the rules that I've outlined, then your document is said to be "well-formed." The "well-formedness" criteria that I've listed in this section on syntax keep most HTML documents from being XML documents. While the HTML tags are defined as valid XML tags, the HTML specification requires that processors not reject a document when the rules are violated. Not surprisingly, while most HTML documents can be displayed by a browser, they are not well-formed. In the XML world, if your tags don't follow the XML rules, your document is rejected (the World Wide Web Consortium has recently released a specification known as XHTML that redefines the HTML tags as set of valid XML tags).

In addition to the XML tags that make it up, an XML document can contain a number of other tags. Every XML document, for instance, should begin with the processing instruction tag that identifies the document as an XML document. This tag's attributes provide information about the version of XML used (there is only one), the character encoding scheme, and other information. A processing instruction tag begins with "<?"and ends with "?>". Here's the minimum version of the XML-processing instruction:

<?xml version="1.0"?>
 
It's not unusual for a document to include tags from several different XML "dialects." For instance, a document containing information about an order might draw on tags from several different sets of tags, including a set for defining customer information and a set for product information. Both of these sets of tags might include a <status> tag. In the customer set, the information contained within the <status> tag indicates the customer's credit worthiness. In the product tags, the similarly named <status> tag is used to indicate if the product is in or out of stock.

You can keep tags from different dialects separate from each other by defining namespaces within your document. A namespace is defined in a tag and applies to that tag and all of the tags that it contains. This tag, for instance, defines two namespaces:

<order
   xmlns:cust="c:\DTD\Customer.DTD"
   xmlns:prd="c:\DTD\Product.DTD">
 
As you can see, a namespace is defined by the xmlns ("XML namespace") attribute, followed by a colon, a name, an equal sign, and a reference of some kind (in this case, the name of a file). The reference is a URI (or Uniform Resource Identifier–like a URL). Once you've established a namespace, you indicate which tags belong to which namespace by prefixing the tag name with the character string used in the xmlns attribute. This document, for instance, identifies which tags come from the customer and product dialects:

<order
   xmlns:cust="c:\DTD\Customer.DTD"
   xmlns:prd="c:\DTD\Product.DTD">
   <cust:status>good</status>
   <prd:status>out of stock</prd:status>
 </order>
 
Defining tags
XML also provides a mechanism for defining the tags that you want to use in your XML documents. The current mechanism for defining tags is the Document Type Definition (DTD), but a new proposal, called XML Schemas, is nearing approval. Both mechanisms allow you to do two things:

• define a set of elements

• define how those elements may be used together

DTDs use Declaration tags to define the elements that are to be used in your document. A declaration tag begins with "<!". This ELEMENT tag, for instance, defines a status element:

<!ELEMENT status EMPTY>
 
The EMPTY used in that sample ELEMENT tag indicates that the status tag that it defines is empty and can contain no information. Here's an example of a valid status tag:

<status>
 
You can also define an element that is to contain other elements. This ELEMENT tag defines an element tag that contains elements called first and last:

<!ELEMENT name (first, last)>
 
An element can also be defined as containing text. These two lines define the first and last elements as elements that contain, not other elements, but text:

<!ELEMENT first (#PCDATA)>
 <!ELEMENT last (#PCDATA)>
 
The combination of the name, first, and last declarations defines how those tags can be used together. Here's a valid combination of the three elements:

<Name> 
 <first>Peter</first> 
 <last>Vogel</last> 
 </Name> 
  

Both definition systems (DTDs and Schemas) allow you to define all the components of an XML document. A document that conforms to a definition is, in addition to being well-formed, also "valid."

Why?
So why have this strict adherence to rules? Why provide increasing levels of conformance from well-formed to valid? The answer is simple: To keep XML processors as simple as possible. The design goal was that it should be possible for any computer science graduate to put together an XML processor in two weeks (or less).

I've been told that as much as 75 percent of the Netscape browser display engine is error handling. This is required to handle all of the possible combinations of HTML tags that can be thrown at it. XML, on the other hand, by requiring complete adherence to a strict set of rules, makes the processing of an XML document relatively straightforward.

In fact, there are currently several standard ways of processing an XML document:

• The Document Object Model (DOM), for instance, defines the output of an XML parser. An XML parser, fed an XML document, produces a set of hierarchically arranged objects that represents (and provides access) to the document's elements.

• The SAX (Simple API for XML) specification defines another standard way of processing XML documents, based on firing events as each tag is encountered as the document is read. There are several different versions of these XML processors available from a variety of different organizations and vendors.

• The eXtensible Stylesheet Language (XSL) provides a language for transforming XML documents. The language itself is defined as a set of XML tags, which means that an XSL program can be parsed by passing it into an XML processor.

The XML processors count on the well-formedness of an XML document to simplify their code. Processors can also be "validating," which means that they can compare the document that they're processing against its definition in a DTD. The ability of a processor to automatically check to see whether a document follows the rules embedded in its definition simplifies processing for your application. A lot of editing code is eliminated when a validating parser is used to read an XML communication.

This is only an introduction to the capabilities of XML. In this short document, I wanted to define XML for you and introduce you to the fundamentals of the language: defining and using tags, creating and processing documents. There's a great deal more to XML than I've described here, though these are the core concepts and components.

An excellent book that covers XML thoroughly is Bob Ducharme's XML: The Annotated Specification. Bob has taken the official description for XML, as published by the World Wide Web Consortium, and worked through it, explaining every part of the specification. In addition, he provides some discussion of the design decisions that were made to arrive at the final version. While the book doesn't discuss how you'd use XML in an application, it's your best reference to the fundamentals of what XML is.

